SLE-FNO: Single-Layer Extensions for Task-Agnostic Continual
Learning in Fourier Neural Operators

Mahmoud Elhadidy'?, Roshan M. D’Souza®, and Amirhossein Arzani*!?*

Department of Mechanical Engineering, University of Utah, Salt Lake City, UT, USA
2Scientific Computing and Imaging Institute, University of Utah, Salt Lake City, UT, USA

3Department of Mechanical Engineering, University of Wisconsin-Milwaukee, Milwaukee,

WI, USA
‘Department of Biomedical Engineering, University of Utah, Salt Lake City, UT, USA

Abstract

Scientific machine learning is increasingly used to build surrogate models, yet most models
are trained under a restrictive assumption in which future data follow the same distribution
as the training set. In practice, new experimental conditions or simulation regimes may differ
significantly, requiring extrapolation and model updates without re-access to prior data. This
creates a need for continual learning (CL) frameworks that can adapt to distribution shifts
while preventing catastrophic forgetting. Such challenges are pronounced in fluid dynamics,
where changes in geometry, boundary conditions, or flow regimes induce non-trivial changes
to the solution. Here, we introduce a new architecture-based approach (SLE-FNO) combining
a Single-Layer Extension (SLE) with the Fourier Neural Operator (FNO) to support efficient
CL. SLE-FNO was compared with a range of established CL: methods, including Elastic Weight
Consolidation (EWC), Learning without Forgetting (LwF), replay-based approaches, Orthogo-
nal Gradient Descent (OGD), Gradient Episodic Memory (GEM), PiggyBack, and Low-Rank
Approximation (LoRA), within an image-to-image regression setting. The models were trained
to map transient concentration fields to time-averaged wall shear stress (TAWSS) in pulsatile
aneurysmal blood flow. Tasks were derived from 230 computational fluid dynamics simulations
grouped into four sequential and out-of-distribution configurations. Results show that replay-
based methods and architecture-based approaches (PiggyBack, LoRA, and SLE-FNO) achieve
the best retention, with SLE-FNO providing the strongest overall balance between plasticity
and stability, achieving accuracy with zero forgetting and minimal additional parameters. Our
findings highlight key differences between CL algorithms and introduce SLE-FNO as a promising
strategy for adapting baseline models when extrapolation is required.
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1 Introduction

Scientific machine learning (SciML) deals with combining machine learning with scientific data and
physical models [1]. In SciML models, a range of data availability from sparse to large data and
various physical priors could be considered [2]. The data typically arise from numerical simulations
and laboratory experiments and are governed by physical laws [3]. A popular category of SciML
problems focuses on developing surrogate models designed to emulate computationally costly nu-
merical workflows. Recently, operator learning, due to its efficient incorporation of functional data,
has become a popular approach for building surrogate models [4—6].

While physical priors could be incorporated into deep learning architectures (e.g., physics-
informed neural networks [7] and physics-informed neural operators [8]), most of these techniques
do not incorporate physics in a by-construction manner and instead rely on soft constraints and
regularizers. As a result, for the network to learn the physical equations, it needs to be probed
across the desired physics. That is, the network is not guaranteed to respect the physical equations
for all parameters and boundary /initial conditions unless it was probed during training. Unfor-
tunately, training parametric physics-informed deep learning models is itself a challenging and
computationally expensive task due to challenging optimization landscapes [9, 10]. Consequently,
most surrogate models rely on purely data-driven strategies and large data often generated by
numerical simulations.

As a more ambitious goal, inspired by the success of large language models, the community
is starting to consider the concept of scientific foundation models (SciFM) [11, 12]. These are
ideally scalable models trained across tasks and modalities, designed for transfer and fine-tuning to
specific problems. However, we are still far from true practical SciFM models. At a simpler level,
while the field has witnessed a large and growing body of work dedicated to training and testing
neural surrogates, a simple question has largely been overlooked: So what is next? Trained neural
surrogate models are rarely used in follow-up studies, after the original paper, to solve a practical
problem of interest, even by the same group. Given tremendous progress over the past few years,
the time is ripe to consider practical deployment questions related to SciML models.

A key challenge is that trained SciML models are trained under the assumption that inference
data follow the same distribution as the training data [13], an assumption that mostly holds only
during the carefully designed training, validation, and testing stages. Once the model is deployed,
the input data provided by the user has to adhere to the same training distribution, which is difficult
to control for multiple reasons. First, the training landscape may not be clearly defined, particularly
in complex settings. Second, it is not clear if the user is interested in the same training landscape.
Finally, in practical downstream tasks such as control, optimization, and design, the user does
not necessarily have full control over the inferred input data, which could easily drift away from
the offline training regime. Collectively, these represent a well-known problem in machine learning
where inputs can be out-of-distribution (OOD) relative to training data [14-17], where zero-shot
inference with a pretrained model often yields low accuracy.

A trivial remedy to the OOD issue is to fine-tune on the new distribution with transfer learn-
ing [18], but this has limited success as a full transfer learning based fine-tuning with new data
typically causes catastrophic forgetting on the prior learned data distribution [19], while limited
fine-tuning will still under-perform on the new OOD task. This challenge motivates the devel-
opment of methods that can detect distribution shifts [15], identify OOD inputs, and monitor or
preserve model reliability under evolving desired input conditions [14, 20-23]. Such challenges are
particularly significant in SciML applications where small distributional changes can reflect mean-
ingful physical differences due to nonlinearity, and computational costs or data access limitations
often prohibit retraining from scratch. This naturally connects to the broader need for continual



learning (CL) [24, 25], robust adaptation, and efficient mechanisms to update surrogate models as
new input regimes are encountered.

To address catastrophic forgetting, CL methods are commonly grouped into five families:
regularization-based, replay-based, optimization-based, architecture-based, and representation-based
[24, 26, 27]. Regularization-based methods constrain updates to protect past knowledge, either by
penalizing changes to parameters important for earlier tasks such as in Elastic Weight Consoli-
dation (EWC) or by matching a frozen model’s outputs while learning the new data such as in
Learning without Forgetting (LwF) [28, 29]. Replay-based methods keep a small buffer of past
samples (or the corresponding generator) and mix them with the new OOD data, but have the lim-
itation of storing and accessing samples from original data, which requires memory and potentially
privacy/access issues [30, 31]. Optimization-based methods steer gradients to reduce interference
as in Orthogonal Gradient Descent (OGD) or enforce constraints such that losses on replayed
exemplars do not increase as in Gradient Episodic Memory (GEM) [32-34]. Architecture-based
approaches protect or allocate parameters in two main ways. In static methods, parameters with
small or negligible values can be effectively pruned or deactivated, allowing the model to reuse its
capacity for new tasks while preserving previously learned representations. In contrast, dynamic-
based methods grow the network as new tasks arrive by adding new neurons, layers, masks, or
branches dedicated to the new task, while keeping earlier components fixed. This separation re-
duces interference between tasks but increases model size over time (e.g., the PiggyBack method)
[35-37]. Representation-based methods stabilize features so earlier decision boundaries remain us-
able while learning new ones, using techniques like feature distillation, cosine-normalized classifiers,
and bias correction [38, 39]. In our study, we compare methods from all major CL categories except
representation-based approaches. This exclusion is motivated by the fact that representation-based
methods typically rely on pre-trained or self-supervised encoders and aim to learn task-agnostic
features, which differs fundamentally from the task or class-incremental CL setting considered here.
As noted in prior work, their strong performance often reflects the quality of frozen representations
rather than effective mitigation of catastrophic forgetting, making direct comparison potentially
misleading [40, 41].

Most work on CL focuses on classification with fewer studies looking into regression tasks [42—
44]. CL work in SciML and operator learning is even more overlooked. As an example, a multifi-
delity CL framework for physical systems was developed in [45]. A new operator learning framework
was proposed in [46] that uses a gating mechanism to mix local wavelet experts and produce task-
specific solutions. Finally, a benchmark study on regression data demonstrates challenges in CL
for engineering problems [47]. In the context of non-scientific operator learning, Kang et al. [48]
proposed a CL framework that combines neural operators with the lottery ticket hypothesis. Their
approach identifies task-specific winning subnetworks through iterative pruning, effectively select-
ing the most suitable computational pathways for each task. The method was demonstrated on
video representation learning. The multifidelity approach introduced by [45] helps reduce forget-
ting in physics-informed neural networks (PINNs) by using the output of the previous model as an
input to the new model for each task. Their results show reduced forgetting, but their comparison
is limited to only two CL methods: experience replay and Memory Aware Synapses. The approach
proposed by [46] uses a more sophisticated mechanism based on gating and probabilistic routing,
and it requires access to task labels during training and inference. In the comparative study by
[47], only one method from each CL category is selected, and the task is limited to mapping geo-
metric features to a scalar quantity (the drag coefficient). Our work builds on these recent studies
by introducing a new method that completely mitigates forgetting, is simple to implement, and
is task-agnostic, requiring no task labels. In addition, we provide a more detailed comparison by
evaluating two methods from each CL category and provide a practical and more complex function-



to-function mapping scenario, focusing on both qualitative and quantitative results, offering deeper
insight into the behavior of different methods.

We consider the setting of functional mapping with Fourier Neural Operator (FNO) and target
a practical cardiovascular flow problem where the goal is to utilize time-resolved concentration
fields away from the vessel wall (easier to measure experimentally) and quantify time-averaged
wall shear stress (TAWSS), an important metric in cardiovascular disease [49], which is not easy to
measure experimentally. We consider a longitudinal scenario where multiple times OOD input data
are provided and CL needs to be repeated. We develop a dataset to benchmark established CL
baselines (EWC, LwF, replay, GEM, OGD, PiggyBack, and LoRA) documenting their shortcomings
and introduce a lightweight Single-Layer Extension (SLE) adapted to FNO (SLE-FNO) with OOD
detection for efficient task-agnostic CL.

Our contributions are summarized as follows:

e The underexplored setting of CL for SciML function-based regression problems is directly
addressed, where the objective is to predict continuous physical fields. This setting introduces
unique challenges not captured by standard classification-based CL benchmarks.

o We introduce SLE-FNO, a parameter-efficient CL architecture tailored to FNO and readily
extensible to other neural architectures. SLE-FNO enables effective sequential adaptation
while preserving the operator-learning and spectral structure of FNO, avoiding full network
duplication or uncontrolled parameter growth. In our examples, each new task added between
1.5-4.4% of the total parameters.

e A task-agnostic CL framework with an integrated OOD detector is developed, enabling au-
tomatic task identification during inference without prior task labels. In the reported ex-
periments, this mechanism achieves perfect task-identification accuracy, supporting reliable
model selection under task shifts.

e A detailed comparative evaluation of standard CL algorithms applied to FNO on scientific
data is presented, revealing differences in forgetting behavior, data efficiency, and predictive
performance on new tasks. Multiple stages of CL are also considered to provide a more
detailed analysis of longitudinal CL.

e Low-sample fine-tuning regimes and their impact on model performance during CL are ana-
lyzed, providing insight into how limited data availability in new SciML tasks affects adap-
tation, knowledge retention, and predictive robustness.

o A practical problem (blood flow in aneurysms) is considered where the goal is to predict
TAWSS from time-resolved concentration fields considering changes in geometry and pulsatile
blood flow rates

2 Methods

2.1 Problem Statement

In this work, we evaluate several benchmark CL algorithms covering major categories of CL tech-
niques [25], and we propose a new CL method termed SLE-FNO, equipped with efficient OOD
detection. The dataset consists of time-resolved 2D concentration slices inside a 3D idealized
aneurysm geometry, mapped to the corresponding TAWSS projection on a 2D domain. As the
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Figure 1: (a) Geometry sketch with four spatial parameters W; D; N;R. We fix D and vary three
non-dimensional ratios W=D, N=D, and R=D. (b) Polyhedral mesh of the geometry with a zoom
on the inflation layers. (c¢) The transient boundary conditions used. (d) Extracted results: a 2D
slice of concentration at five time steps from 3.15s to 3.95s (within the last cardiac cycle), and
the corresponding TAWSS projected onto the same slice. (e) Mean spatial parameters for each
dataset with the associated inlet flow profiles. (f) Table of parameter ranges and flow rates for
each dataset/task. (g) Training/finetuning sequence used throughout the study based on the four

datasets/tasks.

main neural architecture, we use FNO due to its strong capability for learning function-to-function

mappings in SciML tasks [4].
Let C(x;y;t) denote the concentration field and TAWSS(X;y) denote the target field. The

surrogate learning problem is formulated as

F:fC(xy;t x)gi_, ! TAWSS(Xy); (1)



where K is the number of temporal snapshots.

We generate four different datasets (tasks) that differ in the geometry and pulsatile inlet flow
rates. Each task is generated using computational fluid dynamics (CFD) simulations for a 3D
curved vasculature with an idealized aneurysm (sudden enlargement), where the aneurysm is the
region of interest. Using FNO, as a surrogate model that maps the time-resolved concentration
slices to TAWSS projection is developed.

In practical SciML applications, one typically starts with a large initial dataset covering a wide
range of conditions, followed by new tasks. Ideally, one wants to adapt the model to the new tasks
with a limited number of new simulations. Our experimental setup follows this scenario, and we
evaluate CL performance under this progressively data-limited regime. Additionally, we consider a
longitudinal CL scenario where the goal is to continuously adapt the model to new OOD regimes.
Specifically, we consider 3 adaptions after the baseline training and for each adaption quantify the
error on the new dataset as well as the prior regimes. An overview of the study design is shown in
Fig. 1.

2.2 Dataset
2.2.1 Overview

We generated 230 CFD simulations where each simulation considers an idealized aneurysm Fig. 1.
We varied three geometric parameters, namely the artery curvature, aneurysm neck width, and
aneurysm width [50] (Fig. 1a). The inlet boundary condition, defined as a pulsatile flow waveform,
was also varied to span along physiologic conditions [51-53]. To ensure periodic convergence, we
injected the concentration after two full cardiac cycles and used data from the third cycle to train
the model. We split the dataset into four groups {A, B, C, D}:

o Group A (baseline data): 200 simulations generated from 40 geometries each with 5 inlet flow
profiles.

o Groups B, C, D (OOD data for finetuning): each contains 10 geometries with one inlet profile
each.

All geometries and inlet profiles in groups B, C, and D were extrapolating with respect to
dataset A and also each other. We followed the 80% training and 20% test split of the datasets, as
summarized in Table 1.

Table 1: The number of training and test samples per task.

Task Train Samples Test Samples
A 160 40
B, C, D (each) 8 2
2.2.2 CFD simulations
Blood was modeled as a Newtonian fluid [54] with density = 1:06 g/cm 3. dynamic viscosity
=0:04 - fl 5, and the passive scalar diffusion coefficient was selected as Dy = 2 10 4 em?=s.

Given a characteristic velocity U (mean velocity) and length L (arterial diameter), the Reynolds
and Péclet numbers are defined as

L L
Re:U—; Pe:U—: (2)
Dm



Across the flow-rate range considered, we obtain Re 2 [85; 255] and Pe 2 [2:4 10 4; 7:2 10 4]. Ansys
Fluent was used for the simulations. The computational domain was discretized with polyhedral
control volumes, which are known to improve convergence and accuracy for finite-volume CFD
while reducing cell count compared with purely tetrahedral meshes. We used a minimum element
size of 0:01 cm and a maximum element size of 0:05 cm, with 5 prism (inflation) layers near the
wall. The transient solver used a time-step size t = 0:001 s for 4000 steps (4 cardiac cycles).
Instantaneous wall shear stress (WSS) vector, w(t), was used to define TAWSS as

1 Z1

TAWSS = = w(t) dt; (3)

T o
where TAWSS denotes the time-averaged magnitude of the WSS acting on the vessel wall over
one cardiac cycle, T is the cycle duration, (t) is the instantaneous WSS vector evaluated on the
vessel wall at time t, and Kk denotes its Euclidean norm. TAWSS was calculated based on the
third cardiac cycle T. TAWSS is a standard hemodynamic parameter widely used to characterize
the role of blood flow and hemodynamics in cardiovascular disease [49, 53, 55].

The 3D unsteady incompressible Navier—Stokes equations were solved and the corresponding
velocity field was coupled to the unsteady advection—diffusion equation to obtain time-resolved
passive scalar concentrations. No-—slip condition was imposed at vessel walls for velocity, with
prescribed inflow and zero-gauge pressure at the outlet and for the scalar, a specified constant
concentration at the inlet and zero—flux wall condition were used.

2.2.3 Automated Pipeline

We automated geometry generation in Ansys SpaceClaim using a Python script and exported
each model as a STEP file (ISO 10303). After the script was configured, all geometries were
generated within a few minutes. Meshing was performed with PyPrimeMesh, an Ansys Python-
based automated meshing tool. The simulations were solved in Ansys Fluent through its Python
interface (PyFluent), which is based on the finite volume method (Ansys, Inc., Canonsburg, PA,
USA). The results were post-processed using ParaView and the Python VTK library [56]. A planar
slice was extracted at the aneurysm midsection, and from the transient concentration field we saved
five time instants over one cardiac cycle. TAWSS was projected onto the same 2D plane to serve
as the target output. Thus, the input consists of five 2D concentration slices within the aneurysm
and the spatial coordinates (X;y), and the output is a single 2D TAWSS projection.

2.3 Neural Operator Baseline Training

We chose FNO as the primary neural architecture [4]. The configuration used 4 Fourier layers with
64 hidden channels, lifting and projection ratios of 2, and 16 retained Fourier modes. Training
was performed for 3000 epochs. The learning rate started at 102 and was reduced to 10° .
The Sobolev-norm loss was used, which penalizes discrepancies in both the field values and their
gradients [57]. Considering just first order derivatives, the Sobolev loss used is defined as

I 2 2
Lsob = ki yika+ ky i ry iky ; (4)
i=1
wherey and y; are the predicted and true fields for sample i, r( ) denotes spatial gradients, and
> 0 balances value and gradient matching.
All fields are discretized at 64 64 resolution. The model input has 7 channels: 5 time slices of

concentration within a cardiac cycle window and two coordinate channels (X;y). The target has a
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Figure 2: The overall Fourier neural operator (FNO) architecture. (a) FNO lifts the input to a
higher-dimensional channel space through a neural lifting, applies a stack of Fourier operator layers
with nonlinear activations, then projects back to the target dimension with a neural projection to
obtain the output. (b) Fourier layer overview: Given input in the feature space, the upper branch
applies a Fourier transform F, a learned linear map R on the retained low-frequency modes while
discarding higher modes, then applying an inverse transform F ! . The lower branch applies a local
linear transform W and acts as a residual connection.

single channel corresponding to the 2D TAWSS projection. An overview of the FNO architecture
is shown in Fig. 2.

2.4 Continual Learning (CL) Algorithms

First, we evaluate several established CL algorithms, alongside naive transfer learning based se-
quential fine-tuning, which serves as a lower-bound baseline for comparison. Most methods follow a
sequential training paradigm in which, at each stage, the model is updated using only the training
data corresponding to the new task, without access to previous task data (unless stated otherwise
in some methods like replay-based methods). As illustrated in Fig. 1(g), the training schedule is
consistent across methods and proceeds in the order: Task A ! Task B ! Task C ! Task D. A
brief summary of each CL method is provided below. An overview of all considered methods is
provided in Fig. 3. For each of the following methods, the hyperparameters used during training
are listed in the Appendix (Section A.1).

2.4.1 Naive Fine-Tuning (no CL)

In this baseline, the model is sequentially fine-tuned using transfer learning, where the parameters
learned from the previous task are reused as initialization for the next task, without imposing
any constraint or CL-specific mechanism. This naive fine-tuning strategy serves as a standard
lower bound for knowledge retention, as it typically suffers from severe catastrophic forgetting of
earlier tasks. At the same time, it often provides strong learning plasticity on new tasks, since
all parameters are freely updated. This baseline reflects the behavior of unconstrained transfer
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Figure 3: Regularization-based: (a) Elastic Weight Consolidation (EWC) constrains updates us-
ing a Fisher-weighted penalty; (b) Learning without Forgetting (LwF) applies distillation from
a frozen previous model. Replay-based: (c) Random reservoir sampling; (d) K-means exemplar
replay. Optimization-based: (e) Orthogonal Gradient Descent (OGD) projects gradients to avoid
interference with past tasks (recreated from [32]). (f) Gradient Episodic Memory (GEM) con-
strains updates to prevent increases in past-task loss. Architecture-based: (g) PiggyBack learns

task-specific masks over a frozen backbone; (h) Low-Rank Adaptation (LoRA) trains per-layer low-
rank adapters on a frozen backbone.



learning in a sequential setting, where knowledge is transferred forward but not preserved across
tasks [58-60].

2.4.2 Elastic Weight Consolidation (EWCQC)

EWC [29] is motivated by the biological idea of synaptic consolidation [61], where the brain protects
previously learned knowledge by reducing plasticity in important neural connections. In CL, EWC
follows a similar principle where the identified important parameters for previous tasks should not
change too much when learning a new task Fig. 3a.

To estimate how important each parameter is, EWC uses the Fisher Information Matrix (FIM),
which measures how sensitive the model’s output distribution is to changes in parameters, and is
formally defined as:

h [
F=Exy)pxy T log pyjx; )r logp(yjx )~ : (5)

In this equation, F denotes the FIM with respect to the model parameters . The expectation
E(xy) p(xy) [] is taken over the joint data distribution p(X;y) of inputs X and outputs y. The term
p(y j X; ) represents the conditional likelihood of observing output y given input X under the
parameterized model. The gradient r logp(y j X; ) is the score function, i.e., the derivative of the
log-likelihood with respect to the parameters . The outer product r logp(y jX; )r logp(y ]
X; )7 captures the second-order sensitivity of the log-likelihood, and its expectation defines the
curvature of the parameter space encoded by the FIM.

Computing previously mentioned theoretical (expected) FIM is generally impractical as it re-
quires expectation over the true data distribution, which is unknown in practice, and the matrix
scales with the number of model parameters [62-64]. To address this, the metric is approximated

empirically using Monte Carlo sampling over available data:

1 X _ _ >
PO tompyix ) r teept” i) (6)
j=1

where FO denotes the empirical FIM for task t. The approximation replaces the expectation over
the data distribution with a finite-sample average over the n; training examples of task t.

Even with this approximation, storing the full FIM remains expensive because it captures
correlations between every pair of parameters. To make the method scalable, EWC assumes that
parameters are locally independent, which allows using only the diagonal entries:
£ _ "o’

(7)

This diagonal Fisher approximation is widely used not only in EWC but also across other
CL methods. Prior work has compared exact, sampling-based, and empirical Fisher estimates,
analyzing trade-offs between computational cost and fidelity [63-65].

Once the Fisher values are computed, EWC adds a quadratic penalty to the loss of the new
task to prevent large deviations from previously learned parameter values. For a previous task’s
parameters  and Fisher entries fF g, the single-task EWC objective is:

LEwc() =L new( )+ 2X Fo 2 (8)

i
where Lgwc( ) denotes the total loss used for training on a new task under EWC, L ey ( ) is the
standard task-specific loss for the current task, and the scalar is a regularization coefficient that

10



controls the trade-off between learning the new task and preserving previously learned knowledge.
The summation index i runs over all model parameters, where ; denotes the i-th parameter and

i is its value after training on previous tasks. The quantity F; represents the diagonal element of
the FIM associated with parameter i, measuring its importance to earlier tasks. The quadratic

penalty (i i )? discourages deviations of important parameters, thereby mitigating catastrophic
forgetting.
Extensions of EWC accumulate penalties across multiple previously learned tasks:
KL X
t ) 2
LeweO) =L+ 5~ FY 0 O (9)
t=1 i

®

where L is the loss for the current task k and F;"’ is the diagonal Fisher entry for parameter i
from task t [66].

In practice, computing and storing one Fisher value per task introduces overhead, and large
values of Fi(t) or can overly restrict parameter updates, making learning on later tasks slower or
more difficult. For example, when training task k = 4, the regularization term sums over the Fisher

matrices from previous three tasks t = 1;2; 3.

2.4.3 Learning without Forgetting (LwF)

The inspiration behind LwF [28] (Fig. 3b) is knowledge distillation [67] with the help of an auxiliary
loss to guide model training by encouraging the current model to align its predictions with those
of another model. Originally proposed in [68], the framework transfers knowledge from a large and
expressive teacher model to a smaller and more efficient student model. While the original method
focused on classification, the same concept extends naturally to regression tasks, where the goal is
to match continuous-valued outputs rather than probability scores [69, 70].

In regression-based distillation, the learning objective combines the standard supervised loss
with a distillation loss that minimizes the discrepancy between the teacher and student outputs.
A general formulation is:

Lkp = Ltask (Y; fs(X)) + L aistii fe(X); fs(X) ; (10)

where fi(X) and fg(X) are the teacher and student predictions, L task is the supervised task loss
(e.g., mean squared error), Lgisiy measures the discrepancy between teacher and student, and
controls the balance between learning from the ground-truth data and imitating the teacher.

Through this auxiliary alignment, the student benefits from the teacher’s potentially more
informative predictions. In CL context, the teacher may be a stored snapshot of the model from
a previous task, enabling distillation without requiring a separate pretrained network. LwF uses
knowledge distillation by freezing the previous model as a (teacher) and training the current model
(student) to match its predictions while learning the new task, typically trading off plasticity and
retention. The LwF loss is defined as [28, 68|

X 2
Liwr = Ltask( 5D k) + 5= fo)f x5 (11)
DK yop

where  is the frozen teacher (after task k 1), is the student (new model) on task k, and D is
the current-task data.

11



2.4.4 Replay-Based

Replay-based CL stores a small number of samples from previous tasks in a replay buffer so the
model can reuse them during later training. These stored samples act as a lightweight memory of
earlier data and help reduce forgetting when the model learns new tasks [30, 71].

Instead of having access to the full data from previous tasks, the model keeps a compact buffer

B =f(xj;y)g; ; (12)

where B denotes the replay buffer, (Xj;y;j) are the j-th stored input-output pair, X represents an
input sample, yj its corresponding target, j is the sample index, and M is the fixed buffer capacity.
During training on a new task samples from the buffer are mixed with the new task data so that
the loss contains information from both old and new examples.

By replaying stored samples during training, the model is encouraged to retain knowledge from
earlier tasks while still being able to learn new information. Replay-based CL also introduces several
challenges. The first challenge is how to select samples that represent the past data distribution
most efficiently. Since ideally only a small number of samples can be stored, the buffer must capture
the structure of the past data with limited memory [72].

Another challenge is data size. In many real-world applications, data may be too large to store
or transfer, and this becomes a practical obstacle. Privacy is an additional limitation, because in
some domains (for example medical or personal data), storing or reusing old samples may not be
possible [71]. To avoid storing real samples, some work proposes using a generative model instead,
which is trained on previous task data and later used to generate synthetic samples when needed
[31, 73]. Finally, the replay buffer can be fixed in size. If the number of tasks grows and the memory
stays constant, then the number of samples stored per task decreases over time.

To select the optimal samples to store in the replay buffer, different strategies have been pro-
posed. A simple and widely used option is random selection (or reservoir sampling), where each
incoming sample has the same probability of being stored. This strategy has been shown to be
effective in some examples [30, 72]. Other methods try to select more representative samples. One
common idea is to fit a clustering model in a feature space and choose samples that are close to
cluster centers [71]. More recent work uses diversity-based or optimization-based selection, where
the goal is to keep samples that cover different regions of the input space or produce diverse gra-
dients during training [74, 75]. In our work we adapted the following two algorithms to choose old
samples.

Random (Reservoir) Replay. In random replay, also known as reservoir replay, samples are
selected uniformly at random from the incoming data stream and stored in a fixed-size replay buffer.
Given a data stream fx (gt ; and a replay buffer of capacity B, each sample x; is retained in the
buffer with probability

Pt = min 1;% : (13)

where t denotes the index of the current sample in the stream. If the buffer is already full, an
existing sample is replaced uniformly at random. This strategy ensures that, at any time, the
buffer contains an unbiased random subset of all previously observed samples, without requiring
task boundaries or feature-based selection. Due to its simplicity and low computational overhead,
reservoir replay is widely used as a baseline in CL [72, 76].

K-means Replay. In k-means replay, samples are selected based on their representativeness with
respect to the input data distribution. A k-means clustering model is fitted directly on the input
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samples fx ng\_;, where xp 2 RY denotes the input vector of sample n (e.g., the vectorized input
field). The cluster centers f ,gi_, are obtained by minimizing the within-cluster sum of squared
distances

min an k k2 ; (14)

where K is the number of clusters and | 2 RY denotes the centroid of cluster k. The replay buffer
is then populated with samples whose input representations are closest to the cluster centers, i.e.,
samples minimizing kxn ks for each cluster k. By selecting prototypical and diverse inputs that
capture the structure of the input space, this approach aims to reduce redundancy in the replay
buffer and improve memory efficiency compared to random selection. K-means based replay has
been adapted in several CL works to improve replay efficiency [72, 77].

For task A, we stored only 10% of the available samples, which corresponds to 16 samples. For
tasks B and C, we stored one sample per task (out of the 8 training samples). An overview of the
Replay-based methods used is shown in Fig. 3c-d.

2.4.5 Orthogonal Gradient Descent (OGD)

OGD is a CL method that constrains parameter updates so that learning a new task does not in-
terfere with directions important to previous tasks [32]. In contrast to optimization-based methods
that depend on stored past samples [33, 72], OGD avoids data storage and uses gradient constraints
to protect previously acquired knowledge.

The main principle of OGD is to ensure that the gradient of a new task remains compatible
with gradients from older tasks. This can be written as:

rrgllinLk st. hggegld 0 8t<k; (15)
k
where gy is the current gradient and g; are stored gradients from earlier tasks. For a network with
parameters = [W1;:::;Wp], a task gradient has the form:
2 3
@l
@w
g=6 : 12RP: (16)
@k
Qw
OGD projects the current gradient onto the orthogonal complement of all stored gradients:
K e o
? g gtl
8k = 8k gt - (17)
1 kekd

In this equation, gk denotes the gradient of the loss with respect to the model parameters for
the current task indexed by k. The index k refers to the current task in a sequential learning
component of the current gradient that is orthogonal to the subspace spanned by the gradients of
past tasks. The inner product hg; g:i measures the alignment between the current-task gradient
and the gradient associated with task t, and kg¢k3 denotes the squared ‘s-norm of the past-task
gradient. Subtracting the projection of gx onto each gt removes directions that would interfere
with previously learned tasks, yielding an update direction that mitigates catastrophic forgetting.
Then we perform the update as:
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g & (18)
where The scalar > 0 is the learning rate. The previous equation guarantees that hg ; gl =0
for 8t < k.

A direct implementation of OGD requires storing all past gradient vectors, resulting in O (kD)
memory, where k is the number of previous tasks and D is number of parameters in the model.
This becomes prohibitive for large models [25]. In our experiments, storing full gradients and
performing exact projection in RP led to GPU out-of-memory failures and caused overly stiff
optimization, similar to observations in projection-heavy CL methods [78, 79]. To make OGD
practical, we adapt a more scalable approach inspired by basis construction and orthogonal subspace
regularization [78]. Rather than storing full gradients, we apply OGD per layer. For each layer *,
we maintain an orthonormal basis of past gradients:

B =fbw;::i;by.g; kbjky=1; (19)

where B: denotes an orthonormal basis of past gradient directions for layer ‘, b+ are unit-norm
basis vectors, and r: is the number of retained directions defining the gradient subspace at that
layer. The basis vectors are computed via incremental Gram—Schmidt orthogonalization, similar
to [80]. During training, the layerwise gradient is modified as:

2 X .
¢ =g hg;b;i b (20)
i=1

where b, are basis vectors spanning the subspace of gradients associated with previously learned
tasks and 2 [0; 1] controls the strength of the orthogonalization. When = 1, the update fully
removes the components of g that interfere with past tasks, recovering standard OGD. Smaller
values of only partially remove these components, allowing controlled interference that improves
stability—plasticity trade-offs, as explored in relaxed gradient-projection methods [81].

As tasks accumulate, the size of each basis may still grow. To control memory and projection
cost, we compress each basis using singular value decomposition (SVD) and retain only dominant
directions explaining at least 95% of the energy, capped at 32 vectors per layer. This approach
follows low-rank knowledge preservation strategies explored in [78, 82]. The compressed basis
provides a good trade-off between memory, computation, and learning flexibility.

In summary, OGD enforces gradient orthogonality to preserve prior knowledge. Our imple-
mentation uses layerwise projection, orthonormal basis storage, and SVD compression to avoid
memory blowup and excessive constraint stiffness, making OGD practical and stable for CL in
large architectures such as FNO (see Fig. 3e for an overview).

2.4.6 Gradient Episodic Memory (GEM)

GEM is a hybrid CL method that combines replay with gradient-level protection against forget-
ting [33]. Similar to memory-based replay methods, GEM stores a small buffer of samples from
earlier tasks instead of keeping the full dataset [83, 84]. During training on a new task K, the model
computes two gradients; one from the current task batch and another from stored memory samples
representing past tasks:

O =r Li(); ge=r L¢(); t<k: (21)

14



Here, gk denotes the gradient of the loss L () with respect to the model parameters for the current
task k, while g; represents the corresponding gradient for a previous task t <k, both evaluated at
the current parameter values .

To avoid increasing the loss of past tasks, GEM requires the final update directiong to satisfy:

g, 0 8t<k: (22)

This condition enforces that the update direction g has a non-negative inner product with the
gradient g of every previous task t <k, ensuring that the parameter update does not increase the
loss of earlier tasks.

If the current gradient already satisfies these constraints, the model updates normally @ = gk).
Otherwise, GEM projects the gradient by solving:

1 .
g= argmgi]n 5kg gk?® st. hg:gi 0;: (23)

which prevents interference while allowing learning of the new task.

Several extensions have improved GEM’s efficiency and flexibility. A-GEM [85] replaces multiple
per-task constraints with a single one computed from a random memory batch. Instead of checking
all prior g, A-GEM uses a single reference gradient:

Get =1 LM «) s (24)

where @t denotes the reference gradient computed on a randomly sampled mini-batch from the
episodic memory M « containing examples from tasks learned prior to task K. L( ;M <« ) is the loss
evaluated on this memory batch and r denotes the gradient with respect to the model parameters
, enforcing:

hg; Gresi O (25)

If Eq. (25) is violated, the closed-form projection is used to get the projected gradients, as
follows:

hg(v grefi .

kgrefk% ref »
where gk is the current task gradient, g..r is the reference gradient of past tasks, andg the projection
of gk orthogonal to Qef.

It should be noted that other relaxed variants such as -SOFT-GEM [86] allow a small negative
margin:

g = gk (26)

O Gredl 5 (27)

where is a small relaxation parameter that allows limited negative alignment between the updated
directions.

In our work, we use an A-GEM-style implementation to reduce computation and memory while
still enforcing the core GEM constraint. We maintain a small episodic memory buffer (similar
in sample size as we used for replay based methods), and to choose these samples we used k-
means clustering approach to select more representative samples, Then computed a single averaged
reference gradient, and use projection only when the update would increase memory loss. This
makes the approach scalable for our FNO-based setting while preserving GEM’s forgetting-resistant
behavior (see Fig. 3f for an overview).
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2.4.7 PiggyBack

Another strategy to mitigate forgetting in CL is to freeze the shared backbone and learn only a
small set of task-specific parameters. The PiggyBack method follows this idea by attaching a task-
specific mask to a pretrained backbone rather than updating the backbone weights themselves [36].
The motivation is that large pretrained networks already contain rich representational structure,
so instead of modifying the backbone parameters , the model learns which connections should be
active for each task.

Let the frozen backbone parameters be 2 RP. For task k, PiggyBack learns a point-wise
mask with elements my., where k denotes the task number in the sequential learning setting and i
indexes the backbone weights ;. During training on task K, the backbone remains fixed and only
the mask is optimized:

r Ly =0; M m; Lk 6=0: (28)

The mask modulates the backbone through elementwise multiplication, yielding the effective pa-

rameters for task Kk:
e

i = Mk i (29)
In the original PiggyBack formulation, the mask values are binarized using a threshold to
enforce sparsity and reduce storage [36]:

<1, mgi
0, My <

This produces a compact task-specific connectivity pattern while keeping the backbone unchanged,
which helps avoid catastrophic forgetting.

In our experiments, we found that binarization destroyed fine-grained connectivity patterns
learned during training and caused a large accuracy drop on new tasks. For that reason, we retain
the continuous (non-binarized) mask values throughout. An overview of PiggyBack is shown in
Fig. 3g.

2.4.8 Low-Rank Adaptation (LoRA)

LoRA was originally introduced by Hu et al. [87] as a parameter-efficient method for adapting
large pretrained models. The core idea is that when a model is fine-tuned, the change in the weight
matrix is often low-rank. Instead of updating the full parameter matrix, LoRA freezes the backbone
weights and learns a low-rank decomposition that represents only the task-specific update.

Let W 2 RX9 be a pretrained weight matrix. Standard fine-tuning updates W directly. LoRA
instead reparameterizes the adapted weight as:

Wo=w + W ; (31)

where the update W is constrained to be low-rank:

W=AB, A2R k' ;B2R'"¥;r min(k;d): (32)

In this formulation, W denotes a low-rank update to a weight matrix W, factorized as the product
of two matrices A2 RK" and B 2 R"9 . The dimensions k and d correspond to the output and
input dimensions of W, respectively, while r is the rank of the update. The condition r min(k;d)
enforces a low-rank constraint, significantly reducing the number of trainable parameters while
preserving expressive capacity. Only the matrices A and B are trainable, while W remains frozen.
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During initialization, B is typically initialized with a small random distribution B N(0;  2) and
A is initialized to zero, ensuring that early training behaves like the frozen pretrained model.

To scale the adaptation effect, LoRA introduces a tunable factor , modifying the above model
to allows control of adaptation strength without changing model architecture:

wo=w +AB: (33)

In CL settings, LoRA allows each task to have its own low-rank parameters while sharing the
frozen pretrained backbone. Formally, for task k, the adapted weights become:

W =W + TAKBK; (34)

where (Ag;Bk) are task-specific parameters. This avoids interference between tasks because past
tasks’ LoRA modules are not modified during training of new tasks, addressing catastrophic for-
getting without requiring replay or explicit gradient constraints.

Recent CL studies have shown that LoRA-style modular adapters provide a good balance be-
tween memory efficiency, stability, and plasticity, making LoRA a strong option when the pretrained
backbone is large and expressive. An overview of the LoRA method is shown in Fig. 3h.

2.5 Single-Layer Extension with Fourier Neural Operator (SLE-FNO)

We propose a new CL strategy coupled with FNO called Single-Layer Extension (SLE-FNO).
The method belongs to the same category as architecture-based parameter-efficient approaches
such as PiggyBack [36], LoRA [87], and Side-Tuning [88], where the backbone network is kept
frozen and only task-specific components are trained. However, unlike previous generic adapter
strategies, SLE-FNO is designed specifically around the structure of FNO and leverages their
spectral properties.

FNO can be summarized as:

Zo = ufe(X) ; (35)
z. =FO(z); ‘=0;::L 1, (36)
Y= proj(2L); (37)

where X denotes the input field to the model, the lifting operator () maps the input X into
a higher-dimensional latent representation zj, the variables z. represent the latent feature maps
at layer ' (* = 0;:::;L), and F () denotes the ““th FNO block that transforms z: to Z,1. The
total number of FNO blocks is L. Finally, the projection operator p.oj( ) maps the final latent
representation z back to the output space, producing the model prediction y. Due to strong
spectral bias, pretrained FNOs tend to learn low-frequency structure [89], meaning only small
high-frequency corrections are typically required for new tasks.

The core idea of SLE-FNO is to keep the pretrained FNO backbone completely frozen and adapt
to each new task by introducing a single, task-specific FNO layer. Rather than modifying existing
model weights, this additional layer learns a residual correction that adjusts the frozen backbone
output for the current task. This design enables efficient adaptation with minimal parameter
overhead while preventing interference with previously learned tasks. SLE-FNO updates the FNO
as
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where the function f
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Figure 4: Single-Layer Extension with Fourier Neural Operator (SLE-FNO). (a) During training,
only a single Fourier layer is trainable while the backbone remains frozen. (b) Kernel PCA is used
for out-of-distribution (OOD) detection. (c¢) Complete framework at inference: the OOD detector
selects the route, and the prediction is based on the frozen backbone and the SLE-FNO layer.

(38)
(39)
(40)
(41)

(42)

base () represents the frozen pretrained FNO backbone, composed of multiple
FNO blocks whose parameters remain fixed during CL, and produces the frozen backbone latent
outputz . For each task k, SLE-FNO introduces a task-specific FNO layer gk( ) that operates on



the lifted representation zy and produces a residual feature map Zéli)E_FNO. This residual is added

to the frozen backbone output to form the task-adapted latent representation ZEk). Finally, the

frozen projection operator ;f:g)jzen)( ) maps Zl(_k) back to the output space, yielding the task-specific
prediction fy(X).

During training on task K, only the parameters of the task-specific layer gx are updated, while
(frozen) (frozen)

the frozen backbone f, =, the frozen lifting operator |z ', and the frozen projection operator

grrgjzen) remain unchanged. This strategy enables effective CL by allowing task adaptation without

modifying the main model weights.
During training on task K, the parameters of the frozen backbone remain fixed and only the
task-specific SLE-FNO parameters are updated:

Ly=0; r Lk 6=0: (43)

SLE-FNO

Compared to PiggyBack, which learns binary masks over all backbone weights [36], LoRA,
which attaches low-rank matrices across multiple layers [87], and Side-Tuning, which adds full side
networks [88], SLE-FNO concentrates all task-specific learning capacity into a single FNO operator
acting on the lifted feature space. As a result, SLE-FNO remains extremely lightweight in both
memory and computation, increasing the total parameter count by only 1:5% for tasks B and C,
and 4:4% for the more challenging task D in our problem.

SLE-FNO also differs fundamentally from constraint-based CL methods such as EWC, OGD
and GEM, which rely on penalty terms, replay buffers, or gradient projection mechanisms to protect
previous tasks. SLE-FNO avoids these mechanisms entirely, preventing optimization stiffness,
reducing overhead, and removing the need for stored past data or constrained gradient updates.
An overview is shown in Fig. 4a.

After training on N tasks, the model consists of a shared frozen backbone and N task-specific
SLE-FNO layers. Given an input X, the inference process proceeds as follows. First, the input
is passed through the frozen lifting operator, which maps it to the latent space zy. Next, the
lifted representation is processed in parallel by the frozen backbone and the selected task-specific
SLE-FNO. A routing function selects the task index,

r(x)2f1;:::;Ng: (44)
The frozen backbone produces its latent output

Zbase — f (frozen) (Zo); (45)

base

and in parallel, the selected SLE-FNO produces a task-specific latent correction

ZSLE-FNO = gr((f;())zen)(zo)3 (46)

Finally, the outputs of the frozen backbone and the SLE-FNO are combined and passed through
the frozen projection operator, which maps the latent representation to the output space:

(frozen)

Y= proj (Zbase +ZSLEFNO): (47)

An overview for the inference is sketched in Fig. 4c.
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2.6 Task-agnostic routing

Architecture-based CL methods that rely on task-specific modules mainly differ in how they handle
task identity at inference. Early approaches are explicitly task-aware, assuming that the task
label is given and can be used to select the appropriate parameters. Representative examples
include Progressive Neural Networks (PNN) [37], which add a new column per task and select it
via the known task ID, and mask-based method such as PiggyBack [36] and Hard Attention to
the Task (HAT) [90], all of which require the task label to activate the correct mask or output
head. Hypernetwork-based approaches similarly condition parameter generation on an explicit
task code [91]. More recent work targets task-agnostic settings by introducing mechanisms to
infer or approximate task identity from data. One line of work uses auxiliary models for task
inference, such as Expert Gate [92]. Another strategy formulates task selection as a routing or
classification problem, as in task agnostic continual learning using multiple experts (TAME) [93],
where a selector network is trained online, or continual learning based on OOD detection and
task masking (CLOM) [94], which relies on OOD detection and confidence comparison across task-
specific heads. A different perspective is taken by optimization-based inference methods such as
Supermasks in Superposition (SupSup) [95], which recover the task by searching over task-specific
masks at inference time.

In our introduced method SLE-FNO, we follow the task-agnostic setting. This aligns with
real-world deployment, where the data stream does not indicate task boundaries and the model
must operate continuously without external supervision. Detectors can be kernel PCA (KPCA)
reconstruction error [96, 97], Mahalanobis distance in feature space [98], energy-based scores [99],
or Out-of-Distribution detector for Neural network (ODIN)-style / maximum-softmax baselines
combining temperature-scaled softmax confidence with a small input perturbation.[14, 21]. The
previously mentioned methods when added to the CL algorithms, help in accurately determining
the task, and ultimately using task-specific parameters/branches.

2.6.1 Kernel Principal Component Analysis (KPCA)

Kernel principal component analysis (KPCA) was introduced as an OOD detector [100]. The
motivation was that standard PCA is inherently linear and therefore struggles to detect nonlinear
shifts in data distributions. In contrast, KPCA performs PCA in a nonlinear feature space generated
by a kernel, making it a more accurate OOD detector.

Given input samples x 2 R9, PCA constructs the covariance matrix

1 X -
C=y &) 75 (48)
i=1
where C denotes the sample covariance matrix of the data. The set fX igiN:1 represenﬁ N data
samples, where each X; 2 RY is a d-dimensional feature vector. The quantity = Ni N, X is
the sample mean of the data. The term (X; ) denotes the mean-centered data vector, and the
outer product (X; )(X ;| ) 7 captures pairwise correlations between features. Averaging these

outer products over all samples yields the empirical covariance matrix C, which extracts principal
directions via eigendecomposition.

KPCA replaces the covariance in the input space with the one computed in a feature space
(x) induced by a kernel function:

K(Xi;xj) =h(x); (xj)i: (49)
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Instead of computing (X) explicitly, KPCA relies on a pre-defined kernel matrix K j = K(Xj;X;j)
and solves an eigenvalue problem based on this kernel. Samples that deviate strongly from the
learned subspace yield large reconstruction errors, which are used as the OOD score (as explained
in the next subsection).

In [100], the kernel design consists of two preprocessing steps before PCA is applied. First, each
input is normalized. Next, the normalized samples are mapped using Random Fourier Features
(RFF) [101] to approximate a Gaussian kernel and PCA is then applied to the transformed features.

In our experiments, we replicated both PCA and KPCA. Similar to the findings in [100], naive
PCA failed to accurately separate OOD samples and did not reach 100% detection accuracy, while
KPCA consistently achieved perfect separation. Unlike the original implementation, which applies
KPCA to the penultimate layer (second last layer in the model), we apply KPCA directly to raw
input data for simplicity. Despite this simplification, the accuracy remained unchanged, making
the method easier to integrate into our pipeline as summarized in Fig. 4b. The required number of
KPCA modes is discussed in the Appendix (Section A.2).

2.7 Reconstruction Error Computation
We describe how KPCA is fit during training and how the reconstruction error (used as an OOD

score) is computed at inference.

Training-time fitting (task t). Given training inputs fx ;g\, for task t, we apply the same
preprocessing as in [100] with ‘9 normalization followed by an RFF mapping

Xi .
x? = kxilk2 .z = RFF(x)2RP; i=1;::;;N: (50)
Let Z = [z1;:::;2zn] denote the collection of feature vectors. We compute the feature mean and
center each feature vector as
1 X b .
zZ = N zi 2R" ; Zi =7 Z; i=1;:::;N: (51)

i=1

KPCA (computed in this feature space) returns the top K principal directions fu gf_,, which
define the task-t subspace.

Inference-time score computation. For a new input X, we apply the same preprocessing and
feature mapping:

X
0 — ks : Zinter = RFF(x9) 2RP : (52)
We then project Zjyfer onto the task-t KPCA subspace:
KPCA X .
£ (Zinfer) =2+ NZnrer Z; U kiU (53)
k=1

Finally, the reconstruction error (OOD score) is the distance between zj,., and its projection:

FPCA (Zinfer) 9 : (54)

St (X) = Zinfer
Here,z and fu kgE:1 are the task-t KPCA mean and principal directions learned during training. A
small s¢(X) indicates that the sample lies close to the task-t feature distribution, while a large S¢(X)
indicates an OOD sample with respect to task t. This score is subsequently used by the SLE-FNO

router.
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2.8 SLE-FNO Routing

We combine the above KPCA-based distribution detector with task-specific SLE-FNO adapters.
During training for each task t, a KPCA model is fit on the task’s input data to capture its
distribution, and a SLE-FNO branch attached to the frozen backbone is fine-tuned for that task.

At inference, a new sample X is evaluated by all saved KPCA detectors, yielding reconstruction
errors St(X) as defined in Eq. (54). The sample is first assigned to the task

t=argmin s (X) ; (55)

where t is corresponding to the KPCA model that best reconstructs X, and is routed to the asso-
ciated SLE-FNO branch. If the minimum reconstruction error satisfies

min St (x)> (56)

for a calibrated threshold , the sample is considered out-of-distribution with respect to all known
tasks. In this case, a new SLE-FNO branch is allocated and fine-tuned on the new task (Fig. 4c).

2.9 Error Metrics

Following standard practice in neural operator—-based surrogate modeling, we evaluate predictions
using the post hoc relative L2 error computed on the discretized two-dimensional output field,
vectorized over all spatial grid points [4] to define a relative ‘5 error

Ky yk , .

- 2 =
Rel-L kyk, :

(57)
where y 2 RM is the model prediction, y 2 RM is the ground-truth target, and M is the output
dimension.
We convert this relative error into an accuracy-style metric using a monotonic exponential
transformation [81] |
Rel-1L.2

L max

R =exp ; (58)
where the parameter controls the sensitivity of the metric to small error variations and is fixed
to = 3 for all methods and training stages, and L ,,x denotes the maximum expected value
of the relative error used for normalization. In our experiments, we set L.y = 5. The use
of an exponential mapping is further motivated by general machine learning principles, where
monotonic nonlinear transformations are commonly employed to reshape sensitivity to skewed
error distributions while preserving the relative ordering of model performance [102].

Let T denote the total number of tasks in the CL sequence, and let Rj;j denote the accuracy
Rij is computed using the accuracy metric R defined in Eq. 58. This evaluation matrix therefore
captures the model’s performance on all previously learned tasks at each training stage and is used
to define the following metrics.

Average Accuracy (AA). At training stage i, the average accuracy is defined as

1 X
AAi=> Ry : (59)



This metric, adapted from the CL evaluation protocol in [33], measures the mean performance
across all tasks learned up to the current training stage i. When i = T, this definition reduces to
the standard final average accuracy.

Forgetting Measure (F). At training stage i, we define the task-wise forgetting for each previ-

Fl = Rej R i i 60
T omax Rig R (60)
where Ry;j denotes the accuracy on task j after completing training on task k 2 fj;:::;ig, which

includes all training stages from the time task j up to the current stage i, and R j; is the accuracy
on task j after completing training on the current task i. The operator max( ) therefore captures
the best observed accuracy achieved on task j over all training stages up to i.

The overall forgetting measure at training stage i is then obtained by averaging the task-wise
forgetting values across all previously learned tasks:

MeanFj = T o ; (61)

where i denotes the index of the current training stage. This formulation, originally introduced
in [81], quantifies the average degradation in performance on previously learned tasks up to the
current training stage. Lower values of F; indicate reduced catastrophic forgetting.

3 Results

We evaluated the above CL approaches on a four-task sequential setting A! B ! C ! D (see

Fig. 1g). At each stage t, the model is trained only using task-t data without access to earlier tasks
(unless otherwise stated). In the following sections, we present the results obtained at each training
stage (A, B, C, and D), including both quantitative evaluation metrics and qualitative assessment.

3.1 Stage 1: Training on Task A

Figure 5: TAWSS results after the first stage (Training on A) for two randomly selected samples
from task A. All units are in dynes/cm?.

In the first stage, the model is trained on task A, which is the largest dataset (160 samples for
training and 40 for testing). The model was trained for 3000 epochs, and the final accuracy on the
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test set was R =(0.9881. Since this is the first task in the sequence, there is no forgetting yet, so
accuracy is reported only once.

For qualitative evaluation, Figure 5 shows results for two randomly selected samples from the
test set. The model demonstrates good qualitative performance with a small localized elevated
quantitative error region near the junction between the aneurysm and the parent vessel.

3.2 Stage 2: Fine-Tuning on Task B

In the second stage, the pretrained model from task A is fine-tuned on task B. This task is much
smaller and contains only 8 training samples and 2 test samples, which makes it a useful case for
studying how different CL methods handle low-data adaptation. The model was fine-tuned for
1500 epochs, and the results for accuracy and forgetting are summarized in Table 2 and Table 3.

The baseline model achieves the highest accuracy on task B with a value of 0.9379. However,
this comes at the cost of forgetting; the accuracy on task A drops to 0.669, and the forgetting
measure at this stage is 0.3191, which is the worst among all methods. This confirms the typical
behavior of naive fine-tuning, where the model quickly adapts to new data but overwrites previously
learned knowledge.

Regularization-based methods such as EWC and LwF show a more balanced behavior. Their
accuracy on task B (0.93 and 0.903, respectively) is close to the baseline, but forgetting is reduced.
Their forgetting values for task A are 0.2108 (EWC) and 0.2061 (LwF), showing that both methods
offer mild protection of previously learned knowledge.

Optimization-based methods follow a similar pattern. OGD and GEM perform well on task
B (0.9277 and 0.9099, respectively) and make strong retention of task A. OGD achieves 0.1222
forgetting, while GEM performs even better with 0.0770 forgetting. This aligns with the design of
GEM, which replays gradients from earlier tasks and therefore preserves knowledge more effectively.

Replay-based methods also perform well at this stage. Both reservoir replay and k-means replay
achieve accuracies close to the baseline (0.9261 and 0.9194, respectively). Their forgetting values
(0.2014 and 0.1823, respectively) show improvement over baseline, and k-means replay performs
slightly better than random reservoir sampling in keeping accuracy on the previous task A (less
forgetting).

Architecture-Based approaches such as LoRA and PiggyBack perform differently from the above
methods. Their accuracy on task B is competitive (0.9364 and 0.903, respectively), and they show
no forgetting at all (F = 0). This is expected, since neither approach modifies the pretrained
model weights and instead, they add small trainable components on top of the existing network.
SLE-FNO behaves similarly, with an accuracy of 0.93 on task B and no forgetting. While all
three methods prevent forgetting, they differ in expressivity and design complexity. LoRA relies
on low-rank adapters that require careful tuning and placement and can suffer when task-specific
adaptations are not well captured by a low-rank approximation, leading to reduced expressivity
in complex distribution shifts [87]. PiggyBack applies task-specific scalar or binary masks that
can restrict model expressivity and, in practice, may lead to reduced accuracy under complex
distribution shifts [36], whereas SLE-FNO introduces a single task-specific extension layer aligned
with the backbone architecture, offering a favorable balance between expressivity, simplicity, and
CL stability.

Qualitative results for task B are shown in Fig. 6. Most methods produce predictions that closely
match the ground truth. Small deviations appear in EWC, LwF, and PiggyBack, particularly in
low-value regions. The baseline and replay-based methods show the smoothest transitions, while
OGD and GEM predictions appear slightly noisier in the transition region. SLE-FNO achieves an
excellent qualitative preservation of features of task B although it exhibits a slight noise in the
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Table 2: Stage-wise accuracies and average accuracy, as defined in Eq. (59), for each method. Best
values per stage are highlighted in bold. Each row (A-D) corresponds to a training stage, while
each column represents the task accuracy after sequentially fine-tuning the model up to that task.

Method Stage A B C D Avg. Acc.
0.9881 - - - 0.9881
Baseline 0.6690 0.9379 - - 0.8034
0.6376 0.7819 0.8923 - 0.7706
0.6151 0.2531  0.0596  0.8155 0.4358
0.9881 - - - 0.9881
0.9881  0.9300 - - 0.9590
SLE-FNO 0.9881 0.9300 0.8816 - 0.9332
0.9881 0.9300 0.8816 0.8298 0.9074
0.9881 - - - 0.9881
LwF 0.7819  0.9030 - - 0.8425
0.6650 0.7543  0.8353 - 0.7515
0.5793 0.2871  0.0718  0.8130 0.4378
0.9881 - - - 0.9881
EWC 0.7772  0.9300 - - 0.8536

0.7189 0.8009  0.8659 - 0.7952
0.7320 0.8253 0.8556  0.7961 0.8022
0.9881 - - - 0.9881

Replay Reservoir 0.7866  0.9261 - - 0.8564
0.7453 0.8923  0.8155 - 0.8177
0.7189 0.8504  0.8072  0.8090 0.7963
0.9881 - - - 0.9881
Replay K-means 0.8057 0.9194 - - 0.8626
0.7866  0.8659  0.8303 - 0.8276
0.7680 0.8454 0.8106  0.8116 0.8089
0.9881 - - - 0.9881
0GD 0.8659  0.9277 - - 0.8968
0.8403 0.7961  0.8615 - 0.8326
0.6422 0.4369 0.1787 0.8104 0.5171
0.9881 - - - 0.9881
0.9110 0.9099 - - 0.9105
GEM 0.8556 0.7961  0.8659 - 0.8392
0.7453 0.5724 0.3355 0.8151 0.6171
0.9881 - - - 0.9881
PigayBack 0.9881  0.9030 - - 0.9456
0.9881 0.9030 0.8204 - 0.9038
0.9881 0.9030 0.8204  0.8057 0.8793
0.9881 - - - 0.9881
0.9881 0.9364 - - 0.9622
LoRA 0.9881 0.9364 0.8403 0.9216

CauwramrogamsgQa@gQ@Q@rQ@ Q@0 Qm 0O >

0.9881 0.9364 0.8403 0.8092 0.8935

transition region. When observing accuracy on task A (the previous task), the qualitative trends
match the quantitative results. The baseline shows clear degradation, especially in the transition
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Table 3: Forgetting measure F (lower is better) defined in Eq. (60) and average forgetting measure
(MeanF) defined in Eq. (61) for each method and stage. MeanF is averaged over the available tasks
at that stage. Each row (B, C, D) corresponds to a training stage after sequential fine-tuning up
to that task.

Method Stage Fa Fg Fc Fp MeanF
B 0.3191 - - - 03191
Baseline C 0.3504  0.1560 - - 0.2532
D 0.3730 0.6848 0.8327 -  0.6302
B 0 - - - 0
SLE-FNO C 0 0 - - 0
D 0 0 0 - 0
B 0.2061 - - - 0.2061
LwF C 0.3231 0.1488 - - 0.2360
D 0.4088 0.6160 0.7635 -  0.5961
B 0.2108 - - - 0.2108
EWC C 0.2691 0.1291 - - 0.1991
D 0.2561 0.1047 0.0103 -  0.1237
B 0.2014 - - - 0.2014
Replay Reservoir C 0.2428 0.0338 - - 0.1383
D 0.2691 0.0756 0.0083 -  0.1177
B 0.1823 - - - 0.1823
Replay K-means C 0.2014 0.0535 - - 0.1275
D 0.2201 0.0741 0.0197 -  0.1046
B 0.1222 - - - 0.1222
OGD C 0.1478 0.1316 - - 0.1397
D 0.3458 0.4908 0.6828 -  0.5065
B 0.0770 - - - 0.0770
GEM C 0.1325 0.1138 - - 0.1231
D 0.2428 0.3376 0.5259 -  0.3688
B 0 - - - 0
PiggyBack C 0 0 - - 0
D 0 0 0 - 0
B 0 - - - 0
LoRA C 0 0 - - 0
D 0 0 0 - 0

region between low and high values. EWC and LwF retain structure more successfully, while OGD
and GEM recover high-value TAWSS regions more accurately. Replay-based methods produce
strong visual consistency across all regions and are the best-performing group among methods that
overwrite model weights. Finally, SLE-FNO, LoRA, and PiggyBack preserve task A perfectly, as
expected from their zero-forgetting behavior.
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Figure 6: TAWSS results at the second stage (Fine-Tuning at task B). (a) Results for the worst-
performing sample from task B. (b) Results for a representative sample from task A. All units are
in dynes/cm?.
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3.3 Stage 3: Fine-Tuning on Task C

In the third stage, the model from stage 2 is now further fine-tuned on task C. As expected, naive
fine-tuning (baseline) achieves the highest accuracy on the new task (0.8923) but also exhibits the
largest mean forgetting (0.2532).

Among regularization-based methods, EWC performs well, reaching an accuracy of 0.8659 and
reducing the mean forgetting to 0.1991. LwF, however, shows weaker adaptation at this stage with
an accuracy of 0.8353 and mean forgetting of 0.236.

Replay-based approaches perform similarly to LwF on the new task, with Reservoir and K-
means Replay achieving accuracies of 0.8155 and 0.8303, respectively. This slight accuracy reduction
can be attributed to the imbalance between old and new samples (17 replayed from previous—16
from Task A and 1 from Task B-tasks versus only 8 new samples), limiting the model’s focus on
task C. However, both replay methods maintain strong retention, with mean forgetting values of
0.1383 (Reservoir) and 0.1275 (K-means). Optimization-based methods achieve stronger accuracy
on the new task compared to replay approaches. OGD and GEM reach accuracy of 0.8615 & 0.8659
respectively, while also demonstrating excellent mean forgetting of 0.1397 for OGD and 0.1231 for
GEM.

Architecture-based approaches show moderate accuracy. PiggyBack obtains an accuracy of
0.8204, and LoRA improves slightly to 0.8403, suggesting that the architectural expansion or adap-
tation provided is insufficient to fully capture task C. Finally, SLE-FNO performs strongly, achieving
the second-highest accuracy (0.8816) on task C, and achieving the best AA at this C stage. while
maintaining zero forgetting, a key advantage it shares with the other architecture-based methods.

Qualitatively, and as shown in Fig. 7 and Fig. 8, the prediction patterns for stage C reveal
distinct behaviors across methods. For task C, the baseline results appear noticeably skewed,
particularly around the transition zone. In contrast, both replay-based and regularization-based
methods produce a smoother and more continuous transition between high and low TAWSS regions.
Architecture-based methods, however, deviate slightly in the global contour. The optimization-
based methods (OGD and GEM) generate very similar results and they both accurately identify
the high TAWSS region but tend to overestimate lower TAWSS values, resulting in a thinner
transition boundary. SLE-FNO, on the other hand, successfully preserves the main structural
outline, although its output still shows some unevenness and reduced smoothness in the transitional
region.

For the previous tasks (A and B), the baseline produces only a coarse outline of the three
predominant regions, with a narrow and abrupt transition zone, indicating severe forgetting. A
similar pattern appears in the optimization-based methods and, to a lesser extent, in regularization-
based approaches. Replay-based algorithms continue to preserve high fidelity for the earlier tasks,
demonstrating strong retention. Finally, architecture-based methods and SLE-FNO maintain stable
accuracy and exhibit negligible degradation, consistent with their zero-forgetting behavior reported
earlier.

3.4 Stage 4. Fine-Tuning on Task D

The final stage involves further fine-tuning on task D, which is the most challenging task in the
sequence. Task D exhibits the highest Reynolds number, the largest flow rate, and a narrow
aneurysm width and neck, resulting in more complex intra-aneurysmal flow patterns.

In terms of accuracy on the new task, the gap between methods becomes smaller compared
to previous stages. The baseline achieves an accuracy of 0.8155, representing the second-highest
accuracy on task D, but also suffers from the worst forgetting, with a final mean forgetting score of
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Figure 7: TAWSS results at the third stage (Fine-Tuning on C). (a) Worst-case sample from task
C. (b) Worst-case sample from task B. All units are in dynes/cm?.

0.6302. The best new-task accuracy is achieved by SLE-FNO with 0.8298, only marginally higher
than the baseline. The lowest accuracy among methods is obtained by EWC at 0.7961.

Looking at the final average accuracy across all tasks, architecture-based methods dominate.
SLE-FNO achieves the highest overall accuracy with 0.9074, followed by LoRA with 0.8935, and
PiggyBack with 0.8793. Their advantage is largely due to the absence of forgetting because of zero
interference with previously learned tasks, achieved through task-specific parameter allocations.
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Figure 8: TAWSS results at the third stage (Fine-Tuning on C). A random sample from task A is
shown. All units are in dynes/cm?.

Replay-based methods and EWC form a middle tier, with final average accuracies of 0.7963
(Reservoir Replay), 0.8089 (K-means Replay), and 0.8022 (EWC). Their corresponding final mean
forgetting measures are 0.1237 (EWC), 0.1177 (Reservoir), and 0.1046 (K-mean), showing rea-
sonable but non-zero forgetting. LwF performs poorly at this stage, dropping to a final average
accuracy of only 0.4378, nearly the same of the baseline, and displaying severe final mean forgetting
(0.5961), indicating its difficulty adapting to highly shifted task distributions.

Optimization-based methods show a worse performance. OGD achieves a final accuracy of
0.5171 with mean forgetting of 0.5065, while GEM achieves improved 0.6171 accuracy and 0.3688
mean forgetting. This suggests that explicitly retaining sample-based constraints (as in GEM) is
more effective than relying solely on gradient-space orthogonalization (as in OGD) when facing
highly complex downstream distributions.

Finally, as expected, PiggyBack, LoRA, and SLE-FNO exhibit zero forgetting, with their final
average accuracies remaining close, although SLE-FNO leads with 0.9074, followed by LoRA with
0.8935, and PiggyBack with 0.8793.

Qualitative evaluation of the predictions at this stage (Fig. 9 and Fig. 10) reveals distinct
behavior across methods for task D. The baseline model tends to overestimate the low-TAWSS
region, resulting in an exaggerated area of low shear. In contrast, replay-based methods produce
more realistic spatial patterns. This improvement is likely due to the presence of replayed OOD
samples, which act as a form of implicit regularization and help guide the model toward smoother
and more generalizable predictions on previously unseen test samples.

Among the regularization-based methods, EWC produces a noticeably compressed transition
region, while LwF behaves similarly to the baseline and also overestimates low-TAWSS values. The
architecture-based methods differ where PiggyBack fails to capture the main structural features of
the flow patterns, whereas LoRA behaves more similarly to EWC, showing a reduced transition
zone but with improved smoothness.
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Figure 9: TAWSS results at the fourth stage (Fine-Tuning on task D). (a) Worst-case sample from
task D. (b) Worst-case sample from task C. All units are in dynes/cm?.
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Figure 10: TAWSS results at the fourth stage (Fine-Tuning on task D). (a) Worst-case sample from
task B. (b) Random sample from task A. All units are in dynes/cm?.
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The optimization-based methods (OGD and GEM) perform well qualitatively, with OGD in
particular closely matching the ground truth spatial distribution. SLE-FNO successfully captures
the overall flow structure and produces the closest qualitative result to the ground truth.

For the previous tasks (C, B, and A), catastrophic forgetting becomes visually apparent. For
tasks C and B, the predictions from the baseline, LwF, OGD, and GEM are almost completely
misaligned with the ground truth. For task A, the optimization-based methods (OGD and GEM)
reconstruct only small portions of the original pattern. Replay-based approaches, especially K-
means Replay, recover the closest qualitative match for all three earlier tasks. Reservoir Replay
performs similarly but with slightly reduced fidelity, particularly for tasks C and B. Finally, EWC
retains partial structural information for task C, though the output remains noisy.

4 Discussion

In this study, we evaluated a wide range of CL algorithms on a practical physical operator learning
setting consisting of four sequential tasks (A, B, C, and D). Each model was trained in a strictly
sequential setting, where access to previous task data was prohibited unless explicitly allowed
by the corresponding method. The evaluated approaches covered regularization-based methods
(LwF [28], EWC [29]), optimization-based methods (GEM [33], OGD [32]), replay-based strate-
gies, and architecture-based parameter-efficient approaches such as (PiggyBack [36], LoRA [87]), in
addition to our proposed SLE-FNO framework. Performance was assessed using both quantitative
accuracy metrics and qualitative spatial error maps. Unlike many CL benchmarks that assume large
and balanced datasets for each task, our setup reflects a more realistic SciML workflow, where train-
ing begins with a large pretraining dataset and is followed by smaller OOD datasets corresponding
to new operating conditions or geometries. This uneven and sequential data availability closely
mirrors real-world scenarios in computational biomechanics and digital twin modeling, where new
simulations or clinical scenarios may arrive gradually and often sparsely.

During the early stage at task B, most CL methods perform similarly, since only a single prior
task must be retained and forgetting remains limited. Nonetheless, an early ranking is observ-
able, with optimization-based methods showing the strongest retention, followed by replay-based
approaches, while regularization-based methods exhibit weaker protection against forgetting. As
training progresses to task C, the problem becomes more challenging due to a significant shift in
the flow regime associated with lower Reynolds number and altered hemodynamic patterns. At
this stage, method-specific differences become pronounced, where LwF degrades noticeably as con-
straints from multiple prior tasks restrict model flexibility, whereas EWC maintains a more balanced
trade-off between adaptation and retention. Replay-based methods remain effective but require
careful buffer composition, particularly to adequately represent the broad distribution of task A.
Optimization-based methods such as GEM and OGD continue to achieve strong accuracy but incur
increased computational overhead due to gradient storage and projection operations. Architecture-
based methods, including LoRA and PiggyBack, successfully eliminate forgetting without replay
buffers, though PiggyBack and LoRA show limited expressive capacity especially for qualitative
results. SLE-FNO achieves the highest overall accuracy, with minor localized reductions in smooth-
ness qualitatively. By task D, long-term scalability effects become evident, where LwF fails to retain
early knowledge, EWC exhibits gradual degradation, and optimization-based methods show reduced
stability over extended task sequences. Replay-based methods continue to perform strongly but
remain impractical for many medical settings due to privacy and storage requirements. In contrast,
architecture-based approaches such as LoRA, PiggyBack, and SLE-FNO preserve prior knowledge
without replay, making them well-suited for real-world CL scenarios under significant distributional
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shift.

Our findings align closely with recent comparative studies in both scientific regression and clas-
sification. In 3D engineering regression, it has been recently shown that replay-based methods
consistently outperformed EWC and GEM, achieving near joint-training accuracy while reducing
training time [47]. EWC failed to prevent forgetting in most cases, and GEM showed intermediate
performance, while exhibiting some difficulty in adapting to new tasks and incurring high compu-
tational costs. This directly matches our observations in tasks C and D, where the replay method
achieved the strongest retention and EWC struggled under large distribution shifts. In building
energy forecasting, Li et al. [103] demonstrated that CL significantly improved long-term predic-
tion accuracy compared to static and cumulative retraining approaches. In their setting, EWC
performed well because the underlying dynamics evolved slowly over time. This highlights an im-
portant distinction; regularization-based methods are effective when distribution shifts are smooth
and gradual, but may become insufficient under large, abrupt shifts, such as those encountered in
our blood flow tasks. In a 3D object classification study [104], the authors compared EWC and
LwF against their proposed shape-model-based method, Their results showed that EWC effectively
mitigated catastrophic forgetting, maintaining strong task retention, although its performance de-
graded in later tasks. In contrast, LwF improved over the non-regularized baseline but performed
significantly worse than EWC, particularly in later tasks, where it exhibited a faster increase in pre-
diction error. These observations closely align with our findings where EWC achieves strong overall
performance, despite a slight loss of accuracy on earlier tasks, whereas LwF shows substantially
weaker retention, ranking just above the baseline method. In a recent study on adaptive learning
for building thermal dynamics [105], it was reported that EWC achieved the best overall perfor-
mance among standard CL methods, providing stable accuracy improvements and robust behavior
at a low computational cost. GEM showed competitive accuracy but required significantly higher
computation, while LwF demonstrated weaker long-term adaptation and performance degradation
as updates accumulated. These observations align with our findings, where EWC and GEM per-
form well in terms of accuracy, but GEM incurs higher computational overhead due to gradient
projection operations, and LwF proves less efficient and less effective in long-term CL scenarios. We
extended these previous studies by evaluating two representative methods from each major CL cat-
egory, enabling a broader and more systematic qualitative comparison. Unlike prior work that often
depends on large replay buffers or extensive retraining, our approach fine-tunes each task using a
minimal number of samples, emphasizing data efficiency and practical applicability. Moreover, we
introduce a fully task-agnostic inference framework based on a KPCA-based task identifier, which
automatically selects the appropriate SLE-FNO during inference without requiring task labels.

Large-scale vision benchmarks further support these conclusions. De Lange et al. [25] showed
that replay-based methods consistently achieve the highest final accuracy in class-incremental
learning, while regularization-based approaches such as EWC and LwF generally lag behind.
Architecture-based methods, including PackNet [35], which iteratively prune task-relevant param-
eters to reserve capacity for future tasks and retrain the remaining weights to recover performance,
and HAT [90], which learns task-specific attention masks to gate neurons and prevent interfer-
ence between tasks, can almost completely eliminate forgetting. However, both approaches are
constrained by finite model capacity and implicitly limit the number of tasks that can be accom-
modated. These trends match our findings where replay methods achieve the strongest accuracy,
regularization methods remain lightweight but comparatively weaker, and architectural approaches
such as SLE-FNO strike a strong balance by providing high retention and adaptability without
storing raw data.

From a practical standpoint, our results suggest that for long task sequences, architecture-based
methods, especially expansion or dynamic ones, such as SLE-FNO are recommended when model
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size is manageable. If replay is possible, or when generative replay is available, replay-based strate-
gies offer strong accuracy and robustness. Regularization-based methods remain computationally
attractive but increasingly struggle as task count and distributional shift grow. It is important to
note that we trained our models using a Sobolev norm while reporting accuracy using relative Lo
error. As a result, numerical accuracy alone does not fully reflect qualitative smoothness, since the
Sobolev loss explicitly enforces spatial regularity. This explains why some methods show similar
Lo errors but produce different spatial error structures.

From our comparative investigation, we observe trade-offs across CL paradigms. Regularization-
based methods occupy a middle ground; EWC provides reasonable retention, while LwF consistently
underperforms, particularly under strong distribution shifts. Interestingly, we observe that EWC
can occasionally improve performance on earlier tasks. In our experiments, we observe a partial
recovery of performance on tasks A and B when progressing from stage 2 (fine-tune on task C)
to stage 3 (fine-tune on task D). This behavior is consistent with the formulation of EWC, which
constrains updates along directions deemed important for previously learned tasks rather than
enforcing strict freezing of parameters. As discussed in [29], such elastic regularization can reduce
destructive interference and bias optimization toward parameter regions that remain compatible
with earlier solutions, allowing limited performance recovery when tasks are related.

Architecture-based approaches, particularly those that isolate task-specific parameters such as
PiggyBack and LoRA, mitigate forgetting by design. However, PiggyBack is limited in expressivity
due to its scalar masking mechanism, while LoRA introduces additional hyperparameters that re-
quire careful tuning, and its low-rank parameterization can limit expressivity when the task-specific
adaptations cannot be well represented in a low-rank subspace [87]. In contrast, our proposed
method achieves zero forgetting, similar to LoRA and PiggyBack, while maintaining strong learn-
ing on new tasks (with significantly fewer hyperparameters), making it competitive in practice.
Moreover, SLE-FNO can be viewed as a parameter-efficient extension of architecture-based model-
expansion methods, where task-specific capacity is added in a controlled and lightweight manner.
In our example, SLE-FNO increased the total parameter count by only 1.5% for tasks B and C,
and 4.4% for the more challenging task D.

In our example, we focused on the task of TAWSS prediction based on time-resolved concen-
tration data. TAWSS is a well-established hemodynamic biomarker in cardiovascular disease [49].
However, estimating TAWSS directly inside the body using imaging remains challenging, due to low
spatial resolutions and imaging artifacts. Computed tomography angiography (CTA) can capture
the transport of contrast agents within the vasculature, which may be interpreted as a passive scalar
advected by the underlying flow and therefore encodes information about local hemodynamics. Our
presented example was motivated by this imaging modality and demonstrates the possibility of es-
timating TAWSS based on concentration data, which could come from experimental techniques
such as dynamic CTA imaging.

The proposed framework naturally supports adaptive digital-twin modeling, where a surro-
gate model must evolve over time as new data, regimes, or operating conditions become available,
without sacrificing previously acquired knowledge. In practical scientific settings, such as hemody-
namic monitoring, climate modeling, or engineering system surveillance, digital twins are exposed
to non-stationary data streams driven by changes in boundary conditions, geometry, or physical
parameters [106, 107]. Our CL formulation enables the digital twin to incrementally incorporate
these shifts by allocating lightweight, task-specific capacity while preserving a shared physical rep-
resentation in the backbone. This design avoids repeated full retraining and mitigates catastrophic
forgetting, which is critical for maintaining long-term consistency.

Future work can extend the current framework to more complex patient-specific aneurysm ge-
ometries where blood flow patterns can differ significantly from the idealized geometries considered
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in this study. In addition, future work should explore the use of generative models for replay,
which would remove the need to store raw simulation data and make replay-based strategies more
practical. Another important direction is to compare the performance of FNO with other neural
operator and deep learning architectures under the same CL setup, in order to better understand
how the main architectural choices affect stability, accuracy, and scalability in SciML CL.

5 Conclusion

This work investigated CL for SciML using a realistic multi-stage vascular flow dataset, where
a model is first trained on a large dataset and later updated with only a few samples from new
physical regimes that extrapolate the original large dataset. Unlike standard CL benchmarks with
large balanced tasks, this setting reflects real scientific workflows. We benchmarked major CL
families (regularization-based, replay-based, optimization-based, and architecture-based methods)
and introduced the SLE-FNO approach. Our results confirm that naive fine-tuning suffers from
severe catastrophic forgetting, while regularization-based methods such as EWC provide limited re-
tention under large distribution shifts. Replay-based methods consistently achieve strong stability-
plasticity trade-offs and optimization-based methods become restrictive as task constraints accu-
mulate. Architecture-based methods avoid forgetting by design, and SLE-FNO achieved the best
overall accuracy with minimal additional cost by adding a single adaptive spectral layer to a frozen
FNO backbone. KPCA enabled reliable task-agnostic inference, supporting practical deployment.
Together, these results advance continual operator learning for scientific applications and support
adaptive digital-twin modeling and long-term scientific forecasting.
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A Appendix

A.1 Hyperparameters

The hyperparameter values corresponding to all of the methods used are listed in Table 4.

A.2 Number of KPCA Modes

We examine the number of KPCA modes required for accurate task identification. The original
training set consists of 800 samples for task A (160 simulations 5 time steps), while tasks B, C,
and D each contain 40 samples. Since RFF are used to lift the data into a nonlinear feature space,
a fixed number of nonlinear features must be chosen and shared across all tasks. This constraint is
necessary to ensure a fair comparison of reconstruction and classification performance across tasks.
Accordingly, we fix the number of RFF features to 4096 for all experiments.

Under this setting, we observe that tasks B, C, and D achieve 100% classification accuracy on
the test set using only a single KPCA mode each. In contrast, task A requires a larger number of
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Table 4: Hyperparameters for each CL algorithm. All methods are trained for 1500 epochs. “NA”
denotes that the method does not use the corresponding parameter. LR: learning rate; : weight
of the auxiliary loss.

Method Start LR Weight Decay Batch Size
Baseline 1:0 10 3 0 1 NA
SLE-FNO 1:0 10 2 0 4 NA
LwF 1:.0 10 3 1:0 10 2 2 0.3
EWC 5:0 10 3 1:0 10 2 2 2:0 10 7
Replay Reservoir 1:0 10 3 1:0 10 2 1 NA
Replay K-means 1:0 10 2 1:0 10 2 1 NA
OGD 1:0 10 4 1:0 10 ¢ 2 NA
GEM 5:0 10 * 0 2 NA
PiggyBack 1:0 10 2 0 2 NA
LoRA 1:0 10 3 1:0 10 ¢ 4 NA

Figure 11: Classification accuracy percentage for task A as a function of the number of retained
KPCA modes. The x-axis denotes the number of retained modes, while the y-axis reports task A
identification accuracy on the test set.

modes to reach comparable performance. This behavior is expected, as task A exhibits significantly
higher variability due to both geometric diversity and the presence of five distinct inlet profiles.
Figure 11 illustrates the relationship between the number of retained KPCA modes and the resulting
classification accuracy for task A.
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