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Abstract
The challenge of being able to scale application codes based on
the Asynchronous Many-Task (AMT) Uintah framework on the
Department of Energy (DOE) Aurora exascale system is addressed
in this work by considering a challenging Reverse Monte Carlo Ray
Tracing radiation benchmark calculation. This benchmark involves
potentially global all-to-all communication and uses adaptive mesh
refinement and ray tracing to achieve scalability. This benchmark
has been used as part of previous scalability studies on a number
of pre-exascale systems and on the DOE Frontier exascale system.
This paper describes steps taken to enable this benchmark to run
successfully on up to 10,240 nodes and 122,880 Intel® Ponte Vec-
chio Xe stacks on the DOE Aurora exascale system. This scalability
was achieved through a limited number of experiments on Aurora,
given machine loads and its uniqueness. These experiments con-
stitute valuable lessons learned to achieve scalability at this level.
The resulting scalability runs, while few in number, demonstrate
relatively good strong-scaling characteristics. A detailed analysis of
these results provides important indications about the path to scala-
bility on Aurora for future work. Overall, these results continue the
remarkable ability of this AMT approach to produce scalable solu-
tions for challenging problems at extreme scale on heterogeneous
architectures.
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1 Introduction
Aurora [2] is a recent GPU-based exascale supercomputer at the
Argonne Leadership Computing Facility (ALCF). Aurora is based
on the Intel® Data Center GPU Max 1550, previously codenamed
Ponte Vecchio (PVC) [7–9], a new GPU microarchitecture from the
Intel® Xe GPU family designed for high-performance computing
(Xe-HPC). The full Aurora system is composed of 166 compute
racks housing a total of 10,624 nodes. Each node has 6 physical
GPUs with 2 Xe stacks each for a total of 12 Xe stacks per node.
In terms of numbers of GPUs, Aurora is the largest of the three
DOE Exascale systems: El Capitan at Lawrence Livermore National
Laboratory (44,544 devices), Frontier at Oak Ridge National Labora-
tory (37,632 devices) and Aurora at Argonne National Laboratory
(63,744 devices). These systems are ranked #1, #2 and #3, respec-
tively, on the June 2025 TOP500 list [17].

The guiding principle for our exascale software design is to use
asynchronous execution models based upon portable abstractions
with multiple levels of task- and data-based parallelism, that al-
low communication hiding and portable performance. The primary
simulation code is the Uintah Computational Framework with its
applications such as Wasatch, MPM, and ARCHES, which in turn
uses hypre [18] and Uintah’s Kokkos interface [12, 23] for perfor-
mance portability.

This paper is the third in a series which first described scalability
and portability on DOE Exascale testbeds [10] and then considered
both scalability experiments and the lessons learned for both full
Frontier runs and partial Aurora runs [11]. The work here completes
the series by showing what is possible on as close to full system
scale was possible in January 2025 and so enables future scalability
runs. In doing so, this paper documents Uintah’s first full system
runs across Aurora. As of this writing, Uintah is among the first
codes capable of reaching such node counts on Aurora.

In order to address this aim, this paper starts by describing both
the essentials of Uintah’s approach (Section 2) and ray tracing-based
radiation model (Section 3) before the details of scalability and tun-
ing experiments in subsequent sections (Sections 4 and 5). The de-
tails of the runtime system that was developed to make this possible
are provided in earlier work [12], and so is not repeated here apart
from noting that this runtime approach did not need to be modified
to run at full scale on Aurora. Large scale scalability is considered
in Section 6. Section 7 provides a detailed analysis of the perfor-
mance of the code obtained with Uintah’s SCI_DEBUG environment
variable. Section 8 considers how the results could be improved and
Section 9 describes related work. The paper concludes in Section 10
with a summary of both achievements and the steps needed to take
this approach to still better performance on future architectures.

https://orcid.org/0000-0002-9495-5443
https://orcid.org/0000-0002-5934-2641
https://orcid.org/0000-0002-5419-0634
https://doi.org/10.1145/3708035.3736001
https://creativecommons.org/licenses/by-nc/4.0
https://creativecommons.org/licenses/by-nc/4.0
https://creativecommons.org/licenses/by-nc/4.0
https://doi.org/10.1145/3708035.3736001
http://crossmark.crossref.org/dialog/?doi=10.1145%2F3708035.3736001&domain=pdf&date_stamp=2025-07-18


PEARC ’25, July 20–24, 2025, Columbus, OH, USA M. García et al.

2 The Uintah Computational Framework
The Uintah Computational Framework [5] is an open-source asyn-
chronous many-task (AMT) runtime system. The application codes
built on top of Uintah’s runtime target large-scale simulation of
fluid-structure interaction problems. These problems are modeled
by solving partial differential equations on structured adaptive
mesh refinement grids. Further, these problems are overdecom-
posed into many tasks and adaptively executed in an asynchronous
out-of-order manner with work stealing and overlapping of com-
munication and computation.

Figure 1 shows Uintah’s architecture. At the top of the figure
are applications such as ARCHES, which simulates turbulent re-
acting flows with participating media radiation, and standalone
components, such as the Reverse Monte Carlo Ray Tracing (RM-
CRT) radiation model used in these studies. At the bottom of the
figure is the underlying runtime system, which manages the use of
underlying hardware. In-between is an intermediate performance
portability layer and third-party library support for use within ap-
plication code. This structure means that application developers
need not interact with the underlying infrastructure code and vice
versa for infrastructure developers.

Figure 1: Uintah’s Software Architecture.

Figure 2 shows how work is overdecomposed into patches and
tasks. For a given problem, application code is written as thread-safe
tasks with loops that iterate over individual cells in a given patch.

These tasks are executed by Uintah’s task scheduler, which assigns
tasks to idle task executors based on availability rather than spatial
locality. Patches are the primary unit of work in a given problem.
The structured grid is decomposed into groups of patches whose
size and shape are user-defined at runtime. This over-decomposition
has been key to Uintah’s scalability. Uintah has a long history of
successful ports to diverse HPC systems, dating back to the DOE
Titan, the National Science Foundation Stampede, and the DOE
Mira systems [20] and leading to the work mentioned above. More
recent examples include the DOE Crusher, DOE Polaris, and DOE
Sunspot exascale testbeds [10] and the exascale DOE Frontier and
Aurora systems [11].

Figure 2: Diagram of the structured grid consisting of patches
of individual cells. Patch size is specified by the user in the
input files. The scheduler assigns tasks to idle task executors.

3 Reverse Monte Carlo Ray Tracing (RMCRT)
The RMCRT algorithm used here uses a ray tracing approach to
model thermal radiation. The general algorithm and its parallel
computing implementation are described in detail in the work of
Humphrey et al. [13, 14, 16]. A major challenge of the algorithm
is that rays may potentially travel across the whole domain. This
results in an all-to-all communications pattern that is problematic
for strong scalability and prohibitive for weak scalability. The so-
lution adopted in [13, 14, 16] is to use mesh refinement in that the
cells used by the ray tracing algorithm become successively coarser
as the rays travel further from their source. This is implemented
in Uintah as the Ray::rayTrace_dataOnion Task whose name re-
flects the fact that there are layers of data associated with different
adaptive mesh refinement levels. A detailed analysis in [13, 14, 16]
shows that this makes strong scalability and even weak scalability
possible if sufficient mesh coarsening is used. A further challenge
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Table 1: Details of resolution, number of cells, patches and refinement ratio (RR) for these experiments.a

Case Level Patch Patch Number of Resolution RR Number of Number of Total number Average
size layout patches cells ghost cells of cells cells/patch

A L0 323 (8,8,9) 576 (256,256,288) 4 18,874,368 429,192 19,303,560 33,513
L1 643 (16,16,18) 4,608 (1024,1024,1152) 1,207,959,552 6,828,552 1,214,788,104 263,626

5,184b 1,226,833,920 7,257,744 1,234,091,664c 238,058

B L0 323 (8,8,9) 576 (256,256,288) 8 18,874,368 429,192 19,303,560 33,513
L1 643 (32,32,36) 36,864 (2048,2048,2304) 9,663,676,416 27,288,584 9,690,965,000 262,884

37,440b 9,682,550,784 27,717,776 9,710,268,560c 259,355

C L0 323 (8,8,9) 576 (256,256,288) 16 18,874,368 429,192 19,303,560 33,513
L1 643 (64,64,72) 294,912 (4096,4096,4608) 77,309,411,328 109,103,112 77,418,514,440 262,514

295,488b 77,328,285,696 109,532,304 77,437,818,000c 262,068

D L0 323 (8,10,12) 960 (256,320,384) 16 31,457,280 610,056 32,067,336 33,403
L1 643 (64,80,96) 491,520 (4096,5120,6144) 128,849,018,880 155,250,696 129,004,269,576 262,460

492,480b 128,880,476,160 155,860,752 129,036,336,912c 262,013

a Number of ghost cells used in each study set to (1,1,1), i.e., adding one level to each dimension of the resolution.
b Total number of patches in grid.
c Total number of cells in grid.

is that the amount of computational work is linear in the number
of rays with a relatively low constant. This means that the cost
of communications is significant and that hiding communications
costs is essential for there to be successful scaling. This adaptive
hiding of communications costs has been a central feature of Uin-
tah’s runtime system, although the present approach dates back to
the dramatic improvements of Humphrey [14]. For these reasons,
particularly the large amount of possible global communication,
this application is a challenging benchmark for any large system
but is particularly so for systems such as Frontier and Aurora.

4 Experiments
Experiments discussed in sections to follow used the Burns and
Christon benchmark [6]. This benchmark is one of Uintah’s exascale
target benchmarks and stresses Uintah’s standalone Reverse Monte
Carlo Ray Tracing radiation model. A key feature making this an
important problem for evaluating Uintah’s infrastructure at scale
is that it stresses Uintah’s adaptive mesh refinement infrastructure.
More details on this model can be found in a recent paper [16].

Simulations were performed on the DOE Aurora exascale system.
Aurora entered the TOP500 list at #2 in November 2023 with an
HPL score of 0.585 EFlop/s obtained using part of the system and
is currently #3 on June 2025’s TOP500 list [17] with an HPL score
of 1.012 EFlop/s. Aurora is maintained at the Argonne Leadership
Computing Facility and is organized into groups of blades, chassis,
and racks. Six GPUs, two CPUs, sixteen DDR DIMMs and eight
Network Interface Cards (NICs) are densely packed into an Exascale
Compute Blade. Eight compute blades and 4 network switches form
a chassis. Eight chassis composed of 64 compute blades and 32
switch blades form a rack, and 166 racks form the entire compute

system. That is 10,624 Hewlett Packard Enterprise (HPE) Cray
EX nodes, each with two 52-core Intel® Xeon® CPU Max 9470
processors and six Intel® Data Center GPU Max 1550 GPUs, each
with two Xe stacks. Each Aurora compute node has 512 GB of DDR5
memory and 64 GB of high-bandwidth memory per CPU and 128
GB of high-bandwidth memory per GPU. Compute nodes on Aurora
are interconnected via HPE’s Slingshot 11 interconnect.

Table 1 presents, in order by increasing size, the details of the
grid resolutions for the different case studies presented in the next
sections.

As in past work, simulations were launched using MPI+Kokkos
with 1 MPI process per Xe stack and used the Kokkos::Serial and
Kokkos::SYCL backends on the host and device, respectively. The
default software used was Intel® oneAPI DPC++/C++ Compiler
2025.0.0. For Subsection 6.1, Uintah’s master branch commit
3002edc and Kokkos release tag 4.3.01 were used. For Subsec-
tions 6.2, 8.2 and 8.3, Uintah’s master branch commit 5c864c3 and
Kokkos release tag 4.4.01 were used. The simulation domain is a
2-level mesh decomposed into a collection of patches. Patches are
distributed across MPI processes and correspond to the collection
of cells executed by a loop. Unless stated otherwise, Mean Time per
Timestep results were averaged over 7 consecutive timesteps.

5 Scalability Challenges
Historically, the RMCRT benchmark used here has been run with a
fixed refinement ratio (RR) of 4. The refinement ratio is the factor
between dimensions of a fine mesh (L1) relative to a coarse mesh
(L0). For instance, mesh sizes L1: (4,4,4), L0: (1,1,1) maintain a refine-
ment ratio of 4. To fix the refinement ratio when weak-scaling the
problem, the size of both mesh levels are increased simultaneously



PEARC ’25, July 20–24, 2025, Columbus, OH, USA M. García et al.

by the same factor to maintain the refinement ratio (e.g., 4). How-
ever, this approach was found problematic when trying to scale
beyond 1000-2000 Frontier and Aurora nodes. On both systems,
fatal libfabric errors were encountered frequently and prevented
the problem from running to completion (e.g., LE exhaustion dur-
ing flow control, FI_CXI_RX_MATCH_MODE=[hybrid|software] is
required). When successful, weak-scaling performance suggested
that the next larger problem size needed to reach the full system
would be intractable on both, Aurora and Frontier, given queue
policies (e.g., walltime limits) and limited system availability (e.g.,
pre-production Aurora phase) at the time of these studies.

When exploring solutions, HPE and Intel experts suggested
that libfabric errors were attributed to the problem incurring too
much communication and recommended revisiting the code for
opportunities to reduce communication. Work in a recent disserta-
tion [13] explored ways to reduce communication for this bench-
mark through the use of aggressive mesh refinement as a strategy to
avoid communication, which also improves the problem’s ability to
weak scale. Without leveraging adaptive mesh refinement, when a
fixed mesh grows by a factor of 8 (ignoring communications latency
for large messages), both communications and local computation
grow by this same factor [13].

To avoid this communication growth, aggressive mesh refine-
ment [15] fixes the size of a given mesh level when weak-scaling the
problem and, consequently, the refinement ratio increases. Specifi-
cally, rather than increasing the size of both L0 and L1 simultane-
ously, we instead fix the size of L0 and increase the size of L1 and,
thus, increase the refinement ratio when weak-scaling the problem.
This increasing refinement ratio allowed us to avoid communication
when weak-scaling to an extent that we no longer encountered fatal
libfabric errors and were able to achieve good weak scaling [11].
However, the highest node count obtained on Aurora at that time
was 3072 nodes and 36,864 Xe stacks due to the limited node count
available in the queues.

The next section captures efforts to reach full Aurora runs with a
grid that can strong-scale where possible close to the total number
of Aurora nodes, i.e., 10,624.

6 Large-scale Studies
The large-scale studies that are the focus of this work explored
the impact of a larger refinement ratio to determine if aggressive
mesh refinement will make full-system runs possible. In order to
investigate this, experiments used a fixed refinement ratio of 16
when strong-scaling the base problem to larger node counts. As
mentioned in Section 5, a mesh refinement strategy was necessary
to limit a global communications load that would otherwise have
removed the possibility of scalability. With this ratio, it was possible
to run close to the full Aurora system at a time when relatively few
codes were able to utilize such a large part of the architecture.

6.1 Rays Per Cell Studies
Initial studies were performed to estimate a good number of rays
per cell in order to saturate the GPUs with work. Table 2 shows the
results for Case C as in Table 1 on 6144 nodes from 10 up to 100 rays
per cell with an interval of 10 rays each time. As the computational
complexity of this application grows linearly with the number of

rays, so does the observed time per timestep. After this analysis,
the rest of the runs were configured to cast 100 rays per cell. Even
with this number of rays the computational load is not particularly
heavy, placing an extra burden on the communication aspects of
the problem.

Figure 3 shows strong-scaling results from 768 nodes up to 6144
nodes using a problem size with grid resolution C as in Table 1 for
the Burns and Christon benchmark problem on a 2-level structured
adaptive mesh refinement grid. The base problem provides each
logical GPU with 294K 643 fine mesh patches and 576 323 coarse
mesh patches using a mesh refinement ratio of 16. Independent of
the expected impact on performance when increasing the number
of rays per cell that is the result of more workload per process, we
observed that good strong-scaling was difficult to achieve at the
largest scale. These trends align with what our Oak Ridge National
Laboratory collaborator observed on Frontier at full machine runs
(9216 nodes, i.e., 98% of the system) [11].

Figure 3: Strong-scaling results of the 2-Level RMCRT bench-
mark with 40, 80 and 100 rays per cell on the DOE Aurora
exascale system up to 6144 nodes. Refinement ratio of 16
between levels (RR:16). Case C as in Table 1.

We will first evaluate how far we are from an ideal speedup at
close to full system size and then attempt to shed light on the specific
parts of the code responsible for this performance degradation by
using internal Uintah statistics in the sections that follow.

6.2 Full Aurora Runs
Built in partnership with Intel Corporation and Hewlett Packard
Enterprise, Aurora is intended to drive breakthroughs in numerous
scientific disciplines in the exascale era of high-performance com-
puting. The increased pace of discovery that exascale machines can
provide to reduce the time-to-solution is breathtaking and inspiring
at the same time. Hence the importance of pushing the boundaries
of what is possible on these systems to accelerate our understanding
of the world around us.

Figure 4 shows strong-scaling results for the Burns and Christon
benchmark problem on a 2-level structured adaptive mesh refine-
ment grid. As mentioned in Section 5, a careful redesign of the grid
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Table 2: Number of rays experiments from 10 up to 100 rays per cell on 6144 nodes. Case C as in Table 1.

Number of rays per cell 10 20 30 40 50 60 70 80 90 100

Mean Time per Timestep (s) 21.68 22.99 24.36 25.71 27.14 28.64 29.88 32.24 32.80 33.91

resolutions and target node counts to reach near full system had to
be performed before continuing the simulation campaign. Simula-
tions were run on Aurora from 1280 nodes up to 10,240 nodes with
grid resolution D as in Table 1, which features a mesh with more
than 129 billion cells.

Figure 4: Strong-scaling results of the 2-Level RMCRT bench-
mark with 100 rays per cell on the DOE Aurora exascale
system up to 10,240 nodes. Refinement ratio of 16 between
levels (RR:16). Case D as in Table 1.

This problem provides each logical GPU with 491K 643 fine mesh
patches and 960 323 coarse mesh patches using a mesh refinement
ratio of 16. The decrease in performance observed in Fig. 4 as the
number of nodes increases is similar to the one obtained in Fig. 3
with a smaller grid size (77.4 billion cells) but similar refinement
ratio and number of cells per patch (L0: 33.4K; L1: 262.5K). A per-
formance analysis is presented in Section 7 to unveil the causes of
performance degradation.

It is worth mentioning that when the 10,240 nodes job was per-
formed (JobID:1253842) on January 6th, 2025, the total number
of nodes available in the queue that we had access to was 10,282.
Therefore, our run represents 99.6% of the capacity of the queue at
the time of submission.

6.3 Observations
The scalability results observed are a promising start and are typical
of early scalability experiments on a DOE leadership class architec-
ture with Uintah. Often there are severe limitations on the number
of runs that are possible on the most powerful and hence the most
in-demand systems. It is fortunate that Uintah’s runtime systems
have proved to be exceptionally capable when it comes to enabling
Uintah to run in a scalable way on such systems. Understanding
computation loads vs communications costs at the largest scales

is not straightforward and almost always requires some repeated
experimentation.

The challenge is now to understand how to at first provide an
analysis of these results to identify where possible problems lie
and then to improve these results to be able to achieve better per-
formance in the future. The next two sections are devoted to this
analysis in terms of trying to find both where time is spent and
where processes have to wait.

7 Performance Analysis with Uintah’s
SCI_DEBUG Environment Variable

In order to understand these results at scale, we turned on Uintah’s
SCI_DEBUG environment variable to obtain valuable insight about
the code where other profilers cannot reach due to limitations at
large node counts. The file environmentalFlags.txt contains all
flags that can be passed to the SCI_DEBUG environment variable to
enable or disable a variety of debugging, profiling, regression testing
and application specific diagnostics output. Some flags provide grid
related information, others task and taskgraph/scheduler insight
or runtime statistics. For these experiments, we chose these three
profiling flags: (i) ExecTimes, which outputs the time for execution
on each task; (ii)WaitTimes, which prints detailed summary of task
wait times to stdout; (iii) MPIStats, which prints comprehensive,
fine-grained MPI summary to stdout.

The statistics that first captured our attention were those of time-
to-solution. This section presents a partial analysis of the Uintah
timing results that are printed out at every iteration.

Figure 5 depicts the percentage of the execution time on each
task with respect to the eleven task listed in Uintah’s statistics at
Timestep 10. As the figure shows, only two of them are responsible
for driving performance metrics: GPU workload and reduction
operations.

Figure 5: Comparison of ExecTimes at Timestep 10. Case D
as in Table 1.

At the lowest node count (1280 nodes), which corresponds to
20 racks of Aurora, i.e., 12% of the system, reduction operations
are almost negligible. However, 17.2% of the execution time on
10,240 nodes is spent on a task that performs a reduction oper-
ation (ApplicationCommon::reduceSystemVars)) that lines up
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the delta T across all levels of the grid, while 82.4% of the execution
time goes to the main GPU Task of the RMCRT standalone com-
ponent (Ray::rayTrace_dataOnion). As expected, the higher the
number of nodes, the higher the impact on performance of Uintah’s
collective communications (such as MPI reduce).

In addition to the total execution time per task, Uintah’s profil-
ing flag ExecTimes outputs information about the Maximum, the
Minimum and the Average times spent by all MPI ranks. Figure 6
shows the variations in execution time, between those metrics at
different nodes counts. Overall there is about 10% - 13% variation
in the times. Such variability is consistent with previous timing
studies on a variety of large architectures.

Figure 6: Uintah’s Execution Times at Timestep 10 for the
GPU task Ray::rayTrace_dataOnion.

Figure 7 presents the wait times for both key tasks from 1280 up
to 10,240 nodes. The figure shows a larger than expected increase
in the wait time for the Ray::rayTrace_dataOnion task that is
causing the lack of scalability at the highest levels. The problem is
that as execution times decrease with increasing node counts, wait
times fail to decrease proportionally and this eventually compro-
mises scalability. This is illustrated in Fig. 5, which shows how the
cost of the reduction grows disproportionally with the number of
nodes, when perhaps a logarithmic growth might be expected.

8 Improving Future Performance
In this section, we explore performance tuning strategies to prepare
for more complex cases since full system runs were successful and
Aurora is now officially in production (January 27th, 2025).

8.1 Compute Work per Node
The scalability results obtained are typical of those we have seen
for many other applications running on other DOE leadership class
machines over the last decade or so. Improving scaling in such
cases usually requires increasing the work per node relative to
communication and/or modifying the runtime systems to ensure
less waiting. The first step for this case would be to increase the
work per node and to repeat the experiments. In this paper, we
already evaluated the impact on performance of the number of
rays per cell. Other options to increase work per node would be to

Figure 7: Uintah’s MPI WaitTimes in seconds, summed over
all nodes, for two key tasks.

modify the number of patches, the size of the patches or the size
of the grid. Should this be insufficient then the next step is to start
to undertake an analysis of how the runtime system is processing
communicating data and prioritizing tasks.

8.2 Kokkos Execution Policies Studies
This section contains strong-scaling results on 96 nodes up to 768
nodes for a number of loop execution policies with the grid resolu-
tion B as in Table 1. The base problem provides each logical GPU
with 36K 643 fine mesh patches and 576 323 coarse mesh patches us-
ing a mesh refinement ratio of 8. Parameter tuning studies explored
the impact of Kokkos execution policy type on time-to-solution and
strong-scaling efficiency with close to final versions of the Aurora
software development kit three weeks before Aurora was released
to researchers across the world. These policies are used to manage
how Kokkos parallel patterns are executed. Experiments used the
MDRange policy with a tile size of [2,2,2] and [4,4,4], the Range
policy with a chunk size of 16 and 32, and the Team policy with a
chunk size of 32, a league size of 512 and a team size of 512. We
conducted similar experiments on a previous article [11] and with
a modified version of the RMCRT benchmark. However, they were
performed on a smaller grid size and with older versions of the
Aurora software development kit.

Table 3 shows strong-scaling results using 5 configurations across
Aurora nodes for the Burns and Christon benchmark problem on a
2-level structured adaptive mesh refinement grid.

For each node count, all different policies were run on the same
nodes. Results show that time-to-solution improvements are achiev-
able. In that previous study [11] performed with an early version
of the Aurora software development kit during the pre-production
Aurora phase, we had observed atypical scaling of this problem
on Aurora nodes (e.g., superlinear scaling). At that time, this un-
expected behavior was seen in all Aurora experiments and was
attributed to system variability. As we transition into final software
before full production, our results are as expected. Only exception
is the value at 384 nodes with MDRange [2,2,2], which we attribute
to some system variability. Nonetheless, it is worth mentioning
that additional runs for that particular case gave similar trends as
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Table 3: Loop execution policy experiments. Case B as in Table 1.

Nodes Xe Stacks MDRange MDRange Range Range Team
2,2,2 4,4,4 16 32 32

96 1152 181.8 (-) 133.4 (-) 125.8 (-) 140.3 (-) 145.9 (-)
192 2304 92.2 (98.6%) 67.5 (98.9%) 63.4 (99.2%) 63.7 (110.1%) 66.6 (109.5%)
384 4608 56.3 (80.8%) 38.2 (87.3%) 33.1 (95.0%) 33.2 (105.8%) 37.5 (97.3%)
768 9216 25.0 (90.9%) 19.0 (87.9%) 18.1 (87.0%) 18.0 (97.2%) 19.1 (95.5%)

Table 4: Statistics from Uintah with MPIStats at Timestep 10. Total number of messages sent divided in 4 group sizes (<= 64B;
<=4KB, <=2MB, >2MB). Case D as in Table 1.

Number of nodes 1280 2560 5120 10240

Volume Send TOTAL 12 TB 20.4 TB (1.8×) 38.4 TB (3.3×) 74.3 TB (6.5×)
Volume Send0: <= 64B 30,700 (-) 61,400 (2.0×) 123,000 (4.0×) 246,000 (8.0×)
Volume Send1: <= 4KB 2,200,000 (-) 2,650,000 (1.2×) 3,550,000 (1.6×) 5,340,000 (2.4×)
Volume Send2: <= 2MB 35,400,000 (-) 65,100,000 (1.8×) 124,000,000 (3.5×) 243,000,000 (6.9×)
Volume Send3: > 2MB 496,000 (-) 496,000 (1.0×) 496,000 (1.0×) 497,000 (1.0×)

observed in the other policies, e.g., values such as 47.0 (96.7%). This
study helped identify the best Kokkos memory policy to apply in
loop execution on Aurora for the RMCRT benchmark. Therefore, in
the next section, the Range policy with a chunk size of 16 is used.

8.3 MPICH Tuning Parameters: Striping Studies
The statistics obtained with the SCI_DEBUG environment variable
introduced in Section 7 are valuable to users trying to identify the
parts of the code that are more computationally intensive or with
higher communication cost. For instance, MPIStats prints compre-
hensive, fine-grained MPI summary to stdout with a list of MPI calls
and statistics about their number and sizes. Table 4 shows MPIStats
results of the total number of messages sent for the full Aurora
strong-scaling runs. As we can see, the predominant message size
is <=2MB, with a volume that almost doubles as the nodes count
doubles. This volume increase is a feature of scaling the all-to-all
communication inherent in ray tracing as then fewer mesh blocks
per node communicate to more external nodes. Understanding this
communication pattern and limiting it is one area for future work.

With the idea of extracting the maximum performance from
the system, another parameter an Aurora user could easily try is
striping. The goal of the striping optimization is to split a message
into chunks and send each chunk through a different NIC. Aurora
has 4 NICs per socket and 8 NICs total per node, and runsMPICH for
message-passing. MPICH supports multiple NICs per node and by
default, all the available NICs on a node are used for striping (when
enabled). It is worth mentioning that these simulations feature
a modified and more complex RMCRT benchmark that requires
ARCHES and hypre as we transition to more complex cases. For
these simulations hypre release tag v2.31.0 was used. Table 5
shows the mean time per timestep in seconds for a 12 nodes run
with 144 MPI ranks with the grid resolution A as in Table 1. These
initial studies show that enabling striping and changing themessage
size at which we start striping the data across multiple NICs (default
1MB) to 4KB can increase performance. Although additional testing

will be required, a better understanding of message sizes in an
application combined with MPICH parameters tuning should lead
to better performance.

Table 5: Striping experiments on 12 nodes. Case A as in Ta-
ble 1.

Case No striping Striping 4KB Striping 1MB

Mean Time
per Timestep (s) 180.8 167.1 183.4

9 Related Work
Uintah is one of several Aurora Early Science Program [1] project
codes. As of this writing, published large-scale studies on Aurora
are few as the system entered production in January 2025. Recent
studies including Aurora results can be found in [3, 21, 22]. As
Aurora becomes more readily available, we anticipate more per-
formance portability and full system scaling studies to become
available. Related work on task-based approaches are left to earlier
papers in this series [10, 11].

10 Conclusions and Future Work
In this work, we presented results on the DOE Aurora exascale sys-
tem for Uintah’s RMCRT standalone component with four different
grid resolutions encompassing from 12 nodes up to 10,240 nodes
and 144 to 122,880 Intel® Data Center GPU Max Series Xe stacks,
respectively. Though small-scale simulations are supported, our
large-scale results show Uintah’s scalability across some of the
largest HPC systems available today and provide a starting point
for a more in-depth analysis of the performance at scale of the
RMCRT standalone component and other Uintah benchmarks. As
such, our study represents a reference for performance comparison
in future work. Further, this work helped show the capabilities of
Uintah as an exascale AMT runtime system and pave the way for
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scientific simulations, such as fluid-structure interaction problems
or simulations of turbulent reacting flows at unprecedented sizes
on exascale machines.

In this paper, we focused on scalability and preliminary profiling
studies. In future work, we plan to expand our toolkit testing several
profilers: mpiP [19] (a light-weight MPI profiler), THAPI [4] (a
portable tracing framework developed by Argonne for analysis of
heterogeneous HPC applications and runtimes), and Kokkos Tools
to detect additional sources of inefficiencies. In addition, we plan
to continue our exploration of the impact on performance of our
Kokkos loop execution choices with the Kokkos auto-tuning API
capability fromAPEX (available in Kokkos 4.5 release), testing other
MPICH tuning parameters (e.g., hashing) and any Aurora MPICH
exclusive features, in addition to tuning Uintah’s MPI options.

In the spirit of the PEARC’25 conference theme, The Power of
Collaboration, we want to highlight that this work is the result of
several years of collaboration across two of the four world-leading
DOE Advanced Scientific Computing Research user facilities, the
Argonne Leadership Computing Facility and the Oak Ridge Leader-
ship Computing Facility, a wide range of passionate and dedicated
experts from Intel Corporation, the Intel Center of Excellence at Ar-
gonne National Laboratory, the Intel oneAPI Center of Excellence
at the University of Utah, Hewlett Packard Enterprise, the Kokkos
team, and the University of Utah to push the edge of what is pos-
sible for science with Uintah, an AMT computational framework
developed over the last two decades on the path to exascale.
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