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Abstract—Hybrid cooling systems that combine wet and dry
cooling have drawn growing attention, as they can leverage
ambient air temperature to enable broader regional deployment
while mitigating water consumption. However, hybrid cooling
remains insufficiently explored because the water associated with
power generation is often overlooked. Moreover, distributing
water is also challenging when water is scarce. In this paper,
we present WATERSPLIT, a water-aware optimization frame-
work that minimizes the water footprint to enable sustainable
datacenter operations with hybrid cooling under limited water
budgets.

I. INTRODUCTION

Modern large-scale datacenter systems are among the most
energy-intensive infrastructures in today’s digital ecosystem.
As computational demands continue to grow, the need for
efficient and reliable cooling becomes increasingly critical.

Traditionally, air-based (dry) cooling has been the dominant
approach in datacenters, relying on fans and ambient air to dis-
sipate heat. While simple and robust, dry cooling often strug-
gles to maintain thermal efficiency in high-density systems or
in warm climates, leading to high Power Usage Effectiveness
(PUE) and operational costs [1], [2]. Almost 40% of datacenter
energy consumption comes from the cooling system [3]. To
improve thermal efficiency and PUE, many operators have
turned to wet cooling, which leverages evaporative mecha-
nisms to achieve high cooling efficiency [4]-[6]. However, the
water usage in wet cooling is substantial [7]-[9]. For example,
the National Renewable Energy Laboratory adopts evaporative
cooling that uses 2 million gallons of water annually [10],
[11]. Such high water demand is particularly concerning in
water-stressed regions such as Phoenix (Arizona, US) [12]. In
contrast, dry cooling consumes far less water than evaporative
systems [13]-[15]. For example, one study reports that dry
cooling can reduce water usage by 75-95% compared to wet
cooling [15]. Consequently, dry cooling has become a key
freshwater conservation strategy in many regions [16].

To mitigate the water footprint while maintaining energy
efficiency, hybrid cooling systems have been proposed as a
promising alternative [17]-[23]. Hybrid cooling systems inte-
grating wet and dry cooling can dynamically adjust the cooling
ratio according to ambient conditions or operational require-
ments, but PUE and cooling-related water use are competing
factors. The water consumption in a hybrid cooling system
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is not well-explored. Datacenter managers primarily focus on
the water consumed during the cooling process (on-site), and
usually overlook the water used for power generation (off-site).
However, the water used for power generation is influenced
by PUE — an unexplored competing trade-off between water
in power generation and cooling. Meanwhile, rising water
costs and increasing scarcity have led many regions to impose
regulatory limits on datacenter water use [24], [25]. Under
such constraints, a new challenge emerges: How to allocate
limited water resources between power generation and cooling
to maintain system efficiency? Toward that goal, we design
WATERSPLIT, the first job scheduler that assists the datacenter
equipped with a hybrid cooling system in minimizing the water
footprint while maximizing the power supply under a water
budget limit.

QOur key contributions are summarized as follows:

e Hybrid Cooling System Prototype. We design and im-
plement a hybrid cooling system prototype that integrates
wet and dry cooling mechanisms to dynamically adapt to
environmental and operational conditions. Built upon exist-
ing cooling models, our implementation incorporates major
datacenter infrastructure components, including chillers, fans,
pumps, lighting systems, and UPS systems, etc. The model
estimates both PUE and on-site WUE of the datacenter system,
and it allows users to control and analyze the cooling system’s
performance under different wet cooling percentages.

o Two-level Water-aware Optimizer. We develop WATER-
SPLIT, a two-level water-aware optimization framework that
jointly manages cooling allocation and workload scheduling
under limited water budgets. The upper-level optimizer de-
termines the optimal wet cooling percentage, while the lower-
level scheduler dynamically allocates jobs to maximize energy
throughput within water constraints.

e Evaluations of WATERSPLIT with State-of-the-Art
Schemes. We evaluate WATERSPLIT across ten regions with
datacenters and HPC facilities using real-world weather traces
and the industrial-scale Google Borg workload [26], [27]. The
job set is derived from the Meta DCPerf benchmark [28]
and a CPU-based LLM inference framework [29] to repre-
sent diverse workloads. We compare WATERSPLIT against
three state-of-the-art techniques and demonstrate that WA-
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Fig. 1. Water footprint in the datacenter operation cycle: off-
site water footprint (power generation), on-site water footprint
(cooling), and embodied water footprint (manufacturing).

TERSPLIT effectively complements and enhances existing ap-
proaches. WATERSPLIT is open-sourced at https://doi.org/10.
5281/zenodo.18644807.

II. BACKGROUND AND MOTIVATIONS

In this section, we introduce the water footprint of the
datacenter and present a hybrid cooling system model to help
datacenter practitioners better understand the underlying trade-
offs, which in turn motivate the design of WATERSPLIT.

A. Water Footprint in Datacenter

In datacenter systems, the water footprint serves as a metric
for quantifying total water consumption, encompassing the on-
site, off-site, and embodied components, as shown in Fig. 1.

On-site Water Footprint. Datacenter systems leverage cool-
ing to maintain the IT facility at a safe operating temperature.
The on-site water footprint (W) refers to the total amount of
water consumed through evaporation, blowdown, and windage
within the cooling process (Fig. 1 middle part). It can be cal-
culated using the on-site Water Usage Effectiveness (WUE,,)
metric and the direct IT energy consumption (F7) during time
T. On-site water footprint can be expressed as:

Won = WUE,, - ET

A lower on-site WUE indicates that the datacenter consumes
less water per unit of IT energy consumption, reflecting a more
water-efficient cooling design. On-site WUE is influenced by
factors such as ambient dry-bulb temperature, humidity, and
cooling system settings. Notably, wet cooling consumes more
water than dry cooling, as dry cooling does not rely on cooling
towers for evaporation [13]-[15]. Therefore, on-site WUE is
typically higher with wet cooling than with dry cooling.

Off-site Water Footprint. The off-site water footprint (W)
refers to the indirect water consumed in power generation
for the datacenter. In Fig. 1 upper part, we highlight the
coal-based energy production as an example: water is used
to generate large volumes of steam in the furnace, which
drives the rotor to produce electricity. The magnitude of the
off-site water footprint depends on the regional energy mix:
hydro and nuclear require large volumes of water, while some
energy sources, such as wind and solar, consume relatively
little (refer to Table I). To capture this effect, the off-site
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Fig. 2. The on-site water footprint and off-site water footprint
change over time in the datacenter, while the embodied water
footprint remains constant for the same workload, since it is
determined by the hardware used for execution.

Water Usage Effectiveness (WUEy) is defined, with higher
values corresponding to the use of more water-intensive energy
sources. WUEy; only depends on the energy mix of the
local power grid and is computed as the weighted sum of
the WUE values of the energy sources. Since the total
energy required to operate the datacenter system equals the
direct IT energy consumption (F7) multiplied by the Power
Usage Effectiveness (PUE), the off-site water footprint can be
expressed as:
Woit = WUEy - Er - PUE

Embodied Water Footprint. The embodied water footprint
refers to the one-time water consumption associated with
hardware manufacturing (Fig. 1 bottom part). A large vol-
ume of ultrapure water is required for contaminant removal
during polishing and rinsing processes [30]-[34]. In addition,
manufacturing facilities consume electricity, which indirectly
consumes water during power generation (similar to off-site
water), and the manufacturing facilities require cooling, which
further consumes water (similar to on-site water).

B. Characterization of Water Footprint

To better understand these water components, in Fig. 2, we
present an experiment to show the daily average on-site, off-
site, and embodied water footprints for three months, from
January to March, under two different workloads (workload
A and workload B) in two different regions, Oak Ridge (Ten-
nessee, US) and Zurich (Switzerland). These two workloads
are composed of the 10° jobs from Table II, but with different
proportional mixes. Workload A is dominated by energy-
intensive applications (e.g., standalone DjangoBench), while
Workload B is dominated by applications with less energy
demand (e.g., FeedSim with 100 QPS). For this experiment,
we use real-world wet-bulb temperature and energy mix data
from the weather agency and the power grids (refer to Sec. IV).

We note that the on-site and off-site water footprints vary
over time, whereas the embodied water footprint remains
constant when the same hardware is used. In addition, since
different regions may have distinct on-sitt WUE (weather
conditions) and off-site WUE (energy mix), the on-site and off-
site water footprints differ across geographical locations (Fig-
ure 2(a) and (b)). Even within the same region (Figure 2(c)),
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Fig. 3. (a). On-site water usage as a function of wet-bulb tem-
perature, showing increased consumption with higher ambient
humidity and temperature. (b). Variations in the energy source
mix from January to June in Oak Ridge lead to fluctuations in
off-site water consumption.

TABLE 1. Median Off-site WUE of different energy sources.

Energy Source Hydro  Geothermal =~ Nuclear  Oil Coal  Biomass Gas  Solar  Wind

WUE,; (L/kWh) 17 5.8 2.6 179 151 1.14 1.02  0.06 0

executing different workloads can result in substantially differ-
ent water consumption, as workloads exhibit varying energy
intensities and thus lead to different energy consumption.

Observation

The water consumption in operating the datacenter system
has three components: on-site water footprint (water for
cooling), off-site water footprint (water for power gener-
ation), and embodied water footprint (water for hardware
manufacturing). Both on-site and off-site components are
significant and can vary over time.

Figure 3 illustrates the variation of off-site and on-site water
consumption in Oak Ridge when running the workload A.
Fig. 3(a) shows the sensitivity of on-site water consumption to
wet-bulb temperature. Higher wet-bulb temperatures increase
on-site water footprint under wet cooling due to a large
amount of water consumed during evaporation, indicating the
dependence of cooling water consumption on local climatic
conditions. Fig. 3(b) shows the monthly composition of the
regional energy mix and its impact on off-site water usage. The
stacked bars represent the fraction of each energy source, while
the blue line tracks the off-site water footprint. We observe that
months with higher reliance on water-intensive sources such
as hydro and nuclear correspond to increased off-site water
usage. We provide the WUE ¢ of different energy sources [35]
in Table I for reference.

Observation

The on-site water consumption is primarily driven by local
weather conditions (wet-bulb temperature). In contrast, the
off-site water consumption varies significantly due to the
availability of the local energy mix and its respective off-
site WUE. The usage of water-intensive energy sources for
power generation impacts the off-site water.
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Fig. 4. Hybrid cooling architecture used in the datacenter
integrating dry and wet cooling in parallel, and controlled by
the wet cooling percentage p.

C. Cooling Systems

Recall that the cooling systems ensure a safe temperature
for the datacenter, and WUE,, directly influences the on-site
water footprint. Below, in this section, we provide background
on traditional cooling systems that are widely used in the
datacenter and HPC.

Dry Cooling Systems. Dry cooling systems, such as air-
cooled chillers or direct air economizers, remove heat primar-
ily through ambient air and mechanical fans. They rely on
large heat exchange surfaces and high-capacity fans without
water evaporation. The on-site water usage in dry cooling
systems is primarily from humidifiers and is small. However,
fans and chillers require more electrical energy, increasing the
PUE, which leads to a higher off-site water footprint.

Wet Cooling Systems. Wet cooling systems use water evap-
oration in cooling towers as the primary heat rejection mech-
anism. Water absorbs heat from the IT load via chilled-water
loops and rejects it through evaporation. Evaporation rates in-
crease in hot and humid weather (high wet-bulb temperature),
leading to a higher on-site water footprint. Cooling towers
also require make-up water to compensate for evaporation,
drift losses, and blowdown cycles to control water quality.
Chillers in wet cooling systems are often more energy-efficient
than their dry-cooled counterparts, but their significant water
demand increases the total on-site water footprint.

Modeling Hybrid Cooling Systems. Hybrid cooling systems,
which integrate both wet and dry cooling strategies (visualized
in Fig. 4), have become a practical approach to balance water
consumption and energy efficiency in datacenter operations.
Despite their growing deployment, the trade-offs in hybrid
cooling are not yet well understood. To address this gap, in
WATERSPLIT, we build upon existing work [36], [37] and
develop a hybrid cooling model that combines dry and wet
cooling in parallel to estimate the PUE and WUE,,, enabling
systematic analysis of their joint impact on water and energy
efficiency in the datacenter.

The hybrid cooling system has two subsystems: a dry
cooling subsystem and a wet cooling subsystem. The cooling
load @ of the system can be expressed as:

Q = ET + Z Eother
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Here, E denotes the IT load energy usage, while > Eqer
accounts for the energy losses of UPS system, lighting, humid-
ifiers, and power transformation and distribution system [37].
We define p as the “wet cooling percentage” to control the
cooling load. The wet cooling percentage can directly affect
how the cooling load is split between the dry and wet cooling
subsystems. Accordingly, the cooling loads of the dry and wet
cooling subsystems (Qgry and Qye;) can be expressed as:

ery:(lfp)'Q-, Quee =p-Q

Based on the cooling load assigned to each subsystem, the
additional energy consumption from fans, pumps, and chillers
(including both air-cooled and water-cooled chillers) can be
determined, and the energy consumption of each subsystem
can be expressed as:

dl’Y dry d"}’
Edl‘)/ ery + E Efdn E Epump chlller
_ wel wet wel
Ewel - Qwel + § Efan E Epump chlller

Therefore, the total energy consumption FEi, of the dat-
acenter is the sum of the cooling load @ and the energy
consumed by fans, pumps, and chillers in both dry and wet
cooling, which can be expressed as:

Elolal = Edry + Ewel = Q + Z Efan + Z Epump + Z Echiller

The PUE with hybrid cooling is calculated as the ratio of
total energy consumption to direct IT energy consumption:

Elmal _ Q+Z El‘an+z Epump+z Et,hlllel
Er

PUE =

Next, the total water footprint is determined as the sum
of water consumed by both subsystems. The on-site water
footprint of the dry cooling subsystem (Wyy) is the water
consumed in isothermal humidification, and the wet cooling
subsystem (W) serves as the dominant contributor. To
estimate the water footprint of the wet cooling subsystem, we
adopt the empirical formula from [7], [38]. Specifically, we
first compute the on-site WUE of the wet cooling subsystem
(WUEY") using the empirical relation, then determine the heat
removed in the cooling tower Q<L .. and finally calculate the
resulting water footprint. Then the total water footprint can be
expressed as:

CT
removed

Wiota = Wdry + Wyet = Wdry + WUEK: L

QST ..q is the sum of the cooling load assigned to the wet
cooling subsystem (Qye) and the energy consumption of the
water-cooled chiller (E% ). Therefore, the on-site WUE of

chiller
the datacenter with hybrid cooling can be estimated as:
E wet

chiller

Wiy + WUES
Er

)

rcmmcd — Wary +WUE::[ (Quert

WUE,, = Vontal — ot

D. Off-site and On-site Water Trade-offs.

We analyze the water footprint of three locations, Zurich
(Switzerland), Oak Ridge (Tennessee, US), and Cape Town
(South Africa) in Fig. 5, each exhibiting distinct on-site and
off-site WUE characteristics. Note that, when the wet cooling
percentage increases, the on-site water footprint rises because
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Fig. 5. Different wet cooling percentages lead to different
on-site and off-site water footprints. Interestingly, the relative
dominance of on-site and off-site water footprints varies across
different regions.

of higher evaporative losses in cooling towers with more
wet cooling involvement, while the off-site water footprint
decreases because using wet cooling lowers the PUE, thereby
reducing the energy demand and the off-site water footprint.
Interestingly, different regions show different on-site and off-
site relationships.

Because the relationships between on-site and off-site water
differ across regions, when water becomes a constrained
resource, determining how to allocate it between datacenter
cooling and electricity generation becomes a critical challenge.
For example, in Cape Town, a larger portion of water should
be allocated to power generation, whereas in Zurich, more
water is needed for cooling. In Fig. 5, we assume the off-site
WUE remains constant, however, in real-world deployments,
water allocation becomes far more complex due to fluctuating
weather conditions and regional variations in energy mixes.

Observation

On-site water footprint and off-site water footprint have
competing trade-offs. Certain cooling methods can reduce
on-site water footprint, but they can increase the Power
Usage Effectiveness (PUE), which in turn raises the total
power consumption — this leads to a higher off-site water
footprint due to increased power generation.

In Fig. 6, we show the normalized overall water footprint
under different wet-bulb temperatures, wet cooling percent-
ages, and regions. We assume the off-sitt WUE is constant
(using the yearly average), and we use color to denote the
total water footprint, with lighter yellow denoting lower values
and darker blue representing higher values. We find that the
optimal wet cooling percentage changes when the wet-bulb
temperature changes in one region, indicating that cooling
strategies must adapt to changing weather conditions. More-
over, the optimal choices for the same wet-bulb temperature
differ across regions. Together, these observations underscore
the challenge of identifying an optimal wet cooling percentage,
as both climate and geographic context strongly influence the
balance between on-site and off-site water footprint.
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Fig. 6. The optimal choices of wet cooling percentage vary
across different wet-bulb temperatures and regions.

Observation

As datacenters gain increasing flexibility in tuning con-
trol knobs to manage water consumption, optimizing the
water footprint becomes a significant challenge due to
the complex trade-off between on-site and off-site water
usage, which is heavily influenced by system-level design
and operational decisions.

Water Stress Factor. Water Stress Factor (WSF) is a metric
to capture the regional scarcity of water usage [39]-[41].
It quantifies the relative difficulty of accessing freshwater
resources in a specific location, with higher values indicating
more severe water scarcity. In WATERSPLIT, we incorporate
the WSF as a weighting factor in the total water footprint
calculation, ensuring that water consumption is scaled by the
WSEF. The scaled water footprint can be expressed as:

WWSF = (Won + Woff) - WSF
Next, we will discuss the design of WATERSPLIT.

III. DESIGN OF WATERSPLIT

Motivated by the findings and cooling models presented
in Sec. II, we introduce the design of WATERSPLIT, which
aims to maximize the energy throughput of the datacenter
under a water budget constraint. This framework, in turn,
minimizes the overall water footprint of the datacenter by
disaggregating the off-site (WUE,g-PUE) and on-site (WUE,,)
water components to guide operational decisions.

A. Overview of WATERSPLIT

WATERSPLIT is a water-aware framework with a two-
level optimizer designed to maximize the energy supply and
reduce the water footprint in the datacenter through strategic
operational decisions. WATERSPLIT assists in selecting the
appropriate wet cooling percentage p to split the on-site and
off-site water footprint, and minimize the overall water.

In Fig. 7, we show the overview architecture of WA-
TERSPLIT. WATERSPLIT follows a three-step workflow to
determine the optimal cooling configuration (p) and schedule
the jobs. First, WATERSPLIT continuously collects inputs
that reflect the current environment, including the wet-bulb
temperature, current water budget, and information about the
available energy mix. These inputs define the environmental
and system constraints for decision-making. Second, WATER-
SPLIT evaluates the water impact of potential configurations
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Fig. 7. Overview of the WATERSPLIT framework to jointly
manage cooling allocation and job scheduling.

by modeling both on-site and off-site water footprints. On-
site water usage is estimated using the WUE,, generated
by the hybrid cooling system model (Sec. II-C) based on
the wet cooling percentage and the wet-bulb temperature,
while off-site water usage is derived from the total datacenter
energy consumption (factoring in PUE) and the water usage of
the energy mix (WUEg). Finally, WATERSPLIT leverages a
two-level optimizer: the Cooling Allocation Optimizer (upper
level) determines the wet cooling percentage p while the
Job Scheduler (lower level) handles job placement within
the water budget constraint. The framework jointly solves a
constrained optimization problem to identify the optimal wet
cooling percentage and job placement that maximizes potential
energy throughput and minimizes total water consumption.

B. Cooling Allocation Optimizer

In this section, we introduce the Cooling Allocation Op-
timizer in WATERSPLIT to identify the optimal wet cooling
percentage p. This is the upper level of the WATERSPLIT. We
start by formalizing the optimization problem.

Problem Definition. Given the outside wet-bulb temperature
T., and the regional energy mix M = {my,ma,...,my},
where each m; denotes the proportion of the ith energy
source provided by the power grid, WATERSPLIT uses these
parameters as inputs. The cooling system offers a set of
controllable wet cooling percentages. Our objective is to
determine the optimal wet-cooling ratio p from this set that
maximizes energy throughput and thereby minimizes the total
water footprint during the execution of a batch of jobs.

Water Budget Constraint. The water budget constraint
Wb{dgel regulates the total water usage in the datacenter during
a specific time duration 7. In the kth non-overlapping time
window Ty, the sum of on-site and off-site water consumption

must not exceed the allocated water budget.
Zteﬁ (Wotn + ng'f) < ij;dgew vk (1)

Recall from Sec. II-A, the on-site and off-site water foot-
prints depend on the datacenter’s energy consumption (Egc),
WUE,, (wet-bulb temperature), WUEy (energy mix M) and
PUE. Note that WUE,, and PUE are competing, they are
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jointly influenced by the wet cooling percentage p. Eq. 1 can
be rewritten as:

Efc - X ieq, (WUEG(Te, p) + PUE'(p) - WUE((M)) < Wougger 7k

)
Here, the WUE(, (T, p) and PUE’(p) at time ¢ can be esti-
mated using the hybrid cooling model (Sec. II-C). WUEL (M)
denotes the regional off-site WUE, and it can be estimated
using the off-site WUE of individual energy sources weighted
by their mix percentages M.

Optimization Formulation. Under the water budget con-
straint, WATERSPLIT aims to intelligently choose the wet cool-
ing percentage to maximize the energy throughput and decide
how much water is assigned to on-site and off-site water.
A higher energy throughput (Egc) enables the datacenter to
execute more jobs within the same water constraint, achieving
both efficiency and sustainability. The optimization objective
f can be formulated as:

f = maX,e[o0,1] Egc s.t. Eq 2, (3)

Solving the Optimization Problem. Solving this optimization
is challenging because the relationship between PUE and
WUE,, is competing and inherently nonlinear. As p increases,
the system transitions from dry cooling to wet cooling, which
changes the efficiency of the cooling tower and alters the total
facility power consumption through PUE. This nonlinearity
makes it difficult to directly apply gradient-based or convex
optimization techniques. To address this, we transform the
nonlinear problem into a tractable linear mixed integer pro-
gram through piecewise-linear approximation.

Specifically, we first discretize the continuous range
p € [0,1] into a finite grid of candidate points (e.g.,
0,0.05,...,1.0) with 0.05 step. For each candidate p;, we
compute the corresponding PUE(p;) and WUE, (T, p;) us-
ing the hybrid cooling model introduced in Section II-C.
Combining these with the region’s WUEg(M), we derive
a per-energy water consumption coefficient c,, = PUE(p;) -
WUE(M) + WUE, (T, p;:), this coefficient expresses how
much total water is consumed to generate one unit of useful
IT energy. We define a set of binary variables z,, € {0,1}
to indicate whether cooling configuration p; is chosen and
apply the big-M linearization technique to transform it to a
mixed integer linear programming (MILP) problem. It can be
solved efficiently using Gurobi [42]. In practice, this lineariza-
tion process achieves a good balance between accuracy and
computational tractability. The grid resolution (e.g., 21 points
from 0% to 100%) controls the trade-off between precision and
runtime. The entire optimization typically converges within
milliseconds for a single time window. The results generated
through the Cooling Allocation Optimizer are then passed to
the low-level job scheduler, which places jobs to fully utilize
the available energy and not exceed the water budget.

C. Job Scheduler in WATERSPLIT

The Job Scheduler is the lower-level optimizer of WATER-
SPLIT, and it performs job placement after the Cooling Allo-
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Fig. 8. WATERSPLIT uses a water-aware job scheduler to
increase the job throughput under the water budget.

cation Optimizer has completed finding the potential optimal
p- It dynamically allocates computing resources to jobs based
on the output of the Cooling allocation Optimizer. This level
operates at a finer temporal granularity than the upper level
(visualized in Figure 8).

Resource and Energy Constraints. Given a batch of jobs
J = {j1,792,---,4n}, €ach job j; has an estimated water
footprint W; and a resource capacity C;. The total active jobs
must satisfy both the node capacity constraint at time ¢ and
the water budget constraint during the time duration 7.

ZtET Zj,,ej Wz < szdgep Z;,,EJ Cz < Nnode57 vt (4)

where Npoges 1S the total number of available nodes. The
scheduler’s goal is to maximize the number of started jobs
while reducing the queuing delay within each control window
under these constraints.

Scheduling Objective. We formulate the lower-level objective
as maximizing the scheduled jobs given the water budget:

max Z]’7€j ]]'scheduled(j,y) s.t. Eq 4 (5)

Here, 1 denotes a Boolean indicator that equals 1 if job j; is
scheduled and O otherwise. This formulation implicitly cap-
tures the system throughput, as the scheduler must determine
an execution order that minimizes the queuing delay.

Job Priority. In WATERSPLIT, we design a dynamic priority
based on the water budget constraint. Specifically, each job j;
is assigned a priority score:

priority(j;) = W; — v x WaitTime (6)

where Wi and WaitTime denote the normalized (min-max nor-
malization) job water footprint and waiting time. This priority
provides a simple yet effective mechanism to balance water
efficiency and scheduling fairness. The first term ensures that
jobs with lower water footprints are given higher scheduling
priority, thereby directly reducing the queuing latency as many
jobs are scheduled within the water budget. By normalizing the
water footprint, the scheduler maintains consistent behavior
across different jobs. The second term introduces a waiting-
time compensation factor scaled by ~, which gradually in-
creases the priority of long-waiting jobs. Jobs that wait longer
automatically gain higher priority (small score denotes high
priority), ensuring that large jobs are scheduled even if their
immediate water footprint is higher. This prevents starvation
of large jobs without sacrificing water savings. The scheduler
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Algorithm 1 WATERSPLIT’s Scheduling Framework

1: Input: Wet-bulb temperature 7, regional energy mix M, water
budget Whugget, job list J.

: Output: Wet cooling percentage p* and job schedule S.

: Estimate WUEo(p, T¢.), PUE(p) and WUE(M).

. for each candidate p in feasible set do

Compute on-site water W, and off-site water Wg.

Evaluate total water footprint Wiora = Won + Wosr.

Estimate achievable energy throughput Fi.

. Select p* = arg max Egc(p) subject t0 Wigwi (p) < Whudget-
. Initialize Wiemain ¢ Whudget-
: while there are pending jobs do

Calculate priority for all waiting and running jobs.

12: Select job set S; that maximizes throughput.

13: for each job j € S; do

14: if W; < Weemain then

15: Schedule job j.

16: Update remaining water Wiemain-

17: else

18: Delay j for the next round.

19: Check the waiting jobs within Wiemain, preempt them.

20: return Optimal cooling ratio p* and preemptive schedule S.

sorts jobs by ascending priority and continuously dispatches
jobs while ensuring the water budget is not violated. If a
water-intensive job’s water exceeds the remaining budget in
the current epoch, it will still be scheduled in the next epoch.

In most cases, WATERSPLIT may prioritize the short-
running jobs or those that use fewer nodes. However, short
runtime does not necessarily imply a small water footprint
or low energy. Also, low-energy jobs are not always low-
water jobs, as the embodied water (related to service time
and resources used) is another contributing factor. When WUE
is high (e.g., during hot and dry periods), WATERSPLIT
prioritizes low-energy jobs, whereas when WUE is low, it
favors jobs with lower embodied water.

Backfilling with Preemptible Jobs. We augment the primary
scheduling order with an opportunistic backfilling mechanism.
When the head-of-line job is temporarily infeasible (e.g., its
operational water would violate the current budget or pacing
curve), the scheduler selects one or more low-priority, small-
water jobs to “fill the gap.” Each backfilled job must satisfy
the water budget.

Dynamic Adjustment and Rolling Execution. Since the
environmental parameters may change over time, the scheduler
operates in a rolling-horizon manner. After each control win-
dow, the upper-layer optimizer provides an updated (p, Egc)
based on new wet-bulb temperature and energy mix data. The
scheduler then recalculates the remaining water and energy
allowance and re-prioritizes the queued jobs accordingly.
Overview of the Scheduling Framework. As summarized
in Algorithm 1, we present the framework of WATERSPLIT,
which integrates both the upper-layer Cooling Allocation Op-
timizer and the lower-layer job scheduler.

IV. EXPERIMENT METHODOLOGY

Experimental Setup. We simulate a 300-node cluster using
job traces to evaluate our proposed framework. The execution

TABLE II. Applications evaluated in WATERSPLIT.

Applications Metrics Languages Description
Mediawiki Peak RPS PHP, Hack Web Serving (Facebook)
FeedSim RPS under SLO C++ Object Aggregation
DjangoBench Peak RPS Python, C++ Web Serving (Instagram)
VideoTranscodeBench Throughput C++ Video Processing
LLM-bench Inference Latency Python LLM Inference using CPU

time, resource usage, and energy consumption of each job
are profiled on an AWS m5 bare-metal instance equipped
with 384 GB of memory and 512 GB of local storage. As
commonly adopted in schedulers [43]-[46], workload char-
acteristics (e.g., energy consumption, requested computing
resources, and expected execution time) are obtained via
offline periodic profiling, exploiting the periodic and repetitive
nature of workloads, without burdening the users. Users are
not required to estimate water footprints or track weather
conditions. In our experiments, job energy and runtime differ
from the profiled values by about +10%, demonstrating the
effectiveness of WATERSPLIT even amidst variability.

The upper-level Cooling Allocation Optimizer is formulated
as a constrained optimization problem and is solved using
the Gurobi solver [42]. The water budget is enforced within
an hourly time window, meaning that the total water usage
assigned within each hour cannot exceed the allocated water
budget. In the lower-level Job Scheduler, the parameter -y
controls the waiting-time penalty and is set to 0.3. The
parameters in the hybrid cooling model are adopted from prior
work [36], [37], where detailed component characteristics such
as fan power and pump power are available. We assume a fixed
approach temperature for the cooling tower and a constant
temperature difference within the datacenter facility, reflecting
a stable indoor thermal environment during evaluation.

Evaluated Jobs and Job Traces. We use five representative
real-world applications from the Meta DCPerf benchmark
suite [28] and a CPU-based LLM inference benchmark from
llama.cpp [29], as summarized in Table II. These applications
cover diverse domains such as web serving, caching, data
analytics, and video processing. In addition to their stan-
dard configurations, we include several variants that differ
in workload intensity, software parameters, and deployment
settings. This allows us to evaluate system behavior across a
broader range of realistic scenarios. We assume all jobs have
equal importance, but WATERSPLIT can be easily extended
to incorporate user-defined importance. For example, we can
add an urgency flag for critical jobs and boost their priority
accordingly. If 10% of jobs are marked as user-defined “ur-
gent”, the total water savings changed by only 4% points com-
pared to the WATERSPLIT without urgency flags. We use the
industry-scale Google Borg cluster trace [26], [27] and scale
it to match a 300-node cluster. Since the original Borg trace
covers only one month of operation, we manually repeat it to
construct a one-year-long simulation for long-term evaluation.
The resulting average node utilization is approximately 17%,
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Fig. 9. Box plots of wet-bulb temperature and the off-site Water
Usage Effectiveness (WUE,y) across 10 different regions.

which closely aligns with widely reported utilization levels in
datacenters [47]-[49]. WATERSPLIT remains effective across
different utilization levels.

Water Footprint Estimation. Both on-site and off-site water
footprints are calculated based on system-level energy profil-
ing. To estimate the total energy consumption, we use Intel’s
RAPL interface [50], which provides hardware-level energy
readings for CPU packages with low measurement overhead.
WATERSPLIT does not predict the on-site and off-site WUE.
The WUE,, and PUE are derived from the hybrid cooling
model [36], [37], where WUE,, varies dynamically with the
local wet-bulb temperature that directly influences evaporative
cooling efficiency. The wet-bulb temperature data used in
our experiments are collected from Meteologix [51] using
automated Selenium-based web scraping. We obtain hourly
wet-bulb temperature data for the full year of 2023 across ten
regions spanning multiple continents. Due to missing raw data
points in some regions, we apply linear interpolation to fill the
gaps and preserve realistic temporal trends.

The WUEy; is computed using hourly electricity mix
data from Electricity Maps [52], reflecting regional energy-
source breakdowns. We evaluate ten representative regions
hosting major HPC or cloud datacenters, including Sao Paulo
(Brazil), Zurich (Switzerland), Madrid (Spain), Milan (Italy),
Kobe (Japan), Cape Town (South Africa), and four U.S.
regions—Santa Clara (California), Columbus (Ohio), Portland
(Oregon), and Oak Ridge (Tennessee). These locations cover
diverse climatic and energy conditions. We show the wet-
bulb temperature and WUEq in Fig. 9. The embodied water
footprint is estimated using the iMec [53]. The Water Stress
Factor is collected from Aqueduct [54].

Competing and Complementary Solutions. We compare
WATERSPLIT with the following solutions and demonstrate
that WATERSPLIT can be integrated with existing approaches
to further enhance their effectiveness:

Dry-Only, Wet-Only. The Dry-Only solution only relies on
an air-based chiller, consuming negligible on-site water. The
Wet-Only solution employs water chillers and cooling towers.

Static-Hybrid. The Static-Hybrid solution represents a data-
center equipped with a static hybrid cooling system (p = 0.5).
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Fig. 10. WATERSPLIT provides water savings across 10 regions
compared with Dry-Only and Wet-Only solutions.

Temperature-Adaptive. The Temperature-Adaptive solution
dynamically adjusts the cooling based on ambient temperature
conditions. When the outdoor wet-bulb temperature is low,
the system prioritizes wet cooling. Conversely, when the
temperature rises, the system shifts toward dry cooling.

WaterWise, WACE, SLIT. WaterWise [55], WACE [38],
and SLIT [56] are three water-aware scheduling solutions
for the datacenter. WaterWise is a recent work that exploits
spatial scheduling opportunities across regions to jointly re-
duce carbon and water footprints. WACE adopts a Lyapunov-
based optimization framework to minimize the overall water
footprint while maintaining system stability. SLIT leverages
machine learning and evolutionary algorithms to optimize
large language model (LLM) scheduling, aiming to reduce
both carbon emissions and water consumption.

Evaluation Metrics. The evaluation of WATERSPLIT focuses
on two key metrics: the overall water footprint of the data-
center and the per-job delay time. The water footprint metric
captures both on-site and off-site water consumption during
system operation, and results are reported as the percentage of
water savings relative to the Dry-Only and Wet-Only solutions
(higher is better). The delay metric measures the average
queuing time of jobs in the queue, reflecting the efficiency of
the scheduling policy. Next, we will provide a comprehensive
evaluation of WATERSPLIT.

V. EVALUATIONS
A. Effectiveness of WATERSPLIT.

Water Saving in WATERSPLIT. In Figure 10, we show
that WATERSPLIT provides water footprint savings compared
to both Dry-Only and Wet-Only solutions under a limited
water budget, without considering the Water Stress Factor
(WSF). Note that the available water budget strongly in-
fluences WATERSPLIT. In water-intensive regions, a limited
water budget can delay many jobs, therefore, we set the water
budget to 400 liters to demonstrate the general effectiveness
of WATERSPLIT across all regions. Fig. 10 (top) shows that
WATERSPLIT reduces the total water footprint compared to
the Wet-Only solution. However, the magnitude of savings
varies across regions. In regions with water-intensive power
generation (e.g., those relying heavily on hydro or nuclear
energy, such as Sdo Paulo and Switzerland), the benefit from
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Fig. 11. Per-job CDFs show WATERSPLIT can save a signif-
icant water footprint compared with Wet-Only and Dry-Only
solutions in most regions.

WATERSPLIT is less pronounced. Quantitatively, WATER-
SPLIT achieves water footprint savings of 0.8%, 3.3%, 29.2%,
13.4%, 40%, 26.3%, 38.2%, 18.7%, 26.5%, and 48.1% in Sdo
Paulo, Zurich, Madrid, Milan, Kobe, Santa Clara, Columbus,
Portland, Oak Ridge, and Cape Town, respectively, compared
to the Wet-Only solution. A similar pattern appears when
comparing against the Dry-Only solution (Fig. 10 (bottom)).
WATERSPLIT saves more water in most regions. Notably, in
Cape Town, WATERSPLIT offers no additional water savings
beyond Dry-Only due to its high wet-bulb temperature and
extremely low off-site WUE, where the on-site water footprint
dominates, making dry cooling inherently optimal. In other
regions, WATERSPLIT still achieves reductions of 10.4%,
13.4%, 3.2%, 5.8%, 1.2%, 1.6%, 3.7%, 6.7%, 4.6% in Sdo
Paulo, Zurich, Madrid, Milan, Kobe, Santa Clara, Columbus,
Portland, and Oak Ridge, respectively, compared to the Dry-
Only configuration. Furthermore, as shown in Fig. 11, we
present the cumulative distribution function (CDF) of the water
footprint savings in regions where WATERSPLIT presents clear
advantages over both Wet-Only and Dry-Only solutions, and
WATERSPLIT consistently reduces per-job water footprint. For
example, in Columbus, individual jobs achieve up to 40%
and 20% reductions compared to the Wet-Only and Dry-Only
solutions, respectively.

Implication from WATERSPLIT

The effectiveness of hybrid cooling is inherently region-
dependent. In regions with water-intensive power genera-
tion, fully wet cooling is often more effective for minimiz-
ing PUE, whereas in hot regions with low-water power
generation, dry cooling is more favorable. Hybrid cooling
provides benefits primarily in transitional climates, and
its long-term suitability requires evaluation over extended
observation periods (more than one year).

Comparison with Hybrid Cooling Strategies. Figure 12
compares the water savings of different hybrid cooling strate-
gies across three representative regions (Switzerland, Oak
Ridge, and Portland). We observe that WATERSPLIT con-
sistently has the highest water savings among all solutions,
highlighting the advantage of dynamically tuning the wet
cooling percentage based on real-time environmental and oper-
ational parameters. For instance, in Oak Ridge, WATERSPLIT
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Fig. 13. WATERSPLIT reduces the job queuing time.

provides 9.2% and 12.3% points of additional water savings
compared to the Static-Hybrid and Temperature-Adaptive so-
lutions over Wet-Only, respectively. This is because the Static-
Hybrid and Temperature-Adaptive solutions lack awareness of
the off-site water footprint and do not incorporate a water-
aware job scheduler.

Implication from WATERSPLIT

Datacenters employing hybrid cooling should support dy-
namic control of the wet—dry cooling ratio rather than
gradually switching between these two modes. Achiev-
ing optimal water efficiency requires an integrated ap-
proach—such as WATERSPLIT—that dynamically adapts
the cooling configuration based on multiple influencing
factors, including wet-bulb temperature, regional energy
mix, and the power usage of the datacenter components.

Job Queuing Delay. WATERSPLIT jointly integrates the Cool-
ing Allocation Optimizer and a water-aware job scheduler to
minimize the overall water footprint while sustaining high
system throughput and low queuing delay. The lower-level
scheduler maximizes job admission under the water budget
constraint and incorporates waiting time into the priority func-
tion to balance efficiency and fairness. In Fig. 13, we observe
that using the water-aware job scheduler enables WATERSPLIT
to further optimize the queuing delays compared to the vanilla
version of WATERSPLIT. Interestingly, WATERSPLIT with the
water-aware scheduler has no improvement in Oak Ridge, this
is because the water budget and the number of available nodes
are already sufficient to minimize the scheduling delays. In
contrast, in Switzerland and Portland, WATERSPLIT using a
water-aware scheduler reduces queuing time by 25% and 19%
points, respectively.

Comparison with Reinforcement Learning and Overhead.
Reinforcement learning (RL) offers a flexible optimization
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Fig. 15. WATERSPLIT strictly satisfies the water budget.

method but typically suffers from limited interpretability and
requires substantial training data. In our evaluation, even when
constrained to the same decision-making overhead as WA-
TERSPLIT, an online RL-based approach incurs 13% higher
water consumption and leads to 24% higher queuing delay.
Moreover, offline RL requires training data, introduces over-
head during model training, and necessitates retraining when
regional conditions, power grid characteristics, or workload
patterns change. In comparison, WATERSPLIT has negligible
runtime overhead, requiring less than 0.03 seconds per minute
of operation.

Integrating WATERSPLIT With Existing Techniques. WA-
TERSPLIT can be integrated with existing state-of-the-art so-
lutions to further improve the water footprint savings. Wa-
terWise, WACE, and SLIT co-optimize carbon and water
footprint by exploiting temporal and spatial variations across
regions. We note that these techniques also reduce carbon,
and carbon is influenced by the PUE. We focus here on water
savings for clarity. For all solutions, the baseline corresponds
to executing jobs only in their home regions. We use the same
workloads, job traces, and weather traces. On top of the exist-
ing framework, WATERSPLIT further tunes the hybrid cooling
allocation to optimize the water footprint, which amplifies the
water-saving benefits. In Fig. 14, we show that integrating
WATERSPLIT with WaterWise, WACE, and SLIT can provide
additional 60%, 50%, and 52% point water savings.

B. Robustness of WATERSPLIT

System Utilization. WATERSPLIT is effective under different
levels of system utilization. Using Portland (Oregon) as an
example, increasing the utilization level from 17% to 50%,
WATERSPLIT still provides 18% and 6% water savings com-
pared to Wet-Only and Dry-Only schemes, respectively, under
a 400-liter water budget, and reduces average queuing delay
by 29% and 30% relative to Wet-Only and Dry-Only.
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Fig. 16. WATERSPLIT is still effective after embedding WSF.

Different Workloads. WATERSPLIT is not limited to specific
datacenter-based workloads. For example, when evaluated on
the Exascale Computing Project (ECP) suite [57], including
AMG, miniAMR, SW4lite, XSBench, under a 400-liter water
budget, WATERSPLIT can achieve 20% and 7% water savings
and reduce queuing delay by 25% and 75% compared to Wet-
Only and Dry-Only schemes, respectively (Portland, Oregon).

Water Budget. The water budget is a water footprint con-
straint in WATERSPLIT. We use Portland as an example, in
Fig. 15, we show 15 days (360 hours) of operation under
a 200-liter water budget. As shown in Fig. 15 (bottom),
WATERSPLIT effectively maintains water usage within the
assigned budget. After approximately 175 hours of operation,
WATERSPLIT fully exhausts the allocated water budget, which
aligns with the cumulative water footprint displayed in Fig. 15
(middle). This occurs because the job arrival rate increases
after 175 hours, as shown in Fig. 15 (top). Although WATER-
SPLIT can dynamically regulate the overall water footprint,
different water budgets inevitably lead to varying job queuing
times. A larger water budget allows more flexible cooling op-
erations and thus reduces queuing time. For example, when the
water budget increases from 200 liters to 250 and 300 liters,
the average job queuing time decreases by approximately 93%
and 97%. Moreover, the impact of a given water budget varies
across regions, where the on-site and off-site water usage is
higher, WATERSPLIT requires a larger water budget to achieve
the same level of performance.

Implication from WATERSPLIT

Water budget is useful to regulate and maintain a stable
water usage, considering both on-site and off-site water
footprint. However, it must be carefully managed to achieve
acceptable queuing delays.

Water Stress Factor in WATERSPLIT. Previous evaluations
assume the water stress factor is equal to one, however, this
assumption does not hold in real-world system operations.
In our evaluation, we evaluate under both static WSF and
SCARF models in the US regions. The Static WSF represents
a constant stress level over time, while the SCARF model [58]
captures short-term temporal variations in water stress. In
Fig. 16, we show that WATERSPLIT remains effective after
embedding different region-specific WSF models. For exam-
ple, incorporating the SCARF into WATERSPLIT achieves up
to 20.1%, 31.1%, 19.8%, and 4.2% water savings compared to
the Wet-Only scheme in Santa Clara, Columbus, Oak Ridge,
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Fig. 17. WATERSPLIT saves water footprint with a different
methodology.

and Portland, respectively. Similarly, it achieves 0.6%, 2.6%,
2.6%, and 0.8% savings compared to the Dry-Only scheme.

Different Methodologies for WUE. We acknowledge that the
estimation of on-sitt WUE may contain inherent uncertainties
due to the variability of the wet cooling system and the
external model usage. To better validate the effectiveness
of WATERSPLIT, we further adopt an alternative methodol-
ogy [59] to compute WUE,,. The results demonstrate that
WATERSPLIT remains effective under the new methodology,
indicating that the specific approach used to calculate on-
sittt. WUE does not affect the overall conclusions. This ad-
ditional evaluation is intended to offer sensitivity analysis,
not to invalidate earlier results. Under the alternative WUE
methodology, WATERSPLIT provides additional water savings
of 6.5%, 3.4%, and 4.5% points compared to the Static-
Hybrid solution in Switzerland, Oak Ridge, and Portland,
respectively. Compared to the Temperature-Adaptive solution,
WATERSPLIT achieves water reductions of 3%, 1.2%, and
1.4% points across the three regions.

VI. DISCUSSION

Dry-Wet Cooling and Cost Considerations. The primary
objective of WATERSPLIT is to characterize and optimize the
trade-off between on-site and off-site water consumption under
hybrid cooling configurations. However, the cost associated
with dry- and wet-cooling infrastructures can also influence
real-world deployment decisions. In practice, water-cooled
chiller plants typically incur higher installation costs than air-
cooled systems due to the additional infrastructure required for
cooling towers, water treatment systems, and pumping facili-
ties. For example, prior industry reports indicate that air-cooled
plants average approximately $1,300/ton of cooling capacity,
whereas water-cooled plants can cost around $1,700/ton [60].

Extension of WATERSPLIT. Although WATERSPLIT cur-
rently focuses on water footprint minimization under a water
budget constraint, its optimization framework is extensible.
The objective function can be augmented with cost-aware
terms that incorporate cooling infrastructure amortization and
maintenance overhead. WATERSPLIT can also be integrated
into existing batch systems such as PBS/Slurm as a policy
module. Specifically, WATERSPLIT can be integrated as an
external policy module that periodically (i) queries the job
queue and system state via standard scheduler APIs, (ii) com-
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putes water-aware job priorities and cooling decisions, and (iii)
feeds back updated priorities or QoS/partition assignments.

VII. RELATED WORK

Sustainability has become a critical consideration in job
scheduling and resource management for datacenters and HPC
systems. While early efforts centered on reducing energy use
and carbon emissions [61]-[72], researchers have begun in-
corporating water consumption into operational decisions [18],
[38], [55], [73]-[76]. Several works demonstrate that intelli-
gently scheduling workloads with awareness of water usage
can significantly reduce water consumption. WaterWise [55]
co-optimizes carbon and water footprints for parallel jobs in
distributed clouds, further incorporating each region’s water
scarcity to capture the local water scarcity. WACE [38] dynam-
ically exploits spatio-temporal variations in water availability
across distributed data centers to minimize water, carbon and
electricity costs.

Heavy water use by datacenters has spurred interest in
hybrid cooling architectures that combine different techniques
to reduce net water draw. A notable example is NREL’s HPC
datacenter, which retrofitted a thermosyphon dry cooler in par-
allel with its evaporative cooling towers. This dynamic hybrid
setup intelligently uses wet cooling when it’s hot (maximizing
efficiency of cooling towers) and switches to dry cooling when
it’s not. By operating in a weather-aware fashion, the NREL
facility was able to cut its water usage in the data center in half
while continuing to operate at optimal energy efficiency [77].
FlexCoolDC [13] presents a dynamic hybrid cooling frame-
work that optimizes datacenter operations across water, energy,
carbon, and cost dimensions. Xiang et al. [22] analyze a
hybrid mechanical and free cooling system augmented with
cold water storage, finding that it can be optimized to improve
efficiency and reduce water. However, these studies overlook
the on-site water and trade-offs between PUE and on-site
WUE. WATERSPLIT bridges this gap to include workload
scheduling and water budget. By coupling water allocation
with job-level planning, WATERSPLIT achieves system-wide
water efficiency that complements existing approaches.

VIII. CONCLUSION

In this paper, we introduce WATERSPLIT, a water-aware
optimization framework for sustainable datacenter operations
with hybrid cooling under limited water budgets. By jointly
considering on-site and off-site water footprints, WATER-
SPLIT dynamically balances cooling configuration and job
scheduling to minimize water consumption. Our evaluation
shows that WATERSPLIT saves water footprint and maintains
low job queuing latency compared to wet and dry cooling.
WATERSPLIT highlights the potential of holistic water-aware
optimization to guide sustainable datacenter management.

Acknowledgements. We thank the reviewers for their con-
structive and insightful feedback. This work is supported by
NSF Award 2124897 and Northeastern University. We used
ChatGPT for partial assistance in writing, and all such texts
were verified and edited for correctness.

Authorized licensed use limited to: The University of Utah. Downloaded on July 06,2026 at 17:26:37 UTC from IEEE Xplore. Restrictions apply.



[1]

[2]

3

[4]

[5]

[6

[7]
[8]

[9]

[13]

(14

[20

[21]

REFERENCES

Z. Li and S. G. Kandlikar, “Current status and future trends in data-
center cooling technologies,” Heat Transfer Engineering, vol. 36, no. 6,
pp. 523-538, 2015.

A. Capozzoli and G. Primiceri, “Cooling systems in data centers: state of
art and emerging technologies,” Energy Procedia, vol. 83, pp. 484-493,
2015.

McKinsey & Company. (2024) Investing in the rising
data center economy. https://www.mckinsey.com/industries/
technology-media-and-telecommunications/our-insights/
investing-in-the-rising-data-center-economy. Accessed: October
2025.

R. Madhavi, “Liquid cooling vs. air cooling evaluation in the maui
high performance computing center,” US Department of Energy Federal
Energy Management Program, 2014.

J. Cho and J. H. Moon, “Numerical coupling of energy efficiency and
thermal performance for cold plate cooling optimization in high-density
compute ai data centers,” Energy and Buildings, p. 116441, 2025.

R. Sheldon. (2024) Liquid cooling vs. air cooling in the data cen-
ter. [Online]. Available: https://www.techtarget.com/searchdatacenter/
feature/Liquid-cooling- vs-air-cooling-in-the-data-center

P. Li, J. Yang, M. A. Islam, and S. Ren, “Making ai less’ thirsty’,”
Communications of the ACM, vol. 68, no. 7, pp. 54-61, 2025.

N. Lei, J. Lu, A. Shehabi, and E. Masanet, “The water use of data center
workloads: A review and assessment of key determinants,” Resources,
Conservation and Recycling, vol. 219, p. 108310, 2025.

N. Lei, J. Lu, Z. Cheng, Z. Cao, A. Shehabi, and E. Masanet, “Geospatial
assessment of water footprints for hyperscale data centers in the united
states,” in Journal of Physics: Conference Series, vol. 2600, no. 17. 10P
Publishing, 2023, p. 172003.

N. R. E. L. (NREL). (2023) Reducing water usage in data cen-
ters. [Online]. Available: https://www.nrel.gov/computational-science/
reducing- water-usage

K. Heslin, “Ignore data center water consumption at your own peril,”
Uptime Institute, 2016.

9,

Ceres. (2024) Drained by data: The cumulative impact
of data centers on regional water stress. [Online]. Avail-
able: https://www.ceres.org/resources/reports/drained-by-data-the%

-cumulative-impact-of-data-centers- on-regional- water-stress

W. E. Gnibga, A. A. Chien, A. Blavette, and A. C. Orgerie, “Flexcooldc:
Datacenter cooling flexibility for harmonizing water, energy, carbon,
and cost trade-offs,” in Proceedings of the 15th ACM International
Conference on Future and Sustainable Energy Systems, 2024, pp. 108—
122.

R. Sharma, R. Shih, A. McReynolds, C. Bash, C. Patel, and T. Christian,
“Water utilization in data center infrastructure,” in ASME International
Mechanical Engineering Congress and Exposition, vol. 44298, 2010,
pp. 1413-1419.

P. Engineering. (2023) Evaluating the economics of alternative
cooling technologies. [Online]. Available: https://www.power-eng.com/
coal/evaluat-economics-alternative-cool-technologies/

Y. Qin, Y. Wang, S. Li, H. Deng, N. Wanders, J. Bosmans, L. Huang,
C. Hong, E. Byers, D. Gingerich et al., “Global assessment of the
carbon—water tradeoff of dry cooling for thermal power generation,”
Nature Water, vol. 1, no. 8, pp. 682-693, 2023.

N. Sheets and M. Liu, “Integrated chiller system reduce building
operation and maintenance costs in cold climates,” 2003.

R. Sharma, A. Shah, C. Bash, T. Christian, and C. Patel, “Water effi-
ciency management in datacenters: Metrics and methodology,” in 2009
IEEE International Symposium on Sustainable Systems and Technology.
IEEE, 2009, pp. 1-6.

D. E. Sickinger, O. D. Van Geet, S. A. Belmont, T. Carter, and
D. Martinez, “Thermosyphon cooler hybrid system for water savings
in an energy-efficient hpc data center: Results from 24 months and
the impact on water usage effectiveness,” National Renewable Energy
Lab.(NREL), Golden, CO (United States), Tech. Rep., 2018.
SemiAnalysis. (2024) Data center anatomy part 2: Cooling
systems. [Online]. Available: https://newsletter.semianalysis.com/p/
datacenter-anatomy- part-2-cooling-systems

R. O. N. Data and C. S. Story, “Using thermosyphon hybrid cooling
system to optimize data center water efficiency.”

1399

[22]

[23]

[24]

[25]

[26]

[27]

[28]

[29]

[30]

[31]

[32]

[33]

[34]

[35]

[36]

[37]

[38]

[39]

[40]

[41]

K. Xiang, Z. Tian, C. Zhou, Y. Luo, W. Wu, J. Fan, and M. Deymi-
Dashtebayaz, “Performance analysis and optimization of a hybrid me-
chanical and free cooling system with cold water storage for a data
center,” Applied Thermal Engineering, vol. 267, p. 125831, 2025.

Z. Nourani, A. Naserbegi, S. Tayyebi, and M. Aghaie, “Thermodynamic
evaluation of hybrid cooling towers based on ambient temperature,”
Thermal Science and Engineering Progress, vol. 14, p. 100406, 2019.

M. Garcia, “Ai uses how much water navigating regulation of ai data
centers water footprint post-watershed loper bright decision,” Navigating
Regulation Of Al Data Centers Water Footprint Post-Watershed Loper
Bright Decision, 2024.

C. Schlag, S. Constantinides, and A. Goldman. (2025) Water use in u.s.
data centers: Legal and regulatory risks. Nixon Peabody LLP. [Online].
Available: https://www.nixonpeabody.com/insights/articles/2025/09/05/
water-use-in-us-data-centers-legal-and-regulatory-risks

M. Tirmazi, A. Barker, N. Deng, M. E. Haque, Z. G. Qin, S. Hand,
M. Harchol-Balter, and J. Wilkes, “Borg: the next generation,” in
Proceedings of the fifteenth European conference on computer systems,
2020, pp. 1-14.

J. Wilkes, “Yet more google compute cluster trace data,” Google
research blog, 2020.

W. Su, A. Dhanotia, C. Torres, J. Gandhi, N. Gholkar, S. Kanaujia,
M. Naumov, K. Subramanian, V. Andrei, Y. Yuan, and C. Tang, “Dcperf:
An open-source, battle-tested performance benchmark suite for data-
center workloads,” in Proceedings of the 48th IEEE/ACM International
Symposium on Computer Architecture (ISCA’25), 2025.

G. Gerganov and other contributors. llama.cpp: Port of facebook’s
llama model in c/c++. https://github.com/ggerganov/llama.cpp. Efficient
inference of LLaMA models on CPUs and GPUs.

M. G. Bardon, P. Wuytens, L.-A. Ragnarsson, G. Mirabelli, D. Jang,
G. Willems, A. Mallik, A. Spessot, J. Ryckaert, and B. Par-
vais, “Dtco including sustainability: Power-performance-area-cost-
environmental score (ppace) analysis for logic technologies,” in 2020
IEEE International Electron Devices Meeting (IEDM). 1EEE, 2020,
pp. 41-4.

Q. Wang, N. Huang, Z. Chen, X. Chen, H. Cai, and Y. Wu, “Environ-
mental data and facts in the semiconductor manufacturing industry: An
unexpected high water and energy consumption situation,” Water Cycle,
vol. 4, pp. 47-54, 2023.

Y. Jiang, R. Kanakagiri, R. Basu Roy, and D. Tiwari, “Thirstyflops:
Water footprint modeling and analysis toward sustainable hpc systems,”
in Proceedings of the International Conference for High Performance
Computing, Networking, Storage and Analysis, 2025, pp. 855-869.

A. Samanta, Y. Jiang, R. Stutsman, and R. B. Roy, “Water footprint of
datacenter applications: Methodological implications of manufacturing,
operational, and decommissioning phases,” in Proceedings of the 2025
ACM Symposium on Cloud Computing, 2025, pp. 102-110.

K. Frost and 1. Hua, “A spatially explicit assessment of water use
by the global semiconductor industry,” in 2017 IEEE Conference on
Technologies for Sustainability (SusTech). IEEE, 2017, pp. 1-5.

J. Macknick, R. Newmark, G. Heath, and K. Hallett, “Review of
operational water consumption and withdrawal factors for electricity
generating technologies,” 2011.

N. Lei and E. Masanet, “Statistical analysis for predicting location-
specific data center pue and its improvement potential,” Energy, vol.
201, p. 117556, 2020.

——, “Climate-and technology-specific pue and wue estimations for
us data centers using a hybrid statistical and thermodynamics-based
approach,” Resources, Conservation and Recycling, vol. 182, p. 106323,
2022.

M. A. Islam, K. Ahmed, H. Xu, N. H. Tran, G. Quan, and S. Ren,
“Exploiting spatio-temporal diversity for water saving in geo-distributed
data centers,” IEEE Transactions on Cloud Computing, vol. 6, no. 3, pp.
734-746, 2018.

A.-M. Boulay, J. Bare, L. Benini, M. Berger, M. J. Lathuilliere,
A. Manzardo, M. Margni, M. Motoshita, M. Nuifez, A. V. Pastor
et al., “The wulca consensus characterization model for water scarcity
footprints: assessing impacts of water consumption based on available
water remaining (aware),” The International Journal of Life Cycle
Assessment, vol. 23, no. 2, pp. 368-378, 2018.

T. Oki and S. Kanae, “Global hydrological cycles and world water
resources,” science, vol. 313, no. 5790, pp. 1068-1072, 2006.

B. G. Ridoutt and S. Pfister, “A revised approach to water footprinting to
make transparent the impacts of consumption and production on global

Authorized licensed use limited to: The University of Utah. Downloaded on July 06,2026 at 17:26:37 UTC from IEEE Xplore. Restrictions apply.



[42]

[43]

[44]

[45]

[46]

[47]

[48]

[49]

[50]

[51]

[52]

[53]

[54]

[55]

[56]

[57]

[58]

[59]

[60]

[61]

[62]

[63]

freshwater scarcity,” Global Environmental Change, vol. 20, no. 1, pp.
113-120, 2010.

Gurobi Optimization, LLC. Gurobi Optimizer Reference Manual.
[Online]. Available: https://www.gurobi.com

D. Nichols, A. Marathe, K. Shoga, T. Gamblin, and A. Bhatele,
“Resource utilization aware job scheduling to mitigate performance vari-
ability,” in 2022 IEEE International Parallel and Distributed Processing
Symposium (IPDPS). 1EEE, 2022, pp. 335-345.

C. Delimitrou and C. Kozyrakis, “Quasar: Resource-efficient and qos-
aware cluster management,” ACM Sigplan Notices, vol. 49, no. 4, pp.
127-144, 2014.

, “Paragon: Qos-aware scheduling for heterogeneous datacenters,”
Acm SIGPLAN Notices, vol. 48, no. 4, pp. 77-88, 2013.

Y. Cheng, M. S. Igbal, A. Gupta, and A. R. Butt, “Cast: Tiering storage
for data analytics in the cloud,” in Proceedings of the 24th international
symposium on high-performance parallel and distributed computing,
2015, pp. 45-56.

Y. Cheng, A. Anwar, and X. Duan, “Analyzing alibaba’s co-located
datacenter workloads,” in 2018 IEEE International Conference on Big
Data (Big Data). 1EEE, 2018, pp. 292-297.

J. Leverich and C. Kozyrakis, ‘“Reconciling high server utilization
and sub-millisecond quality-of-service,” in Proceedings of the Ninth
European Conference on Computer Systems, 2014, pp. 1-14.

M. Uddin and A. A. Rahman, “Server consolidation: An approach
to make data centers energy efficient and green,” arXiv preprint
arXiv:1010.5037, 2010.

K. N. Khan, M. Hirki, T. Niemi, J. K. Nurminen, and Z. Ou, “Rapl
in action: Experiences in using rapl for power measurements,” ACM
Transactions on Modeling and Performance Evaluation of Computing
Systems (TOMPECS), vol. 3, no. 2, pp. 1-26, 2018.

meteologix. (2025) meteologix Live 24/7. [Online]. Available: https:
/Imeteologix.com/in

E. Maps. (2025) Electricity Maps Live 24/7. [Online]. Available:
https://app.electricitymaps.com/

L. V. Winckel, L. Boakes, B. Vanhouche, I.-Y. Liu, W. Ragnarsson,
V. Schellekens, C. Rolin, L. A. Ragnarsson, and S. Asha. (n.d.)
imec.netzero. https://netzero.imec-int.com/. Accessed: 2025-10-06.
World Resources Institute, “Aqueduct water risk atlas,” https://www.wri.
org/applications/aqueduct/water-risk-atlas/, 2024, [Online]. Accessed:
2026-02-16.

Y. Jiang, R. B. Roy, R. Kanakagiri, and D. Tiwari, “Waterwise: Co-
optimizing carbon-and water-footprint toward environmentally sustain-
able cloud computing,” in Proceedings of the 30th ACM SIGPLAN
Annual Symposium on Principles and Practice of Parallel Programming,
2025, pp. 297-311.

H. Moore, S. Qi, N. Hogade, D. Milojicic, C. Bash, and S. Pasricha,
“Sustainable carbon-aware and water-efficient 1lm scheduling in geo-
distributed cloud datacenters,” arXiv preprint arXiv:2505.23554, 2025.
U.S. Department of Energy. (2026) Exascale computing project. https:
/Iwww.exascaleproject.org/. Accessed: 2026-02-16.

Y. Wu, I. Hua, and Y. Ding, “Not all water consumption is equal: A water
stress weighted metric for sustainable computing,” ACM SIGENERGY
Energy Informatics Review, vol. 5, no. 2, pp. 84-90, 2025.

P. S. Gupta, M. R. Hossen, P. Li, S. Ren, and M. A. Islam, “A dataset
for research on water sustainability,” in Proceedings of the 15th ACM
International Conference on Future and Sustainable Energy Systems,
2024, pp. 442-446.

Consulting-Specifying Engineer, “Air- versus water-
cooled chilled water plants,” https://www.csemag.com/
air- versus-water-cooled- chilled- water-plants/, 2018, [Online].

Accessed: 2026-02-16.

A. L. V. Solérzano, K. Sato, K. Yamamoto, F. Shoji, J. M. Brandt,
B. Schwaller, S. P. Walton, J. Green, and D. Tiwari, “Toward sus-
tainable hpc: In-production deployment of incentive-based power effi-
ciency mechanism on the fugaku supercomputer,” in SC24: International
Conference for High Performance Computing, Networking, Storage and
Analysis. 1EEE, 2024, pp. 1-16.

B. Li, R. Basu Roy, D. Wang, S. Samsi, V. Gadepally, and D. Tiwari,
“Toward sustainable hpc: Carbon footprint estimation and environmen-
tal implications of hpc systems,” in Proceedings of the international
conference for high performance computing, networking, storage and
analysis, 2023, pp. 1-15.

F. Antici, M. Seyedkazemi Ardebili, A. Bartolini, and Z. Kiziltan,
“Pm100: A job power consumption dataset of a large-scale production

[64]

[65]

[66]

[67]

[68]

[69]

[70]

[71]

[72]

[73]

[74]

[75]

[76]

[77]

1400

hpc system,” in Proceedings of the SC’23 Workshops of The Interna-
tional Conference on High Performance Computing, Network, Storage,
and Analysis, 2023, pp. 1812-1819.

Y. Georgiou, D. Glesser, K. Rzadca, and D. Trystram, “A scheduler-
level incentive mechanism for energy efficiency in hpc,” in 2015
15th IEEE/ACM International Symposium on Cluster, Cloud and Grid
Computing. 1EEE, 2015, pp. 617-626.

K. P. Saravanan, P. M. Carpenter, and A. Ramirez, “A performance
perspective on energy efficient hpc links,” in Proceedings of the 28th
ACM international conference on Supercomputing, 2014, pp. 313-322.
B. Acun, B. Lee, F. Kazhamiaka, K. Maeng, U. Gupta, M. Chakkar-
avarthy, D. Brooks, and C.-J. Wu, “Carbon explorer: A holistic frame-
work for designing carbon aware datacenters,” in Proceedings of the 28th
ACM International Conference on Architectural Support for Program-
ming Languages and Operating Systems, Volume 2, 2023, pp. 118-132.
U. Gupta, M. Elgamal, G. Hills, G.-Y. Wei, H.-H. S. Lee, D. Brooks,
and C.-J. Wu, “Act: designing sustainable computer systems with an
architectural carbon modeling tool,” in Proceedings of the 49th Annual
International Symposium on Computer Architecture, 2022, pp. 784-799.
U. Gupta, Y. G. Kim, S. Lee, J. Tse, H-H. S. Lee, G.-Y. Wei,
D. Brooks, and C.-J. Wu, “Chasing carbon: The elusive environmental
footprint of computing,” in 2021 IEEE International Symposium on
High-Performance Computer Architecture (HPCA). IEEE, 2021, pp.
854-867.

J. Wang, D. S. Berger, F. Kazhamiaka, C. Irvene, C. Zhang, E. Choukse,
K. Frost, R. Fonseca, B. Warrier, C. Bansal et al., “Designing cloud
servers for lower carbon,” in 2024 ACM/IEEE 51st Annual International
Symposium on Computer Architecture (ISCA). 1EEE, 2024, pp. 452—
470.

J. Gao, H. Wang, and H. Shen, “Smartly handling renewable energy
instability in supporting a cloud datacenter,” in 2020 IEEE international
parallel and distributed processing symposium (IPDPS). 1EEE, 2020,
pp. 769-778.

J. Shuja, K. Bilal, S. A. Madani, M. Othman, R. Ranjan, P. Balaji,
and S. U. Khan, “Survey of techniques and architectures for designing
energy-efficient data centers,” IEEE Systems Journal, vol. 10, no. 2, pp.
507-519, 2014.

M. Elgamal, D. Carmean, E. Ansari, O. Zed, R. Peri, S. Manne,
U. Gupta, G.-Y. Wei, D. Brooks, G. Hills et al., “Cordoba: Carbon-
efficient optimization framework for computing systems,” in 2025 IEEE
International Symposium on High Performance Computer Architecture
(HPCA). 1IEEE, 2025, pp. 1289-1303.

A. Naug, A. Guillen-Perez, R. Luna Gutierrez, V. Gundecha, C. Bash,
S. Ghorbanpour, S. Mousavi, A. Ramesh Babu, D. Markovikj,
L. Dheeraj Kashyap et al., “Sustaindc: Benchmarking for sustainable
data center control,” Advances in Neural Information Processing Sys-
tems, vol. 37, pp. 100 630-100 669, 2024.

L. Chen and A. P. Wemhoff, “Characterizing data center cooling system
water stress in the united states,” in ASHRAE Annual Conference papers,
2022.

P. Li, J. Yang, A. Wierman, and S. Ren, “Towards environmentally
equitable ai via geographical load balancing,” in Proceedings of the
15th ACM International Conference on Future and Sustainable Energy
Systems, 2024, pp. 291-307.

J. Morrison, C. Na, J. Fernandez, T. Dettmers, E. Strubell, and J. Dodge,
“Holistically evaluating the environmental impact of creating language
models,” arXiv preprint arXiv:2503.05804, 2025.

National Renewable Energy Laboratory, “Using thermosyphon hybrid
cooling system to optimize data center water efficiency,” National
Renewable Energy Laboratory, Golden, CO, Tech. Rep. DOE/GO-
102019-5172, May 2019, nREL/FS-2C00-73644. [Online]. Available:
https://docs.nrel.gov/docs/fy 190sti/73644.pdf

Authorized licensed use limited to: The University of Utah. Downloaded on July 06,2026 at 17:26:37 UTC from IEEE Xplore. Restrictions apply.



Appendix: Artifact Description/Artifact Evaluation

Artifact Description (AD)

I. OVERVIEW OF CONTRIBUTIONS AND ARTIFACTS

A. Paper’s Main Contributions

Cy Design and implementation of a hybrid cooling sys-
tem prototype that integrates wet and dry cooling
subsystems in parallel. The model incorporates major
datacenter infrastructure components (water-cooled
and air-cooled chillers, cooling towers, pumps, fans,
humidifiers, UPS, lighting, and power distribution). It
enables dynamic control via the wet cooling percent-
age (p) and estimates both PUE and on-site WUE as
functions of ambient wet-bulb temperature, regional
energy mix, and cooling configuration.
WATERSPLIT jointly manages cooling allocation and
workload scheduling under limited water budgets to
minimize the water footprint. WATERSPLIT consists
of 2 components: (a). Cooling Allocation Optimizer:
Formulated as an MILP problem to determine the
optimal wet cooling percentage. (b). Water-aware Job
Scheduler: Dynamically allocates resources using a
priority mechanism that combines normalized water
footprint and waiting time to maximize job through-
put and reduce water footprint under constraints.
WATERSPLIT is evaluated across 10 geographically
diverse regions using real-world weather traces,
hourly electricity mix data, Google Borg workload
traces, and a diverse set of applications. The eval-
uation results show that WATERSPLIT reduces wa-
ter consumption compared with Wet-Only and Dry-
Only cooling, and outperforms other hybrid cooling
solutions (Static-Hybrid and Temperature-Adaptive
scheme). Moreover, WATERSPLIT complements ex-
isting techniques, providing additional water savings
when combined with them.

Cy

Cs

B. Computational Artifacts

A;  https://doi.org/10.5281/zenodo.18644807
Artifact ID  Contributions Related
Supported Paper Elements
A1 Cl Flg 4 - Flg 6
Cy Fig. 7, Fig. 8, Algorithm 1
Cs Fig. 10 - Fig. 13

Fig. 15, Fig. 16, Fig. 17

II. ARTIFACT IDENTIFICATION
A. Computational Artifact Aq
Relation To Contributions

This artifact A; contains the scripts and datasets used in
the paper to schedule jobs and determine the wet cooling
percentage. The artifact contains the hybrid cooling system
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prototype, and returns the estimated PUE and on-site WUE
(C1). Next, the artifact provides the implementation of WA-
TERSPLIT, including the two components (C2). Finally, the
artifact includes scripts related to multi-region evaluation (Cs).

Expected Results

WATERSPLIT generates per-job execution logs tracking wa-
ter consumption. Each job log record contains the arrival time,
start time, planned water footprint, and the breakdown of off-
site, on-site, and embodied water consumption. WATERSPLIT
demonstrates water savings compared to baseline cooling
strategies across ten geographically diverse regions.

Expected Reproduction Time (in Minutes)

The setup phase takes 1 hour. The job profiling phase
requires 7 hours to complete. The evaluation phase executes
WATERSPLIT across 10 regions with full-year simulation in
approximately 20 minutes. Post-experiment data processing
and all figure generation require an additional 10 minutes.

Artifact Setup (incl. Inputs)

Hardware: 'WATERSPLIT utilizes AWS EC2 m5.metal
instances, each configured with 96 CPU cores, 384 GiB RAM,
and 512 GB storage. The evaluation simulates a 300-node
cluster using job traces and profiled measurements. There are
no special hardware requirements for running the evaluation.

Software: This artifact uses Python 3.10. All dependencies
are included in the artifact.

Datasets / Inputs: The artifact leverages the Google Borg
cluster trace for workload execution, scaled to match a 300-
node datacenter. Application benchmarks are sourced from
the DCPerf suite and the llama.cpp framework. Environmen-
tal data includes wet-bulb temperature traces collected from
Meteologix, regional energy mix data from Electricity Maps,
embodied water footprint estimates from iMec, and Water
Stress Factor (WSF) data from Aqueduct.

Installation and Deployment: Executing WATERSPLIT re-
quires an AWS account for job profiling on EC2 machines.
Download the code and install all the dependencies. Also,
apply for the Gurobi access license to use Gurobi in WATER-
SPLIT. After finishing profiling the job data, please follow the
README.md to run the simulation code.

Artifact Execution

After installation and job profiling, WATERSPLIT collects
environmental variables. When the simulation starts, datacen-
ter jobs are submitted to the control node according to the
Borg traces, and scheduling decisions are made. WATERSPLIT
records and stores detailed job logs for analysis.

Artifact Analysis (incl. Outputs)

The artifact includes figures and results. WATERSPLIT mon-
itors each job’s log, including water footprint and delay, and
analyzes average water savings compared to baseline solutions.
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Artifact Evaluation (AE)

A. Computational Artifact A,
Artifact Setup (incl. Inputs)

Please refer to README.md for detailed execution in-
structions. Workloads are sourced from Meta DCPerf
(https://github.com/facebookresearch/DCPerf) and llama.cpp
(https://github.com/ggml-org/llama.cpp). First, set up AWS
m5.metal instances and profile the energy consumption and
runtime of workloads using RAPL-based measurements. Next,
download hourly energy mix breakdowns from Electricity
Maps (https://app.electricitymaps.com/) and collect wet-bulb
temperature data from Meteologix (https://meteologix.com/)
by running wet_bulb.ipynb, which automatically scrapes
and processes the temperature traces. After collecting all
required job profiles and environmental data, execute the main
simulation script to run WATERSPLIT across all regions with
the full-year Google Borg trace (https://github.com/google/
cluster-data). The simulation phase has no special hardware re-
quirements and runs on standard compute instances. The eval-
uation is based on Python 3.10 with Jupyter Notebook support.
Install all required packages listed in requirements.txt
using pip install -r requirements.txt. Note that
a Gurobi license (free academic licenses available at https:
/lwww.gurobi.com/academia/) is required to solve the opti-
mization problems.

Artifact Execution

In our artifact (https://doi.org/10.5281/zenodo.18644807),
we provide a detailed, step-by-step workflow in README . md.
WATERSPLIT estimates water consumption in HPC systems
through a configurable simulation pipeline. Users can
reproduce the experiments by following the instructions
in the README and executing the WaterSplit workflow
in sequence. Key parameters can be freely configured
in the code to match different experimental settings,
including the region, water budget, cooling strategy, and
workload scale. Here is an example, region: str =
'IT-NO', water_budget: int = 400, cooling:
str = 'WaterSplit', node_size: int = 300
The evaluation of WATERSPLIT requires configuring these
parameters to reflect different regions, water budgets, and
workload settings.

Artifact Analysis (incl. Outputs)

The water footprint savings achieved by WATERSPLIT
should closely match the main results presented in Fig. 10 and
Fig. 11, demonstrating varying magnitudes of water savings
across different regions. The job queuing delay of WATER-
SPLIT should also closely match the results in Fig. 13.
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