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Abstract

A new release of ChemNetworks (Journal of Computational Chemistry, 2013,
35, 495-505), is described. Updates have made the software performant in super-
computing environments, capable of real-time graph construction and analysis
with running simulations, and incorporate graph theory libraries for diverse
and customizable analysis workflows. Here, we describe newly implemented al-
gorithms (and examples) in ChemNetworks that include a recursive Z-matrix
algorithm for structure identification and graph construction, the incorporation
of the DataSpaces data staging framework as one of its optional I/O engines,
and user-contributed graph theory analyses that leverage the igraph library.
The new release of ChemNetworks better enables ongoing development through
community contributions.

1. Introduction

For more than a century, graph theory has found enduring practical appli-
cation in the study of chemical structure and interaction. Graphs in chemistry
have evolved substantially from early 19th century work of Cayley’s enumeration
of alkane isomers[1] using tree graphs, to a practical tool in many modern-day
computational methods, such as scoring of protein-ligand binding affinities in
computational drug discovery research[2]. Publications for graph theory topics
in chemistry have seen accelerating growth in the past decade, as described in
recent review[3], and modern tools are greatly needed to better facilitate this
research.

A graph of a chemical system often entails nodes (or vertices) that repre-
sent atoms, molecules, or other coarse-grained chemical entities. Edges gen-
erally represent interactions that may be defined by energy, distance, forces,
or other criterion. Given the atomistic information provided by the tools of
computational chemistry (e.g., molecular dynamics simulation) chemical graph
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creation workflows have been developed for ingesting Cartesian coordinates or
other simulation output files, defining criterion for graph construction, and pro-
ducing graphs in various formats (e.g., edge lists, adjacency matrices, etc.) One
of the earlier set of codes to do so was the ChemNetworks[4], a C library, orig-
inally developed as a complementary software package to the R program to
moleculaRnetworks[5]. More recently, highly specific graph construction algo-
rithms exist that focus on specific tasks associated with graph structural-pattern
identification[6, 7, 8, 9, 10, 11], graph metric calculations[12, 13, 14, 15, 16], etc.
The implementations of these chemical graph operations, while powerful, are of-
ten designed around very specific research focuses and built up from collections
of custom, poorly optimized code.

To address this need, this work reports a major revision to the ChemNet-
works software program that is performant for supercomputing environments,
integrates real-time graph construction and analyses, and leverages existing
graph theory libraries for diverse, rapid and customizable analysis for diverse
chemical problems. ChemNetworks ingests XYZ coordinate files, as well as
molecular dynamics trajectory data from LAMMPS[17] and GROMACS[18],
first creating a disconnected node graph defined by the particle attributes from
the simulation data. Nodes are defined as simulation particles, and node at-
tributes are attached, i.e. xyz coordinates, atom name, molecule name, or
residue id.

Determining the connections between particles is driven by a powerful edge
definition tool that allows searching node attribute space for complex Z-matrix
like structure definitions. These searches allow for geometric search definitions
using the familiar Z-matrix internal reference framework, but extend this al-
ready powerful tool to also include non-geometric definitions and logical opera-
tors. The graph storage, manipulation, and analysis are handled in the back end
by the efficient, robust, and well-established external igraph library.[19, 20, 21]
ChemNetworks is also designed for efficiency and supports multi-threaded, rapid
graph construction, allowing for on-the-fly analysis often capable of being per-
formed concurrently with chemical simulation. Concurrent simulation and ana-
lyis are performed using the DataSpaces library, which manages an in-memory
staging space for data structures shared across programs.[22]

The outline of the rest of this paper is as follows. Section 2 describes the
general workflow, input file structure and command descriptions. Section 3 de-
scribes the recursive Z-matrix-based graph construction algorithm, which pro-
vides highly tunable structure searches. Multiple examples of both standard and
non-standard Z-matrix row commands are provided. The customizable graph
theory analyses are described in Section 4, including a template for user con-
tributions to ChemNetworks analysis capabilities. A full input file example is
shown in Section 2.1. Finally, in Section 5, ChemNetworks performance with
various CPU core counts is analyzed as a function of graph size and the number
of many-body interactions described by the Z-matrix (referred to as Z-matrix
depth).
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2. Overview

ChemNetworks is designed to process simulation data on a configuration
by configuration basis, where each configuration comes at a timestep within
a molecular dynamics simulation or is part of an ensemble sampled by Monte
Carlo. This may be done either in sequence or in parallel, to convert the chemical
information into graph format for further analysis. All graph data are created,
stored, and handled by the igraph library.[21] The overall program workflow is
illustrated in Figure 1, with individual sections described below.

Figure 1: ChemNetworks program flowchart

2.1. Input File
The program flow is dictated by an INI style input file where commands

either set parameters or execute program logic. Parameter setting occurs on
the first pass through of the input file, and warnings are issued if any command
dependencies are not set, set out of order, or if command arguments are in-
valid before execution. The execution commands are then performed in order
of appearance in the input file. The commands are divided into four distinct
blocks, [SETTINGS] for global ChemNetworks settings, [TRAJECTORY]
for processing incoming trajectory data, [ZMATRIX] for creating edge def-
inition search criteria, and [GRAPH] for graph manipulation and analysis
commands. ChemNetworks standard output files are node lists, edge lists, and
Z-matrix lists. The following briefly describe the commands available in each
part of the input file. A full description of an example input file for a Water-
Lithium-Chloride solution is provided in section S3. An exhaustive list of com-
mands, with regularly maintained guides and tutorials can be found on the
documentation site.

https://chemnetworks.readthedocs.io/latest/
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2.1.1. The SETTINGS Block
This block contains commands pertaining to global settings, including the

timesteps over which to run, and input/output file delimiters. As there are
multiple input avenues for graph data in other blocks, a global timestep reference
ensures that multiple blocks are always in sync with each other. The starting and
ending timesteps may be specified, along with a stride. The ending timesteps
may be set to -1 to represent an unbounded timestep.

TIMESTEPS = 0 10000 100
TIMESTEPS = 0 -1 10
TIMESTEPS = 8 120 2

The customizable delimiters allow for flexibility with external parsing tools, and
help to avoid parsing collisions with attribute values.

DELIM.FILE = \t
DELIM.MAP = |

2.1.2. The TRAJECTORY Block
ChemNetworks is designed to simplify simulation data processing workflows

through automation of data input from common chemical software packages.
ChemNetworks converts simulation data directly to igraph objects in memory.
If some desired attribute is not available in a given trajectory, GRAPH block
functions can be used to add additional node attributes based on existing ones.

2.2. Trajectory File Types
XYZ files are supported, with some requirements. As they are a non-

standardized format without column labels, some assumptions are made about
their data structure. It is assumed that the only data available are atom_type in
the first column, followed by x, y, and z coordinates in the next three columns.
Depending on the source, the atom_type attribute may be a numerical index
or an atom label. LAMMPS lammpstrj files[17] are fully supported for au-
tomatic parsing. The LAMMPS trajectory file formats contain a wide variety
of output data with possibly custom user-defined column names. These are
read automatically and any LAMMPS column title and associated data can be
referenced to define a node attribute. GROMACS[18] gro and xtc files are
fully supported independently, and in conjunction with each other, where the
gro file provides the atom and molecule types and ids, while the xtc file provides
per-frame coordinates.

Periodic Boundary Conditions Settings. The periodic boundary conditions (PBCs)
of the trajectory can be added by user input, or read directly from the trajec-
tory file (if supported by that format). Triclinic PBCs are supported using cell
tilt factors xy, xz, and yz. Interactions that cross PBCs are handled using the
minimum image convention.
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[GRAPH]
...
PBC.DIM = read
PBC.DIM = $xhi $yhi $zhi
PBC.DIM = $xlo $xhi $ylo $yhi $zlo $zhi
PBC.DIM = $xlo $xhi $ylo $yhi $zlo $zhi $xy $xz $yz

2.2.1. The ZMATRIX Block
Edge definitions in graphs constructed from trajectory or node information

are primarily accomplished by a Z-matrix-like search function unique to Chem-
Networks. The Z-matrix format is used in various molecular modeling and
computational chemistry programs due to its convenience in structure defini-
tion, symmetry enforcement, and the ability to easily define internal dimensional
properties close to those that yield optimal geometries. However, this structure
representation only defines a single specific geometry, while in a chemical sim-
ulation, bond lengths and angles are distorted from their optimal geometries.
In order to create chemical graphs based on Z-matrix definitions, a method is
needed to search for the distorted structures within some bounded range of these
definitions.

To do this, ChemNetworks performs searches on graphs using a Z-matrix-
like template. However, instead of using variable parameters to define geometric
properties such as distances, angles, and dihedrals, functional acceptance criteria
are used to define a parameter values and ranges. These criteria functions are
command templates that take an argument list and return a boolean. Users can
define instances and parameters of these functions as variables, where they can
then be inserted into Z-matrix search definitions.

To demonstrate usage, Figure 2 illustrates how to search for nodes meeting
all geometric criteria of an H2O2 molecule. In this example, criteria acceptance
functions for selecting attributes, distances, angles, and dihedrals are defined.
The variable names are defined by the user and preceded with a dollar sign ($).
The variable definition is the name of a criteria function followed by the pa-
rameters of that function. Once the variables are defined, they are inserted into
a Z-matrix template. ChemNetworks uses the command ROW to define each
level of a Z-matrix definition. Each ROW command is automatically indexed,
with a base-index of 1 and in increments of 1. Arguments for the ROW com-
mand alternate by variable names and ROW index references. These Z-matrix
selection functions in ChemNetworks are more expansive than typical geometric
criteria, and a complete list and description of these functions can be found in
Section 3.2. Multiple ZMATRIX blocks can be used in a single input file to
define multiple structures. Variable definitions can be used multiple times but
are unique to each ZMATRIX block and are undefined in other ZMATRIX
blocks.
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[ZMATRIX]
NAME = peroxide

$O = attr type 1
$H = attr type 2
$OH = dist 0.8 1.0
$OO = dist 1.3 1.5
$OOH = angle 100 110
$HOOH = dihedral 115 125

ROW = $H
ROW = $O 1 $OH
ROW = $O 2 $OO 1 $OOH
ROW = $H 3 $OH 2 $OOH 3 $HOOH

Figure 2: ZMATRIX block definition for Hydrogen Peroxide. Variables are defined using
the $VAR format. Z-matrix rows begin with the ROW command.

2.2.2. The GRAPH Block
The GRAPH block contains commands for graph construction, manipu-

lation, analysis, and output. The following sections detail node and edge ad-
dition, attribute handling, custom analysis operations, and file writing. Every
new GRAPH block corresponds to a independent graph object. This allows
multiple graphs to be constructed and analyzed within the same input file.

Adding Nodes and Node Attributes. Nodes are added from either a trajectory
source or from a ChemNetworks nds file. Attributes defined in either of these
sources are automatically added to the graph node attributes. Only one node
source can be specified.

ADD.NODES.TRAJECTORY = example_trj
ADD.NODES.FROM_FILE = example.*.nds

Additional node attributes can be added in two ways, from existing node at-
tributes or from the result of a Z-matrix search. Adding node attributes from
existing node attributes is accomplished by defining a new attribute name and
value based on an existing attribute name and value. This is especially useful for
adding chemical names to trajectory data for which indexing or other custom
naming schemes have been used.

ADD.ATTRIBUTE.NODE.NODE = type 1 atom_name H

Node attributes are also often added as the result of an analysis, described
below.
Attributes can also be added to the set of nodes found as a result of a Z-
matrix structure search. For example, if the geometry of an H2O2 molecule
was searched, the following command could be used to add an attribute label
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to all nodes found that met this criteria. The first argument in this command
is a reference to the label of an existing ZMATRIX block and the value of the
new attribute. The second argument is the user-defined attribute label. If a
ZMATRIX_SEARCH is never performed for this Z-matrix label, this command will
do nothing.

ADD.ATTRIBUTE.NODE.ZMATRIX = h2o2 mol

All new node attribute labels are added to the entire node list. Nodes not given
an attribute value will hold a blank string by default.

Adding Edges and Edge Attributes. Edges are added in one of two ways, by
the result of a Z-matrix search, or by reading in edges from a ChemNetworks
edg file. Multiple edge sources can be used within the same GRAPH block.
The Z-matrix edge definition is selected from rows of the referenced Z-matrix.
The following example would add edges for all oxygen-oxygen bonds in H2O2

molecules found in an example structure search in Section 2.2.1.

ADD.EDGES.ZMATRIX = h2o2 2 3
ADD.EDGES.FROM_FILE = ./edg

Edge attributes can be added from a predefined set of calculators. Currently,
the options are edge distance, inverse distance, and Lennard-Jones potential
energy.

ADD.ATTRIBUTE.EDGE.EDGE = dist

Edge attributes can also be collected directly from matched Z-matrix structures.
For example, in the hydrogen peroxide example above (Ex. 2), an edge attribute
named "dihed_attr", equaling the dihedral angle can be added using:

ADD.ATTRIBUTE.EDGE.ZMATRIX = h2o2 dihed_attr 4 $HOOH

Analysis Commands. The ANALYSIS command is designed to provide the user
with the ability to add custom graph operations code. Analyses are executed
using this command, where the first argument specifies the name of the anal-
ysis type followed by any required command arguments for that type. These
commands are typically wrappers for existing igraph functionality, but include
additional custom code detailed more completely in the documentation. More
information on adding custom graph analysis code is detailed in Section 4.

ANALYSIS = modularity_optimizaiton fast

Writing to Files. All graph files are written in the format of name.$timestep.ext.
A separate file is created for each timestep. Node files are written as one row
per node index, followed by labeled columns of node attributes.
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TIMESTEP $timestep
i <attr_1> <attr_2> ...
<node_index> <attr_value> <attr_value> ...
<node_index> <attr_value> <attr_value> ...
...

The default writing mode writes only the node’s graph index. Additional at-
tributes added during the run can also be selected to write. The attribute * will
be interpreted as requesting all attributes to be written.

WRITE.NODES = true
WRITE.NODES.ATTRIBUTES = atom_name x y z
WRIET.NODES.ATTRIBUTES = *

Edge files are formatted by graph index i, node i attributes, index j, node j
attributes, and edge attributes.

TIMESTEP $timestep
i <node_attr_1> ... j <node_attr_1> ... <edge_attr_1> ...
<from_node> <value> ... <to_node> <value> ... <value> ...
<from_node> <value> ... <to_node> <value> ... <value> ...
...

The default write mode writes only the node indices that define the edge. Writ-
ing node attributes or edge attributes can be specified separately.

WRITE.EDGES = true
WRITE.EDGES.ATTRIBUTES.NODES = atom_name
WRITE.EDGES.ATTRIBUTES.EDGES = dist

3. The Z-matrix Algorithm

ChemNetworks is designed with an expressive structure description system
inspired by the Z-matrix internal coordinate scheme. Flexible atom/moiety
selection, combined with extended Z-matrix definitions, allows for chemically
intuitive, and arbitrarily descriptive, 3-dimensional structure search definitions.
This marks a significant improvement over the original ChemNetworks code,
limited to atomic selections, and distance/angular structure criteria insufficient
to describe arbitrary 3-dimensional structures. Below, the Z-matrix search algo-
rithm and the N-body Z-matrix acceptance criteria are described, with several
examples demonstrating their capabilities.

3.1. Recursive Search Algorithm
The Z-matrix search algorithm is a recursive function that performs series

of logical tests from the Z-matrix template definition for each node in a graph.
Each successful search generates a sequence of node ids that meet all criteria in
the template definition. This set of node ids is then broadcast to event listeners,
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and the algorithm continues until all sets of nodes in a graph are tested. The
pseudocode is presented in Algorithm S1 in the Supplementary Information.

The algorithm takes as input a graph object and data from a Z-matrix
template. The Z-matrix template, defined in the Section 2.2.1, is automatically
parsed on reading the input file, and the template matrices are divided into
two separately typed matrices, as shown in Figure S1. The dimensions of these
matrices are rows equal to the number of rows in the original Z-matrix template
by (up to) 4 columns. The row reference matrix is an integer type that stores
the values that provide the relative internal connectivity of a structure. Each
matrix element represents a row number. Note that the Z-matrix rows have a
base index of 1, in keeping with the standard notation.

The criteria function matrix is a Command class type matrix. These derived
classes are instantiated from a command pattern class using the string input
of the input file to set the function type and arguments. The overriding test
functions of these classes take as input a graph object and a sequence of node ids.
Some logical test is then performed, and the function returns a tuple containing
a boolean pass/fail and a calculation value. For example, the Z-matrix distance
function tests whether the Euclidean distance between two nodes containing
node attributes with x, y, and z coordinates lies between a defined range. This
function would return true/false and the calculated distance.

Two reference arrays are used to map the internal reference indices to the
actual graph node index values, where the array index is equal to the reference
index, and the array value at that index is the node index. The colToNodeIndex
array stores the sequence of node indices that are passed as arguments to each
criteria function in a row. The rowToNodeIndex array holds the sequence of
node indices that define the searched structure.

For clarity, the H2O example 2 is used to demonstrate the logic of the
algorithm in Figure 3.

3.2. Acceptance Criteria Functions
ChemNetworks’ Z-matrix commands are qualitative, quantitative, or logical

operators categorized primarily by the number of bodies/nodes taken as input.
The number of input nodes is equal to the column placement of the function in
the Z-matrix search template and corresponds to an n-body calculation, where n
equals the column index. For example, a criteria function in the second column
is a two-body calculation type, such as the calculation of the Euclidean distance
between two nodes. The following are the currently available functions of the
Z-matrix, but future updates will expand into more selection tools.

3.2.1. Standard Z-matrix Row Commands

Attribute. The attr command returns true if the input node contains the de-
sired $attribute_name equal to any of the provided attribute values and the
value of that attribute. Multiple values can be specified with implicit or logic.
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Figure 3: Flowchart representing the recursive logic of the Z-matrix search algorithm searching
for a water molecule structure. The algorithm iterates through a depth-first search through the
node indices, identifying ordered sets of nodes that satisfy all constraints. The black actions
represent loop controls. The white actions represent consecutive node Z-matrix constraints.
If the individual constraint is satisfied, the logic flow will follow the green arrows, labeled T. If
the constraints fail, the logic flow will follow the red arrows, labeled F. Black arrows represent
inevitable logic flow. The blue actions indicate a recursive function call to search for valid
nodes in the next row of the Z-matrix. Upon finding a valid ordered set of nodes that meet
all the criteria in the Z-matrix, {n1, n2, n3}, the set is notified to the edge creating Z-matrix
observers.

$A = attr $attribute_name $attribute_value

Example
$O = attr type 0
$C = attr atom_name C
$HON = attr element H O N
$RES = attr residue_name WAT SOL TIP3

Distance. The dist command is two-body command that returns true if the Eu-
clidean distance between pairs of nodes is inclusively between the $min_distance
and max_dist and the calculated distance.

$A = dist 0 1.5

Angle. The angle command is a three-body command that returns true for a
set of three nodes with an angle inclusively between a minimum and maximum
angle and the calculated angle.
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$A1 = angle 179 181 # Near linear
$A2 = angle 89 91 # Near right angled
$A3 = angle 60 270 # Broadly linear

Dihedral. The dihedral command is a four-body command that returns true
for a set of four nodes if the dihedral angle is inclusively between a minimum
and maximum angle and the calculated dihedral angle.

$d1 = dihedral -1 1 # Flat structure
$d2 = dihedral 89 90 # Orthogonal dihedrals
$d3 = dihedral 179 181 # Anti configuration

3.2.2. Logical Operators
The criteria selection functions also include logical operators that take as

input other search functions with matching number of bodies (angle with angle,
etc.). These functions can also take other logical operators as input to create
more complex search criteria. Parameters are passed to these functions by
variable name. Returns true if all logical conditions are met, and returns a list
of the tested parameters.

The following is the example usage of the logical operators and, or, xor, and
not to make selections using two attribute type definitions.

$A = attr type A
$B = attr type B
$!A = not A
$AandB = and A B
$AorB = or A B
$AxorB = xor A B

The commands any, all, and none allow multiple variable input to simplify
the construction of broader logical operations. any returns true if any of the
supplied command variables are true. all returns true if all of the supplied
command variables are true. none returns true if none of the supplied command
variables are true.

$A = attr type A
$B = attr type B
$C = attr type C
$anyABC = any $A $B $C
$allABC = all $A $B $C
$noABC = none $A $B $C

3.2.3. Wildcard Operator
The wildcard search command, $*, will always return true, and is included

to allow more open-ended searches. In the following Z-matrix template, all pairs
of A and B will be selected.

ROW = $A
ROW = $B 1 $*
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3.2.4. Examples of Z-matrices for Complex Structure Searches

Isomers of Triamminetrichlorocobalt(III). The use of Z-matrices allow for the
differentiation of both constitutional as well as stereoisomers of molecular sys-
tems. As an example, we present the Z-matrix construction for the facial and
meridional isomers of CoCl3(NH3)3 (triamminetrichlorocobalt(III)). The merid-
ional isomer can be described as having the chloride and amine ligands residing
in perpendicular planes passing through the central cobalt, while the facial iso-
mer has the chloride and amine ligands positioned on opposite faces of the
octahedron. These structures can be differentiated by the dihedral between the
central cobalt atom and three identical ligands shown in the Z-matrix below.
The cobalt-chloride dihedral is 180◦ in the meridional isomer, and 90◦ in the
facial isomer.

[ZMATRIX]
NAME = isomer

$CO = attr atom_type CO
$CL = attr atom_type CL

$r = dist 1.2 2.5
$a90 = angle 89 91
$dihedral = dihedral X Y

ROW = $CO
ROW = $CL 1 $r
ROW = $CL 1 $r 2 $a90
ROW = $CL 1 $r 3 $a90 2 $dihedral

Co

NH3

NH3

Cl NH3

ClCl

Co

NH3

Cl

Cl NH3

NH3Cl

Figure 4: The ZMATRIX block definition for triamminetrichlorocobalt(III) matches the
meridional isomer when X,Y = 179, 181, and the facial isomer when X,Y = 89, 91. Merid-
ional (right, top) and facial (right, bottom) isomers of CoCl3(NH3)3. Color used to highlight
the stereo isomer structure differences.

Crystal Defect Detection. Crystal structures are defined by rigid geometric cri-
teria. Defects in crystals manifest as a deviation from these criteria. Through
use of the boolean extended Z-matrix constraint operators, it is possible to iden-
tify structures that do not match a crystal structure, effectively searching for
defects. For example, angular defects in a tetrahedral crystal can be identified
using the Z-matrix block found in Figure 5.
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[ZMATRIX]
NAME = tetrahedral_defects

$X = attr atom_type X
$d = dist 1.2 2.5
$tet_angle = angle 89 91
$defect = not $tet_angle

ROW = $X
ROW = $X 1 $d
ROW = $X 1 $d 2 $defect

C

C

C
C

C

C

C

C
C

C

Figure 5: ZMATRIX block definition for an angular defect in a tetrahedral carbons structure
found in diamond.

pMMO Lipid Binding Sites. ChemNetworks is easily applied to analyze the
structure of biologically-relevant systems. Methane monooxygenase (pMMO)
(PDB: 7S4H), for example, is well known in its ability to oxidize methane into
methanol.[23] Experiments have indicated that the lipid bilayer in which pMMO
is typically embedded plays a significant role in the methane oxidation process.
Determining which lipids in the bilayer are bound to which exterior sites on the
pMMO can aid in understanding the lipid-activity correlation.

In this example, ChemNetworks is used to identify the binding of the lipid
Cardiolipin (CDL2) to specific binding sites on pMMO. A large pMMO binding
site formed at the intersection of two pMMO protomers is be defined using a
single Z-matrix variable, despite being comprised of 71 residues, or 1209 individ-
ual atoms. This allows ChemNetworks to define the entire interaction between
the CDL2 and binding site as a simple two-row Z-matrix, shown in Figure 6.

3.2.5. Non-Standard Z-matrix Row Commands
There are many instances where non-geometric criterion (e.g., energetic)

criterion are important for the analysis of chemical interactions and patterns of
interactions in chemical data. Toward this end, ChemNetworks has implemented
non-standard Z-matrix row definitions. Currently, the satisfaction of pair-wise
potential energy criterion is supported, however this will be extended to other
non-standard definitions, like force, in the future.

The pe_lj command is a two-body command that returns true for node
pairs that have a Lennard-Jones energy (ELJ) within a specified range. The
ELJ is defined as:

Elj(r) = 4ϵ

((σ
r

)12

−
(σ
r

)6
)
, (1)

where r is the interatomic distance, ϵ is the depth of the potential well, and σ
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[ZMATRIX]
NAME = CDL2-BS
$r = dist 1.2 2.5
$Sol = attr mol_type CDL2
$BS = attr mol_id 222 1359 1303 1202 1302

1358 1112 1306 1357 218
228 1355 215 1299 2566
219 1356 2485 2562 1283

1282 1288 204 2559 207
2602 1279 2467 200 1285
2489 1300 211 2595 2598
2546 2599 2555 2573 2482
2474 1292 2478 1363 201
2492 1275 196 208 2605
2471 226 2490 1296 2481
2486 1291 1295 2475 197
214 2479 2462 2592 2458

2596 2494 2588 2570 227
1293

ROW = $BS
ROW = $Sol 1 $r

Figure 6: ZMATRIX block example for the binding of CDL2 lipid molecules to a large
binding site on pMMO. The binding site’s structure is highlighted in red in the right image.

[ZMATRIX]
NAME = LJ_argon

$Ar = attr atom_type Ar
$V = pe_lj 3.35 0.238 -0.1 -0.2

ROW = $Ar
ROW = $Ar 1 $V

Figure 7: ZMATRIX block definition for an energetically defined Ar-Ar interaction. The
interaction is matched when the Lennard-Jones potential energy of the interaction is stronger
than -0.1 kcal/mol, and weaker than -0.2 kcal/mol. This is shown visually in the plot, where
energies along the curve that would be accepted by this definition are colored red, with rejected
energies in dashed black.
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is the zero-potential distance. The function parameters are a user supplied σ, ϵ,
minimum energy, and maximum energy. The σ and ϵ are required to be chosen
as such to match the units of the desired energy, the units of length of the node
attribute coordinate data, and the preferred mixing rules for each parameter.
This Z-matrix constraint is demonstrated for the Ar-Ar LJ potential in Figure
7.

4. Custom Analysis Code

ChemNetworks is continually adding graph analysis functionality through
either expanding access to existing igraph operations, or through the develop-
ment of custom analysis code. ChemNetworks is able to seamlessly incorporate
custom analysis codes in a manner that requires minimal developer familiarity
with the underlying ChemNetworks code. This allows collaborators to easily on-
board their graph analysis codes into ChemNetworks, thus gaining the benefits
from the standardized, optimized, and distributed ChemNetworks infrastruc-
ture.

There are currently sixteen ChemNetworks analyses that can be grouped
into two broad categories: network analysis and graph manipulation.

Network analyses include node and edge attribute creation, such as degree,
betweenness, connected_components, modularity_optimization, and steinhardt.
These analyses calculate some node or edge based property of the graph and pro-
vides the result as a node or edge attribute. There are also the subgraph analyses
subgraph_census, subgraph_enumerate, and subgraph_search, which search
for composition-based subgraph motifs, logging results to an external file. There
is also the layout analysis, which calculates new 3-dimensional coordinates
based on graph connectivity patterns, enabling graph-focused visualization.

Graph manipulation analyses include delete_edges, delete_nodes, label_node_blocks,
label_nodes, rename_attribute, and simplify, which provide tools to selec-
tively label or remove graph components. There is also the incredibly use-
ful merge_equal_nodes analysis, which merges nodes based on equal node at-
tributes. For example, merge_equal_nodes mol_id merges nodes with equal
molecule ids, converting the graph from an atom-based node graph into a
molecular-based node graph.

ChemNetworks’ set of analyses can be extended through derived child classes
of the parent BaseAnalysis class. These child classes can copied to the src/analyses
directory. ChemNetworks will then automatically include it during the con-
figuration and compilation process. The derived analysis classes have several
boiler-plate requirements for automated recognition that are further defined in
the documentation. The custom analyses are given two functions to override.
The first function, parse, parses input file parameters that modify analysis
execution. The second function, execute, contains the execution code, where
the developer can define the logic for the analysis they wish to perform. The
previously constructed igraph object is provided to this function, allowing ar-
bitrary and persistent graph operations. An up-to-date tutorial on the creation
of custom analyses is provided on the documentation site.
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Custom code is executed in the GRAPH section with the following command.

ANALYSIS = $custom_code_name [$arg1] [$arg2] ...

The first parameter of the analysis command is the name of the custom code,
as defined within the child class. The following parameters are any that the
custom code may require as command settings or inputs.

5. Performance

5.1. MPI
ChemNetworks supports parallelization across many processes using MPI. In

normal operation, each frame of a trajectory is independently processed by the
code logic. In serial mode, each frame is processed in sequence and file output is
segregated by frame number in the first suffix of the filename. In parallel mode,
each processor is assigned timesteps based on a round-robin partitioning scheme
based on the total number of frames per processor, allowing ChemNetworks to
efficiently analyze trajectories with large timescales.

5.2. Neighbor Lists
The recursive Z-matrix structure search is a computationally intensive oper-

ation. In naïve implementations, the pairwise calculations are performed most
often, resulting in those operations accounting for the most significant portion
of the search execution time.

To mitigate this, for every frame, cell lists and a distance-based neighbor
list are generated at O(N + M) time complexity per frame, where N is the
number of nodes in the system, and M is the average number of neighbors for
each node. Distance cutoff minimums and maximums are automatically pulled
from user-defined parameters in the Z-matrix criteria functions. Functions that
do not use distance units are rearranged in terms of distance when possible. As
common usage will only identify a few neighbor nodes per node, the calculation
time for Z-matrix structure searches is drastically reduced.

5.3. DataSpaces
As the number of particles increases in large-scale simulations of complex

chemical systems, reading the vast-volume of generated trajectory files from per-
sistent storage becomes a major bottleneck that hinders ChemNetworks from
efficient graph format conversion. To address this, ChemNetworks integrates
the DataSpaces [22] data staging framework as one of its trajectory I/O engines
to exchange shared trajectory data over memory and high-speed interconnects
in an “in situ” manner that eliminates the nonessential involvement of persistent
storage [24], thereby enhancing the workflow-level I/O performance. In addition
to data transport and temporary in-memory storage capabilities, DataSpaces
also provides flexible workflow coupling semantics via its implementation of a
semantically specialized virtual shared space abstraction that can be associa-
tively accessed by all components in the workflow. According to the TupleSpaces
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Figure 8: An example data-flow consisting of a chemical simulation, real-time graph con-
struction and post graph analysis with ChemNetworks. They exchange data with the help of
DataSpaces’ in-memory staging service.

model and the Linda programming language [25], DataSpaces defines the I/O
operation that writes data to the shared space abstraction as “Put”, whereas the
operation that fetches data from the shared space abstraction as “Get”. Since
ChemNetworks often serves as a bridge between computational chemistry sim-
ulations and post chemical graph analyzes, it can further leverage these simple
coupling semantics to rapidly build complex chemical workflows that consist of
multiple dependent components as demonstrated in Figure 8.

5.4. Benchmarks
The computational complexity of ChemNetworks scales with respect to three

parameters: the number of atoms, the number of frames of data (timesteps in a
molecular dynamics simulation), and the size of the Z-matrix search structure.
To test ChemNetworks’ scaling with respect to the number of atoms, six 100-
timestep, synthetic N ×N ×N cubic lattice trajectories were constructed, with
N = 10, 20, 30, 40, 50, or 100. Using a 2-row Z-matrix (first two rows of the
Z-matrix in Figure 9), we observe a linear relationship (slope = 1 on log-log
axes) between atom count and execution time, as shown in Figure 10a. Testing
across different core counts, we observe a linear reduction in execution time
with increasing cores, indicating efficient distribution of time steps across cores.
This effect is diminished at low atom counts, as the MPI overhead dominates
the reduced execution time.

To test the effects of increasing Z-matrix row counts, the total execution time
was recorded for the 100-time step, 10×10×10 synthetic cubic lattice trajectory
with increasing Z-matrix depths. As shown in Figure 10b, total execution time
increases exponentially with respect to Z-matrix depth. The steep slope in the
Z-matrix sizes <= 4 rows in Figure 10b is due to the combined increase in the
number of rows, and the increasing number of bodies in each additional row.
The slower slope after rows = 4 is indicative of the increasing number of rows
without increase in the number of bodies involved in each row’s calculations.
Lower row counts also show the same effects of MPI overhead as found in the
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NAME = spiral

$X = attr atom_type X
$d = dist 0 1.1
$a90 = angle 89 91
$a180 = angle 179 181
$D = dihed -1 1

ROW = $X
ROW = $X 1 $d
ROW = $X 2 $d 1 $a90 $D
ROW = $X 3 $d 2 $a90 $D
ROW = $X 4 $d 3 $a180 $D
ROW = $X 5 $d 4 $a90 $D
ROW = $X 6 $d 5 $a180 $D
ROW = $X 7 $d 6 $a90 $D
ROW = $X 8 $d 7 $a180 $D

Figure 9: ZMATRIX block for the definition of the benchmarking spiral structure. Each
node is labeled according to the corresponding Z-matrix row.

atom count dependent benchmarks, as the overhead of increased core counts
dominate execution time in the fastest systems.

The scaling with respect to the number of time steps is trivially linear, as
there is no interdependence between time steps.

The benchmarks reflect a total computation complexity in the form O(NRT/P ),
where N is the number of atoms in the trajectory, R is the number of rows in the
Z-matrix, T is the number of time steps, and P is the number of MPI processes.
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(a)

(b)

Figure 10: (a) The log-log plot of the total ChemNetworks execution time as a function of
the number of atoms in synthetic lattices of increasing size. Error bars show 95% confidence
intervals. (b) A logarithmic plot of the total ChemNetworks execution time as a function of
the number of rows in the Z-matrix structure search (Figure 9). Performed on a synthetic
10 × 10 × 10 cubic lattice structure. Both benchmark series were performed using a on a
AMD EPYC 9654P 96-core CPU with 1 TB of available memory (using a maximum of 110
GB concurrently across the benchmarks), throttled to 1, 8, 16, 32, and 64 cores.

19



6. Summary

A major revision of the ChemNetworks software is presented. This software
converts chemical data, such as XYZ coordinates and outputs from computa-
tional chemistry simulations, into graph representations that can be analyzed
using built-in ChemNetworks algorithms or user-contributed libraries. This up-
date introduces a new recursive Z-matrix-based search algorithm for graph con-
struction and integrates the DataSpaces data staging framework. The latter
enables real-time operation alongside simulation software, allowing graph con-
struction and analysis without the data management challenges typically associ-
ated with large datasets. The code has also been rewritten for high performance
in supercomputing environments, with benchmark results provided. Finally, a
modular framework has been developed to support user-contributed analyses,
fostering a more community-driven development model.
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