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Abstract—Serverless computing is observing rapid adoption in
cloud computing platforms. Prior works have extensively focused
on improving the performance of serverless computing platforms
via “keeping alive” functions in memory proactively to lower the
function execution latency, but the potential environmental sustain-
ability aspects of such performance-enhancing strategies remain
underexplored. This work highlights that serverless computing
introduces unique carbon footprint sources and trade-offs between
performance and sustainability. We present LowCarb, a novel
reinforcement learning-based solution that co-optimizes serverless
function performance and carbon footprint. LowCarb effectively
quantifies and resolves the inherent conflict between performance
and sustainability to achieve results within 15% of optimality.

Index Terms—Serverless Computing, Cloud Computing, Sus-
tainability, Carbon Footprint

I. INTRODUCTION

Background. This work investigates and makes progress
toward a critical goal: making serverless computing resource
management environmentally more sustainable. The carbon
footprint of large-scale computing systems is one of the
primary measures of their environmental sustainability – quan-
tified as the amount of greenhouse gas emissions produced
during manufacturing (embodied carbon) and operation (oper-
ational carbon). The embodied carbon footprint is the carbon
emissions associated with the manufacturing, transportation,
and disposal of hardware components - embodied carbon can
often constitute over 60% of the overall carbon footprint [4].
The operational carbon footprint is the carbon emissions dur-
ing operation due to the energy consumption. This component
also depends on the varying carbon intensity of energy sources
(e.g., fossil fuel vs. nuclear). With the growing demand for
computing, the carbon footprint of large-scale systems is
increasing [43], [3].

Serverless computing is quickly emerging as a promising
cloud computing model due to its simplicity, high-level re-
source abstraction, auto-scaling, on-demand availability, and
pay-as-you-go billing model. Programmers only need to imple-
ment tasks as stateless functions, significantly simplifying ap-
plication development. In high-performance computing (HPC),
serverless paradigms are increasingly utilized to efficiently
schedule workflows [58], [57], [11], dynamically allocate
resources for large-scale model training [81], and offload
compute-intensive tasks [12], [21]. For instance, serverless
offloading approaches, such as Globus Compute (formerly

FuncX), deployed by national labs like Argonne, have demon-
strated effective resource utilization and reduced waiting times
in HPC environments [18], [10]. The cloud providers provi-
sion hardware resources to serverless functions (including for
keeping the function alive in memory in anticipation of future
invocation for faster start-up) and execute the function without
users actively selecting the hardware – and, hence, there is an
opportunity to minimize the carbon footprint by leveraging
the serverless abstraction and intelligently selecting execution
hardware in a carbon-aware manner.

Characterization Insights and Challenges. Toward that end,
we experimentally characterize the carbon footprint of server-
less functions on cloud instances (Sec. II). We confirm that
optimizing for performance and carbon footprint often conflict.
Instances optimal in performance or energy efficiency are
not always carbon-friendly due to differing embodied and
operational carbon contributions.

We demonstrate that serverless-specific behaviors (e.g.,
keeping alive a function in memory in anticipation of a fu-
ture invocation) significantly influence carbon-optimal server
selection. Keeping functions alive or pre-warming can incur
substantial embodied carbon during the keep-alive period
(in the order of minutes), sometimes surpassing operational
carbon emissions, because functions are often short-running
(from a few milliseconds to a few minutes).

Interestingly, we also observe that operational versus em-
bodied carbon footprints vary significantly across instance
types, causing optimal instances to differ based on goals
(carbon footprint versus performance). Unfortunately, co-
optimization for carbon and performance is particularly chal-
lenging (Sec. II) due to simultaneous execution of diverse
functions in production systems with dynamic invocation pat-
terns, varying co-locations, and fluctuating carbon intensity of
the energy mix, leading to different and time-varying optimal
choices in terms of performance and carbon footprint.

Key Contributions. LowCarb is a carbon-aware serverless
solution that leverages reinforcement learning to co-optimize
for carbon footprint and performance (service time). While
a reinforcement learning (RL) based approach is promising,
a naive RL-based design suffers from multiple fundamental
challenges in the context of carbon-aware serverless schedul-
ing: high overhead due to maintaining different action-reward
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pairs in the presence of a large number of serverless functions,
RL training fluctuations in a dynamic environment where the
overall environment (e.g., invoked functions, carbon intensity,
etc.) may change quickly, and the need to perform inference
and training concurrently (unlike playing the Atari game where
inference and training can avoid overlap [51]). Our design and
evaluation quantitatively confirm why other reasonable alter-
native approaches (e.g., gradient descent, Thompson sampling,
ϵ-greedy multi-armed bandit, and proximal policy optimization
(PPO)) may not provide a near-optimal solution (Sec. V).

To mitigate these challenges, LowCarb employs Deep-Q
Network (DQN), a particular kind of RL, that specifically
mitigates these previously mentioned challenges. LowCarb
uses enhancements to its DQN design by implementing a
double DQN model (one for training and one for inference)
and an intelligent experience replay component. The double
DQN design and experience replay enable LowCarb to effec-
tively handle the dynamic changes and fluctuations without
incurring high overhead and performing high-quality inference
and training concurrently. The experience replay intelligently
selects among the prior data to better adapt to changing
conditions (e.g., carbon intensity, function properties).

Summary of Evaluation Results. Our evaluation platform
is a 40-node AWS cluster consisting of nodes of different
types representing a wide range of embodied and operational
carbon footprints. LowCarb is evaluated using production-
level serverless function trace from Microsoft Azure [62],
actual carbon intensity variations from Electricity Maps [49],
and SeBS+ServerlessBench benchmark suites [82], [20]. We
compare LowCarb’s performance with several competing so-
lutions, alternate design approaches, and with a recent rele-
vant sustainable serverless solution, EcoLife [38]. Addition-
ally, we integrate LowCarb with existing serverless systems
like Serverless in the Wild [62] and IceBreaker [59], mak-
ing existing systems carbon-aware. Our evaluation demon-
strates that LowCarb is near-optimal, within 15% of op-
timality, in terms of optimizing service time and carbon
footprint (embodied and operational carbon). LowCarb eval-
uation reveals how it can augment prior serverless sched-
ulers symbiotically to make them carbon-friendly, without
intrusive changes - bringing the overall solution within 10%
of optimality. LowCarb’s framework is open-sourced at
https://doi.org/10.5281/zenodo.17931304.

II. CHARACTERIZATION & MOTIVATION

Serverless Functions and Carbon Footprint Estimation.
The cold start time – the start-up delay of serverless functions,
is a key performance overhead [62]. To mitigate this, providers
use a keep-alive approach: they keep functions warm in
memory for a short period after execution, enabling faster
warm starts if re-invoked. The total service time is the sum of
execution and cold start times (zero for warm starts). While
some techniques pre-warm functions based on predicted invo-
cations [62], LowCarb adopts the keep-alive strategy due to its
operational simplicity and widespread use in production [19].
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Fig. 1: Different AWS server types exhibit significantly dif-
ferent carbon footprints for the same task. The experiment
estimates the carbon footprint incurred when different servers
run for an hour at 100% load at a CI of 40 gCO2/kWh.

We note that LowCarb can be applied and extended to the
pre-warming approach without loss of generality.

A serverless function’s carbon footprint includes both oper-
ational and embodied emissions [33], [32]. Operational carbon
is the product of energy consumed and carbon intensity (CI),
which measures emissions per unit energy (gCO2/kWh) and
varies by energy source mix (e.g., coal has a very high CI,
while renewable sources such as solar power have a lower CI)
– e.g., UK grid CI fluctuated between 40–345 in 2022 [49].

Embodied carbon accounts for emissions from hard-
ware manufacturing (CPU, memory, storage, motherboard,
etc.) [46], [47], [72]. This is amortized over the server’s
lifetime and attributed to serverless functions based on runtime
and resource usage during the keep-alive period [74], [9], [56].
LowCarb jointly optimizes for both operational and embodied
carbon to reduce total carbon footprint. The next section details
the footprint of various servers and functions, highlighting key
trade-offs that motivate LowCarb.

Finding 1

Production cloud computing instance/server types are
diverse in terms of their overall carbon footprint. In-
terestingly, the relative contributions from the opera-
tional and embodied components toward the overall
carbon footprint are significantly different among dif-
ferent cloud computing instance types.

Production clouds have computing instances/servers of differ-
ent types (e.g., AWS provides general-purpose (m5 and m6i),
compute-optimized (c5 and c6a), and memory-optimized
instances (r5 and r6a)). To quantify the relative carbon
footprint, we perform a simple experiment (the methodology
to determine embodied and operational carbon footprint is de-
tailed in Sec. IV). We CPU stress-test different AWS instance
types with 100% load (Fig. 1). We make two observations.

First, the carbon footprints of different server instance
types vary significantly (over 2.5×). This is expected since
different instance types are optimized for different kinds of
bottlenecks (compute vs. memory). Even the overall carbon
footprint within a server type (e.g., compute-intensive) is also
different. This is because these servers are from different chip
generations. Second, the relative contributions from different
carbon footprints (embodied vs. operational) are also different
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among server types. This is significant for serverless functions
because they incur different types of carbon footprint during
different periods of their lifetime: embodied carbon footprint
during lengthy keep-alive periods and operational carbon foot-
print during their relatively shorter function execution.

Embodied carbon during the function keep-alive period
must be accounted for, as keeping functions warm avoids cold
starts and improves service time, directly impacting revenue
(better QoS). Even if underutilized servers are used, the
carbon footprint of these harvested resources counts, since they
contribute to revenue and influence future capacity planning
based on latency improvements.

We recognize that there is no widely agreed-upon methodol-
ogy to account for the carbon footprint of serverless functions,
especially the embodied carbon incurred during the keep-alive
period. Below we describe one intuitive carbon footprint esti-
mation approach – which is essentially, to share the embodied
carbon incurred during the keep-alive period in proportion to
the memory consumed by the function (similar methodology
as [56]). We acknowledge that this is dependent on the server’s
lifetime and co-location/utilization metrics, but our evaluation
shows that the impact and benefits are significant as we vary
the corresponding parameters.

In production cloud platforms, serverless functions have
allocated memory, specified by the user. The number of cores
or core time allocated to a function is in proportion to the
fraction of memory allocated for the function. Apart from
memory, CPU (the last level cache in the CPU is a shared
resource), and storage, all other resources are not reserved per
function and can be shared by different co-located functions
and other cloud services. The embodied carbon footprint (Ef )
of a function (f ) can be expressed as the service time (T ) and
the fraction of resources used by it.

Ef = (
Mf

MS

EMEM

L
+

Mf

MS

ECPU

L
+

Sf

SS

ESTR

L
+

η

C

EOTH

L
)T

Here L is the lifetime of the server. EMEM , ECPU , ESTR,
and EOTH refer to the embodied carbon of the memory,
CPU, storage, and other shared components (motherboard,
power supply unit, fans, enclosure, and component assembly),
respectively. MS and SS refer to the total available memory
and storage of the server, respectively. Mf and Sf refer to the
amount of memory and storage allocated for f , respectively. C
is the number of co-located functions and services in the server
while executing f . Serverless functions can be co-located with
each other and other cloud services [75], [83], [20], [29].
The embodied carbon of the shared resources can be divided
among all co-located functions and services. This fraction of
embodied carbon is multiplied by the resource usage factor (η)
to account for the variation of the fraction of resource usage by
different co-located functions. When a function is kept alive in
memory, it incurs an embodied carbon footprint proportional
to its allocated memory size and corresponding proportional
share of the CPU cores for the duration of the keep-alive
period, and it is accounted toward the embodied carbon. We
compute carbon footprint as embodied (manufacturing) plus
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Fig. 2: Performance and carbon footprint vary among
functions (columns), servers (x-axis), and whether func-
tions are kept alive or not (bottom two rows). Star denotes
the performance optimal, CI is 40 gCO2/kWh.
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Fig. 3: The performance and carbon-optimal server types
are different and vary significantly depending upon the
keep-alive policy. No single server type is optimal for all
evaluated serverless functions (CI is 40 gCO2/kWh).

operational (energy × CI) components, detailed in Sec IV.
Next, we present the characterization of the carbon footprint
of serverless functions.

Finding 2

The serverless-specific requirements (e.g., keep-alive
period) significantly change the optimal server choice
in terms of performance and carbon footprint.

We perform a characterization experiment where we execute
three different serverless applications – F1 (image recogni-
tion), F2 (DNA visualization), and F3 (compression) from
SeBS [20] on different AWS servers, with and without any
keep-alive period. Fig. 2 shows the performance (service time)
and carbon footprint (embodied and operational combined) of
different functions.

First, we observe that for a given function, the most
performance-efficient (least service time) server type may not
be the most carbon-optimal choice. This is because a server
with lower service time can have higher embodied carbon
or higher energy consumption, resulting in a higher carbon
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footprint. From Fig. 2, we observe that when functions are
kept alive for ten minutes after their invocations (typically
used in cloud [62], [75]), the relative rankings and the optimal
server choice changes in terms of carbon footprint due to the
embodied carbon of keeping functions alive and operational
carbon from the energy consumption during the keep-alive
period.

Next, we highlight the impact of the keep-alive period on
the optimal server choice in terms of carbon footprint and
service time (performance) reduction (Fig. 3). We execute all
the functions from ServerlessBench [82] and SeBS [20] bench-
mark suites (a total of 80 functions, considering all different
configurations), in the different server types to demonstrate
our observed trends widely hold.

We observe, from Fig. 3 (top), that all the different types of
servers are optimal for at least some functions – so, a single
server type is not consistently worse or a winner. From Fig. 3
(top) vs (bottom), we also note that the optimal server for
minimizing carbon footprint (carbon-opt) changes when keep-
alive is considered.

Recall that when functions are kept alive in the memory,
they incur both DRAM and CPU embodied carbon in pro-
portion because both memory (equal to the function size) and
proportional CPU cores are allocated/reserved. Functions also
consume a small amount of DRAM energy during keep-alive –
contributing toward operational carbon. This leads to a change
in the optimal server choice for minimizing carbon footprint
(carbon-opt) when keep-alive is considered compared to when
a function is not kept-alive. For example, in Fig. 3 (bottom),
the percentage of functions for which a server is the optimal
choice changes when functions are kept alive (w.r.t. the case
where functions are not kept alive). The optimal server choice
for reducing the service time (performance-opt) also changes
as the cold start time varies with server types.

To summarize, our experimental characterization has
demonstrated that optimizing for carbon footprint and per-
formance can be at odds for serverless workloads due to
the unique computing model of serverless workloads (keep-
alive time), especially in the presence of heterogeneity in
servers, which contributes different magnitudes of embodied
and operational carbon. Next, we quantitatively demonstrate
that determining carbon-optimal server types is challenging
because of the complex dependence on the varying function-
colocation mixes in the serverless environment and varying
carbon intensity (Fig. 4) – motivating the need for LowCarb.

Finding 3

Determining carbon-optimal server types is challenging
because of the dependence on the varying function
colocation mixes and varying carbon intensity.

To quantify the above, we perform a simple experiment
using two mixes of three different serverless applications
from SeBS [20] – mix A (F1 (image recognition), F2 (DNA
visualization), and F3 (compression)) and mix B (F4 (video
processing), F5 (thumbnailer), and F6 (graph BFS)): these
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Fig. 4: Determining carbon-server types is challenging
because of the dependence on the varying function colo-
cation mixes and varying carbon intensity (CI). Hatched
bars denote carbon and energy optimal server types (functions
F1 (image recognition), F2 (DNA visualization), F3 (compres-
sion), F4 (video processing), F5 (thumbnailer), and F6 (graph
BFS) executing with CI values of 40 and 200 gCO2/kWh).

function mixes are co-located on different types of AWS
servers (Fig. 4). In a production serverless system, functions
are invoked multiple times, and the function co-location mixes
change over time [62], and that affects the carbon-optimal
choices. Our results (Fig. 4) confirm that the optimal server
choice changes significantly as the co-located function mix
changes (Fig. 4 left column and right column) and as the
carbon intensity changes (Fig. 4 top row vs. bottom row). For a
carbon intensity of 40, the optimal server type to reduce carbon
footprint is c5 for function mix A (F1 (image recognition),
F2 (DNA visualization), and F3 (compression) are co-located),
and the optimal server type is m6i with mix B (when functions
F4 (video processing), F5 (thumbnailer), and F6 (graph BFS)
(mix B) are co-located).

A profiling-based approach seems to be an intuitive solution
to find the carbon-optimal solution. However, profiling each
invoked function on different server types to determine the
optimal server choice is often not practical and effective. This
is because, as demonstrated earlier (Fig. 4), the function co-
location mixes change over time, and that may make past
carbon-optimal choices sub-optimal when the function mix
changes. Rapid changes in co-locations, function types, input
sizes, configurations, and CI make profiling or heuristic-based
scheduling insufficiently adaptive. Since scheduling affects
server states and future decisions, sub-optimality can prop-
agate over time. This calls for designing a scheduler that
can handle complex optimization spaces and quickly adapt
to dynamic conditions.

III. LOWCARB’S DESIGN

Design goal. LowCarb jointly optimizes carbon footprint and
service time of serverless function execution. The carbon
footprint of a function execution includes the operational
carbon and embodied carbon of a function execution, and
during keep-alive time. LowCarb performs this optimization
by intelligently scheduling functions in different types of
servers, each handing both keep-alive and execution – that
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is, which server to choose for a given function for keeping
it alive and executing depending upon the carbon intensity,
other concurrently invoked functions and their placements,
and co-located functions on the server where LowCarb places
the function. LowCarb operates with a wide range of server
types (server types as covered in Sec. V) which vary by their
embodied carbon footprint, function-wise operational carbon
footprint, and service time.

LowCarb is designed as a provider-side scheduling solu-
tion. The system utilizes internal carbon telemetry – grid
carbon intensity and server embodied carbon data, already
collected by providers for regulatory compliance. Users sub-
mit functions through standard interfaces without modifi-
cation, transparently receiving carbon-optimized scheduling.
This provider-side approach enables accurate carbon account-
ing using infrastructure-level metrics while preserving the
serverless abstraction.

Design requirements. LowCarb should (1) quickly adapt to
function changes, the carbon intensity variations, and learn
the characteristics of newly invoked functions. (2) Also, since
the execution and keep-alive decision of functions affects the
scheduling decisions of the subsequently invoked functions,
the scheduler should be aware that the impact of one decision
is carried forward in performing the subsequent decisions. (3)
Finally, it should take into consideration the state of the servers
in the system (functions executing and kept alive in them),
while making scheduling decisions.

Optimization approach for LowCarb. In LowCarb, the
scheduler must continuously decide where to place and when
to keep alive serverless functions under changing workloads
and time-varying grid carbon intensity. Each placement or
keep-alive decision affects future queueing delay, co-location
interference, and how much low-carbon capacity is left for
later arrivals. At the same time, new functions with unseen
characteristics arrive over time, and their behavior (e.g.,
execution time, memory use, sensitivity to cold starts) is
only revealed after execution. Any optimization method for
LowCarb therefore has to handle a sequential, non-stationary
decision process with coupled, delayed effects, while jointly
targeting both carbon footprint and function service time.

A natural starting point is to consider traditional optimiza-
tion methods such as gradient descent, greedy multi-armed
bandits (MAB), Thompson sampling, Bayesian optimization,
and evolutionary search techniques. However, these methods
fall short for LowCarb’s setting. Gradient descent assumes a
fixed, differentiable objective defined over a static snapshot of
the system, and struggles with LowCarb’s highly discrete ac-
tions (which function to place on which server, which instance
to keep alive) and with non-stationary dynamics. Greedy
MAB and Thompson sampling typically model each server or
configuration as an independent arm with a stationary reward.
This ignores that the reward of assigning a function to a server
depends on the current and future mix of co-located functions
and on how earlier decisions have already consumed low-
carbon resources. Bayesian optimization is effective when each

evaluation is expensive but the underlying objective changes
slowly; it lacks the agility to adapt at the timescale of per-
invocation scheduling and cannot easily encode long-horizon,
sequential dependencies between decisions. In short, these
approaches either assume fixed reward structures or optimize
a single static objective, which does not match LowCarb’s
scenario of a dynamic, multi-objective environment.

These limitations motivate our choice of a reinforcement
learning (RL)–based design. RL learns a stateful policy that
conditions each decision on the current system state (e.g.,
function characteristics, server occupancy, and instantaneous
carbon intensity) and optimizes a long-term reward that ex-
plicitly considers both carbon footprint and service time.
Because the agent learns directly from real-time feedback,
it can quickly adapt to dynamic changes, learn the behavior
of newly invoked functions, and naturally capture the inter-
dependencies and delayed effects of scheduling and keep-alive
decisions. In our evaluation, this RL-based design improves
LowCarb’s performance in terms of both carbon footprint and
function service time by more than 8% compared to gradient
descent, greedy MAB, Thompson sampling, and Bayesian op-
timization. The adaptability and effectiveness in handling com-
plex, inter-dependent environments are the reasons why we
choose an RL-based design for LowCarb. We also evaluated
the evolutionary search technique, Genetic Algorithms (GA),
which is commonly used for discrete and multi-objective
optimization. However, GA yields 9.2% higher service time
and 11.2% higher carbon footprint than LowCarb’s RL-based
design. It struggles because it relies on population-based
search over many candidate solutions, which makes it too slow
to react at per-invocation timescales, and it does not model
sequential dependencies between scheduling decisions. As a
result, GA cannot adapt quickly to changing workloads or
time-varying carbon intensity. Next, we discuss how we tailor
LowCarb’s RL approach – state, action space, and reward
formulation, to overcome LowCarb’s specific challenges.

A. LowCarb’s RL-Based Framework

In a reinforcement learning framework, an agent interacts
with an environment, which is defined by its state. The agent
performs an action, based on which a reward is received, and
the state of the environment changes. Thus, the framework can
be expressed as (Xt, At, Rt, Xt+1), where Xt is the current
state, At is the action taken by the agent, Rt is the received
reward, and Xt+1 is the next state which is reached as a result
of action (At) taken by the agent. In this case, the function
scheduler acts as the RL agent, with invoked functions forming
a part of the state.
LowCarb’s reinforcement learning environment. In Low-
Carb’s context, each invoked serverless function acts as an
agent in its reinforcement learning framework. The state of
the environment (Xt, at time t) includes the characteristics
of the functions already running in the different servers, the
characteristics of the invoked function (the agent), the input
type and sizes of the invoked function, and the current carbon
intensity of the datacenter’s power source. LowCarb employs a
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simple design where it measures metrics that are relatively less
non-intrusive to monitor: the service time of a function on a
selected server (baseline server), carbon footprint (operational
and embodied carbon), and the memory allocated to the
function to quantify its characteristics. Every time a new
function (or a new configuration of a function) is invoked,
it is executed on the baseline server in its first invocation,
without co-location. If during periods of high load, this server
is not available, LowCarb waits for the subsequent invocations
of the function to measure its characteristics and schedules
the function in the least utilized server. The baseline server
provides a fixed scale to determine function characteristics and
allows LowCarb to handle unknown agents (newly invoked
functions). The quantitative benefit of having a baseline server
is evaluated in Sec. V. Fig. 5 visually depicts LowCarb’s
definition of state (Xt) and how an agent goes through a
state, action, and reward loop. Each server has a fixed number
of slots for function execution (bounded by the number of
cores). Thus, the state representation Xt maintains fixed
dimensionality, independent of function diversity. Functions
are characterized through baseline measurements that map to
a fixed-size feature vector. The complete state comprises: (1)
features of functions currently executing or kept alive, (2)
incoming function characteristics, and (3) the current CI.

In LowCarb’s problem formulation, an action (At) is the
server choice for execution and keep-alive of a function
invoked at time t. The immediate reward (rt) is given by the
sum of the percentage change in carbon footprint and service
time of a function with respect to its execution on the baseline
server. The total reward (Rt) can be expressed as a Bellman
equation:

Rt =
(EB +OB)− (Et +Ot)

EB +OB
+

SB − St

SB
+ γ ∗Rt+1

Immediate Reward Delayed Reward

The aim of the reinforcement learning solution is to maxi-
mize this reward function. Here, EB and OB are the embodied
and operation carbon, respectively, of a function execution
and keep-alive on the baseline server. Et and Ot are the
measured embodied and operational carbon, respectively, of
the function on the scheduler-decided server. Similarly, SB

and St are the service time of a function on the baseline
server, and the scheduler decided server, respectively. Note
that, Rt is dependent on Rt+1. The baseline profiling captures
only the energy consumption. During decision time, we record
the current carbon intensity and multiply that by the baseline
energy consumption to calculate OB . Since LowCarb’s keep-
alive periods span only a few minutes and CI varies by < 3%
over such intervals [49], any drift in CI has a negligible effect
on the reward. Even if carbon intensity were to fluctuate
by more than a few percent over the keep-alive period, the
impact on the reward would still be minimal. This is because
both the baseline carbon and the scheduler-decided server’s
carbon footprint are computed using the same instantaneous
carbon intensity. As a result, any drift affects both sides
equally, so the relative comparison that drives the scheduler’s
decision remains effectively unchanged. Since the scheduling
decision of a function impacts the scheduling of subsequent
functions, the reward has a delayed effect, which is captured
via this recursive reward function. However, the impact of
reward at a later time is less important than the immediate
reward, and hence, it is multiplied by the discount factor (γ).
The delayed reward mechanism captures cascading effects of
scheduling decisions. When initial task placement consumes
server capacity, subsequent arrivals must utilize suboptimal
resources with higher carbon costs. Without delayed rewards,
the RL agent overlooks these downstream consequences.

LowCarb is designed as a provider-side solution to opti-
mize for sustainability and performance metrics relevant to
datacenter operators. However, including user-facing pricing
is possible: the reward function can be extended to include
weighted terms for carbon reduction, service time reduction,
and cost savings, where the weights balance provider and
user objectives. Our experiments with equal weighting (0.33
for each objective) show that LowCarb operates within 18%
of the optimality across all three metrics, demonstrating the
framework’s extensibility to multi-stakeholder optimization.
Next, we discuss the training of the scheduler by maximizing
the rewards to optimize for carbon footprint and service time.

Can Q-learning, the basic form of reinforcement learning,
solve LowCarb’s problem? In Q-learning, a Q-table stores
the rewards (also known as Q or quality values) obtained
for every state and action pair as an agent interacts with the
environment. As the agent interacts more and more with the
environment, the entries in the Q-table become more accurate.
However, when the number of choices of state-action pairs is
large, a Q-table becomes inefficient. In LowCarb’s context,
the number of possible states is large as it is defined by the
characteristics of the running and invoked functions. Also, the
states are unknown apriori (as new functions are invoked),
making Q-learning inefficient. LowCarb’s evaluation (Sec. V)
demonstrates the performance of the scheduler using a Q-
learning-based approach. To mitigate the Q-learning-related
problems, LowCarb uses Deep Q-Network (DQN).

Deep Q-Network (DQN) as LowCarb’s serverless sched-
uler. In DQN, a deep neural network is continuously trained
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Fig. 6: LowCarb’s double DQN helps to stabilize the train-
ing process. Experience replay improves the effectiveness
of training by learning from past experiences.

as an agent interacts with the environment and gathers rewards.
The DQN predicts the Q value of different actions an agent
can take in a given state. Based on these Q values, the agent
follows an ϵ-greedy strategy to act. Q value updates while
DQN training occurs:

Q(Xt, At)← Q(Xt, At) +α [rt + γ ∗Q(Xt+1, At+1)−Q(Xt, At)]

LossCurrent Q Value

Here, α is the learning rate, Q(Xt, At) is the Q value
achieved by the agent (function invoked at time t), upon
performing action At, when the state is Xt. Note that, it is a
function of the immediate reward (rt) and the delayed reward
Q(Xt+1, At+1), multiplied by the discount factor (γ). When
a function is invoked at a time t, an inference is performed
with the DQN and it returns Q values of all possible actions
(scheduling/ warming in all available server types).

LowCarb follows an ϵ-greedy approach to balance
exploration-exploitation trade-offs, as commonly used in DQN
design. At the start of the optimization, the value of ϵ is high
(close to 1), and the scheduler performs more exploration
of actions to potentially discover better strategies. As the
optimization proceeds, the value of ϵ follows a time-based
decay. The scheduler starts relying more on the learned Q-
values to exploit the best-known actions. However, when
functions undergo changes or new functions are invoked,
LowCarb increases the value of ϵ to explore unknown states.

Instead of DQN, LowCarb could have used policy gradient-
based reinforcement learning methods like proximal policy
optimization (PPO). However, PPO requires a larger number of
samples to converge (compared to DQN). Also, policy-based
methods are mainly useful in cases where an action affects the
state for a long period of time after the action is taken [61],
[76]. In the case of LowCarb’s problem, an action dependence
on future states is much lower as it affects the states only as
long as the scheduled function is running or warmed up. On
average, a PPO-based method results in 12% more service
time and 17% more carbon footprint than DQN.

LowCarb’s double DQN-based training and inference.
Since scheduling is continuous and Q-value inference can’t
pause for training, LowCarb maintains two DQNs – (1)

the inference DQN, which performs Q value estimations for
different actions, given the state as an input. It also collects
data regarding state, action, and rewards for training. (2) The
training DQN, which performs training via gradient descent
with the data collected by the inference DQN. After every
update interval (e.g., when the function finishes execution or
its keep-alive period), the inference DQN is updated with
the new weights from the training DQN. The input layer
size of the DQNs is equal to the size of the state Xt (the
size remains constant with time), and the output layer size
is equal to the number of possible actions (i.e., all possible
server type choices where a function can be scheduled for
execution and keep-alive). The inference DQN is inferred with
every occurring state (Xt) as the input. It returns the Q values
of all the possible scheduling options. Following an ϵ-greedy
approach, the function is scheduled, and an immediate reward
rt is received (which includes the percentage change in carbon
footprint and service time with respect to function execution
on the baseline server). The next function arrives at time
t+ 1, forming a new state Xt+1, which depends both on the
function invoked at time t+1 and also on the functions already
running or warmed up from the previous time instants. For a
series of these subsequent function invocations, the states and
immediate rewards are recorded. Thereafter, with this data, the
training DQN is trained using gradient descent to update its
weights. In the training, rt + γ ∗Q(Xt+1, At+1) is the target,
and rt + γ ∗Q(Xt+1, At+1)−Q(Xt, At) is the loss that the
gradient descent tries to minimize. By minimizing this loss,
the training DQN improves the Q value estimates for different
actions based on the state.

Note that, LowCarb’s double DQN design stabilizes the
training process through separate networks. Having only one
DQN makes training unstable due to bootstrapping – the
target, rt + γ ∗ Q(Xt+1, At+1), is not fixed and depends on
the same Q-network’s inferences, causing target oscillation.
Double DQNs solve this by maintaining two networks: the
target network (training DQN) provides stable Q-targets for
loss computation, while the online network (inference DQN)
continues scheduling. This separation ensures fixed targets
during training, preventing the instability inherent in single-
network Q-learning where targets shift during optimization.

Inference experience replay to take into account changing
function behavior. LowCarb uses an experience buffer to
store samples (state, and Q values of actions). Between every
update interval, LowCarb uses samples collected just before
the update interval and also previously collected samples
stored in the experience buffer. This allows LowCarb to re-
member previous samples and reduce the correlation between
training samples. We observed that including more than fifteen
thousand samples in the experience buffer does not provide any
additional benefit. If the invoked serverless functions change
input or configuration, the more recently collected samples
from the experience buffer are used to form the training
samples. LowCarb adapts to the changing function behavior
by learning from diverse training samples.
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Algorithm 1 LowCarb’s scheduling via double DQNs
1: Initialize the Inference DQNI and Training DQNT

2: function TRAIN DQNT

3: Form training minibatch from experience buffer
4: Training target ← rt + γ ∗Q(Xt+1, At+1) for input Xt

5: Training loss ← rt + γ ∗Q(Xt+1, At+1)−Q(Xt, At)
6: Train DQNT via gradient descent to minimize loss
7: end function
8: function SAMPLE AND INFER DQNI

9: for Every time instant t do
10: Determine function characteristics and state Xt

11: With probability ϵ, choose a random server
12: Otherwise, At ← argmaxAQ(DQNI(Xt; θ), A)
13: Perform scheduling and keep-alive based on At

14: Immediate reward rt ← (EB+OB)−(Et+Ot)
EB+OB

+ SB−St
SB

15: Store (Xt, At, rt, Xt+1) in experience buffer
16: After every update interval, DQNI ← DQNT

17: end for
18: end function

Without inference experience replay, the risk of network
overfitting can increase due to the imbalance between new
and past observed states. In an environment with dynamically
changing serverless functions, the DQN’s learning process
could focus heavily on the most recent experiences, causing
it to excessively adapt to the current function characteristics.
This may lead the DQN to forget previously invoked function
characteristics. As a result, the DQN’s ability to generalize
across a broader range of function invocations diminishes,
potentially resulting in suboptimal scheduling in terms of
reducing carbon footprint and service time.

B. LowCarb: Putting It All Together
Fig. 6 visually summarizes different components of Low-

Carb: baseline server, double DQNs, and experience replay,
to effectively minimize the serverless carbon footprint and
service time. LowCarb maintains both an inference and a
training DQN. When a function is invoked, the inference
DQN predicts the Q values of all possible scheduling options.
Following an ϵ-greedy approach, the function is scheduled
for execution and keep-alive. After the scheduling, the im-
mediate reward, in terms of carbon savings and service time
reduction compared to the baseline server, is observed. This
information is used to train the training DQN, which gathers
training samples from the past based on the percentage of
function change. Algorithm 1 describes LowCarb’s operation.
LowCarb’s DQN size remains constant as invoked functions’
characteristics are mapped into a fixed-sized state using a
baseline server, avoiding scalability concerns with invoked
function count. LowCarb’s RL design captures interference
from function co-locations, using baseline server to define
invocation state. Double DQNs and experience replay enhance
training stability and provide diverse training samples.

IV. IMPLEMENTATION AND METHODOLOGY

Embodied and operational carbon footprint estimation.
LowCarb uses a widely-used publicly available dataset [23],
[46] to determine the embodied carbon of various AWS EC2
servers (c5, c6a, r5, r6a, i3, i41, m5, m6i) evaluated in

LowCarb. This dataset leverages Dell’s carbon footprint data
[67] and combines information from multiple sources [13],
[5] to accurately determine the embodied carbon of different
server types. Our embodied carbon models for the servers fall
within R2 = 0.92 with respect to carbon estimation tools like
ACT [32]. The embodied carbon footprint estimation considers
only the resources used for serverless execution, as unused
resources can support other cloud services. LowCarb assumes
a typical four-year server lifespan [64], [31]. The resource
usage factor (η) is set to 1 – equally dividing embodied
carbon among co-located functions. But LowCarb’s effec-
tiveness remains consistent (≤ 4% difference) for different
values of η. LowCarb accounts for the full server resources
– not just allocated portions. For example, when a function
uses 1% of resources, we account for 100%/N where N is
the number of co-located functions. With single occupancy
(N=1), the function bears 100% of idle costs. This way, our
scheduler thus prioritizes high utilization. Idle power of nodes
contribute toward operational carbon (energy × CI). Embodied
carbon during keep-alive refers to the amortized manufacturing
emissions allocated to the function.

LowCarb uses the RAPL utility [40] on the bare-metal AWS
instances for measuring energy consumption. The product of
energy consumption and carbon intensity is the operational
carbon footprint. The data on carbon intensity variation with
time is gathered from Electricity Maps [49], [25], a widely
used tool by several industries to reduce carbon emissions.
Note that LowCarb accounts for the carbon footprint to
perform DQN inference for scheduling each function, in the
total carbon footprint of a function. Additionally, the carbon
footprint of DQN training is also taken into account and is
equally divided among all function invocations.

Experimental cluster setup. LowCarb is evaluated on 40
bare-metal AWS EC2 servers spanning compute-optimized
(c5, c6a), memory-optimized (r5, r6a), storage-optimized
(i3, i4i), and general-purpose (m5, m6i) instance types,
with five servers per type. We assess LowCarb across varying
server counts and degrees of hardware heterogeneity. Cores are
allocated based on the fraction of memory requested relative
to the server’s total memory [14].

A dedicated scheduler node (Intel Silver, 20 cores, 46 GB
RAM, 5 Gbps bandwidth) runs the LowCarb scheduler, which
determines server selection for execution and keep-alive. Func-
tions run in Docker containers, and servers report execution
and keep-alive events to the scheduler over TCP. These signals
form the input state for LowCarb’s DQN. LowCarb supports
function over-commitment (more functions than cores), which
improves embodied carbon amortization per function, though
it may increase service time. While LowCarb currently focuses
on CPU-based servers that dominate current production server-
less deployments, LowCarb’s RL framework can be extended
to accelerators by incorporating device-specific metrics (GPU
utilization, memory) into the state representation.

In all experiments, LowCarb uses the same pool of het-
erogeneous servers (c5, c6a, r5, r6a, i3, i41, m5, m6i)
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and the same keep-alive semantics. When a function is kept
alive, its warm container remains on that server; a subsequent
invocation only benefits from a warm start if it is scheduled on
the same host. If our scheduler decides to run a later invocation
on a different server type, we treat that as a full cold start
and charge the corresponding cold start latency and carbon
footprint of creating a new container on the new host. Thus,
the improvements we report come directly from LowCarb’s
carbon-aware scheduling policy and not from switching to bet-
ter hosts. Under this controlled setup, alternative optimization
schemes that see the exact same host types still incur 9–17%
higher carbon footprint and 7.1–13.8% higher service time
than LowCarb’s DQN-based design.

LowCarb’s Deep Q-Network (DQN) setup and parameters.
LowCarb’s double DQNs run as two separate processes on
the scheduling server. The training time is not in the critical
path of operation. It uses the Adam optimizer [41] with the
starting point of learning rate (α) of 0.001 (default value
used by ML frameworks for stable updates [48]). LowCarb
employs DQNs with three dense layers of sizes 128, 64,
and 32, utilizing ReLU activation. Input includes function
characteristics, carbon intensity, and server status. The output
layer has eight units representing server types. Larger DQN
sizes were tested but yielded diminishing returns and longer
convergence times. LowCarb sets γ to 0.9 for delayed rewards,
which is typically used in DQN training [36].

Competing carbon-aware techniques. We compare Low-
Carb’s effectiveness with multiple alternative schemes that are
optimal in various dimensions.

Oracle. We compare LowCarb with the Oracle solution, which
is a theoretically optimal, but practically infeasible solution
(the time to compute the Oracle solution for a two-week trace
is 121 days, and it incurs a 9× carbon footprint compared
to LowCarb). Oracle is determined by brute-force search
among all possible scheduling choices in all different states
to determine the solution that jointly minimizes the carbon
footprint and service time.

Carbon-Opt, Performance-Opt, and Energy-Opt. LowCarb
is also compared with Carbon-Opt, which is the best possible
solution in terms of only optimizing the carbon footprint, and
Performance-Opt, which is the best solution in terms of only
optimizing the service time.

To demonstrate that optimizing for the carbon footprint is
significantly different from optimizing for energy, we compare
LowCarb’s performance with Energy-Opt, the solution that
minimizes the total energy consumption. Note that Carbon-
Opt, Performance-Opt, and Energy-Opt are also practically
infeasible, as they are obtained via brute-force search.

Function Profile. This scheme profiles function characteristics
in all different server types, each time a new function is in-
voked, or a previously invoked function is updated, or invoked
with considerably different input size (≥20% difference), or
invoked with a different input type, to determine the schedul-
ing choice. LowCarb’s improvement over Function Profile

quantitatively shows why a simple profiling-based strategy is
ineffective in LowCarb’s context.

Naive Q-Learning. LowCarb is also compared against Q-
Learning, which is the vanilla form of reinforcement learning.
In Q-Learning, instead of having a DQN, the Q values of
different state-action pairs are stored in a Q table, whose size
grows as new states are generated. Based on the Q values
of actions, given a state, the scheduling decision is made.
Compared to DQNs, Q-Learning takes longer to converge
in LowCarb’s problem context, due to the large number of
possible states created by different function invocations.

Alternative Design Approaches. LowCarb’s DQN-based RL
design is also compared against several other alternatives like
gradient descent [71], Thompson sampling [17], ϵ-greedy
multi-armed bandit (MAB) [77], and a proximal policy
optimization (PPO)-based RL design [55]. These approaches
are used to determine the server to schedule functions and
their keep-alive time, based on an objective function that
captures the total carbon footprint and service time compared
to the baseline server execution. Gradient descent optimizes
scheduling decisions by iteratively minimizing the difference
between predicted and actual rewards. Thompson sampling
selects servers based on probabilistic reward estimates. The
ϵ-greedy MAB approach performs exploration by randomly
selecting servers with probability ϵ and exploiting the best-
known server choices with probability 1-ϵ. PPO learns an
optimal scheduling strategy based on the gradient of expected
rewards over multiple samples. We also tested with different
reward formulations: linear combination (current), multiplica-
tive, prioritized (carbon-first), and adaptive weighting. The lin-
ear combination outperformed alternatives by 8-11% in Pareto
optimality. Multiplicative rewards caused training instability
(32% more fluctuations), and prioritized approaches increased
22% service time for only 6% more carbon reduction.

State-of-the-art carbon-unaware, serverless solutions. Prior
state-of-the-art serverless solutions that minimize important
serverless metrics (e.g., service time) are orthogonal to the
focus of LowCarb (carbon footprint). LowCarb can augment
prior serverless solutions, in a complementary fashion, to make
them carbon-aware and improve their effectiveness.

LowCarb+Wild. We also evaluate the performance of Server-
less in the Wild (Wild) [62], which uses a combined histogram
and auto-regression-based method to determine function keep-
alive time. Wild is carbon-unaware, but we combine Wild’s
keep-alive time prediction with LowCarb’s DQNs to schedule
them in different types of servers.

LowCarb+IceBreaker. We evaluate the performance of Ice-
Breaker [59], which predicts function invocations and executes
them in different tiers of servers (high-end/low-end). In Low-
Carb’s context, the function invocation prediction is used to
determine the keep-alive time of functions, and the placement
decision maker is used to schedule them in different types
of available servers. Note that IceBreaker is carbon-unaware.
To make IceBreaker carbon aware, we combine LowCarb
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with it to form LowCarb+IceBreaker, which uses IceBreaker’s
function invocation predictor to determine the keep-alive time
and LowCarb’s DQNs to schedule them in servers to optimize
for carbon footprint and service time.

Recent relevant serverless solution. While there have been
recent efforts in this emerging area, they have several limita-
tions. In particular, we compare LowCarb with EcoLife [38],
which is a particle swarm optimization (PSO)-based server-
less solution that focuses on using older-generation hardware
to improve sustainability. However, EcoLife is primarily a
simulation-driven study (not an experimental systems work
such as LowCarb) and has a strong condition that specific
types of multi-generation hardware be available in the cluster.
In contrast, LowCarb targets a more general and practical
objective – co-optimizing carbon footprint and performance
across a wide range of currently operational production
servers. Compared to LowCarb, EcoLife’s key limitations are:
(1) the binary old/new hardware classification of EcoLife is
restrictive, and older hardware may not always be available
in production; (2) unlike LowCarb’s RL approach that jointly
considers the scheduling of all functions, EcoLife performs
sequential, per-function PSO search that ignores resource-
sharing and inter-function dependencies and is not represen-
tative of realistic serverless environments. (3) EcoLife’s per-
function PSO design increases scheduling overhead with grow-
ing function and hardware diversity. (4) LowCarb learns from
past behavior using reinforcement learning, which dynamically
adapts to as much history as needed. But, EcoLife has a fixed-
length history window that limits responsiveness to sudden
workload or carbon intensity shifts. LowCarb targets a more
generalized and practical objective over a broad and currently
operational mix of hardware types, and is validated on a real
system, unlike EcoLife’s simulation-only evaluation.

Workloads and serverless invocation trace. We use all
80 benchmarks from SeBS [20] and ServerlessBench [82],
covering enterprise and scientific applications widely used
in serverless research [59], [7], [80]. Function executions
follow a two-week Microsoft Azure trace [62], which provides
execution time and memory requirements used to match func-
tions to benchmarks [59]. LowCarb is also tested on another
similar production function invocation trace from Alibaba
cloud [73]. LowCarb keeps functions alive for 10 minutes post-
execution, consistent with production serverless settings [62],
[59]. However, LowCarb’s performance varies by less than 3%
in terms of both carbon footprint and service time when the
keep-alive period is set between 6 and 20 minutes.

Figure-of-merit. We evaluate LowCarb’s effectiveness in op-
timizing carbon footprint as the percentage increase in total
carbon (embodied carbon footprint + operational carbon foot-
print) relative to Carbon-Opt (optimizes only carbon footprint).
This metric should be minimized. We assess LowCarb’s effec-
tiveness in optimizing service time as the percentage increase
in service time relative to Performance-Opt (optimizes only
service time). Similarly, this metric should be minimized.
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Fig. 7: LowCarb improves the carbon footprint and service
time of functions compared to other solutions.
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Fig. 8: LowCarb is closer to the Oracle for all functions.

V. EVALUATION AND ANALYSIS

In this section, we first compare LowCarb’s performance
with competing solutions. Then, we analyze the reasons behind
LowCarb’s effectiveness.

LowCarb’s overall effectiveness. Fig.7 shows LowCarb’s
mean performance over two weeks of Microsoft Azure server-
less traces[62]. LowCarb achieves carbon footprint and service
time within 5.5% and 7.1% of the Oracle, and within 15%
of single-objective optimality. The next best, Q-Learning,
incurs 13.8% and 14% more carbon and service time than
Oracle due to slow convergence in dynamic environments
with frequently changing states. LowCarb avoids this via a
DQN that generalizes Q values with a neural network, avoid-
ing explicit state-action storage. Function profiling performs
worse as it ignores co-located function interactions. Energy-
Opt targets energy use and thus optimizes only operational
carbon. Since energy depends on service time, it also performs
reasonably well on that metric. Carbon-Opt and Performance-
Opt serve as single-objective upper bounds. Fig. 8 confirms
that LowCarb performs well across all invoked functions.
In absolute terms, Carbon-Opt emits 2,523,120 gCO2eq, vs.
LowCarb’s 2,851,125 gCO2eq; Performance-Opt yields 6.1s
mean service time, while LowCarb achieves 6.9s. While the
previous results show LowCarb’s performance following func-
tion invocation from Microsoft Azure trace, its performance
remains consistent across other production serverless traces –
Fig. 9 shows the results following Alibaba Cloud serverless
function invocation trace [73].

Also, in Table I, we compare LowCarb’s DQN-based RL
design with other alternative optimization approaches. Gra-
dient descent is designed for continuous objective functions
and cannot adapt dynamically to the discrete, changing nature
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Approach Carbon Service
Time

Gradient-Descent 14% 13.8%
Thompson-sampling 11% 7.7%
Multi-armed Bandit (ϵ-greedy) 9% 7.1%
RL (Proximal Policy Opt.) 17% 12%

TABLE I: LowCarb performs better than other optimiza-
tion techniques (%-increase w.r.t. LowCarb’s DQN).

of serverless environments. It also requires a differentiable
objective function, which is difficult to obtain in dynamic
scheduling contexts. Thompson sampling struggles with com-
plex state-action dependencies and delayed rewards, making
it unsuitable for serverless function scheduling. Multi-armed
bandit algorithms are simplistic; they do not leverage the full
state space information and are inefficient in scenarios needing
context-aware scheduling and state transitions. LowCarb’s
DQN-based RL design is adaptive to function invocations and
carbon intensity changes, which helps it to perform informed
scheduling decisions considering current server states.

Instead of DQN, LowCarb could have used policy gradient-
based reinforcement learning methods like proximal policy
optimization (PPO); however, PPO requires a larger number
of samples to converge and is less effective in LowCarb’s
problem since actions only affect states for a short duration
when the functions are running. LowCarb models a function
as an RL-agent, the percentage improvement of carbon and
service time of each function as reward compared to the
baseline, and the keep-alive time and execution server-type
of each function as action. An alternate and simpler RL
formulation can be to use each server type as an agent, which
functions to co-locate on a server as an action. However, in our
experimental evaluation, we found that this results in an 8.3%
increased service time and 6.8% increased carbon footprint
compared to LowCarb. This is because this formulation results
in a significantly greater number of possible actions, and the
action space can change over time (due to changing function
load and its characteristics).

LowCarb’s system state includes the characteristics related
to the function to be scheduled (service time from previous
executions, embodied and operational carbon from previous
executions, and function memory), function inputs, the char-
acteristics of functions already executing or kept alive, and
current CI. All are needed for accurate state representation.
If we used a subset of these state space characteristics, the
service time of functions and the carbon footprint would
increase. For example, omitting the characteristics of functions
already executing or kept alive results in a 10.3% increase
in carbon footprint and a 6.5% increase in service time.
LowCarb’s DQN inference takes less than 3ms per decision, on
average. For larger deployments, one can employ hierarchical
scheduling: regional schedulers handling local decisions with
a global coordinator for cross-region optimization.

LowCarb can augment the state-of-the-art serverless
schedulers to make them carbon-friendly and also benefit
from prior innovations. State-of-the-art serverless schedulers,
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Fig. 9: LowCarb’s performance effectiveness for Alibaba
serverless trace [73].
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Fig. 10: LowCarb makes existing solutions carbon-aware
(vertical line denotes LowCarb’s performance).

like IceBreaker [59], and Wild [62] were not designed to
be carbon friendly by the first principle. But, as discussed
in Sec. IV, LowCarb’s DQN can be augmented with the
function invocation prediction scheme of the state-of-the-art
serverless schedulers to reduce their carbon footprint. This
results in reducing the carbon footprint of Wild by 75%, and
reducing the carbon footprint of IceBreaker by 59% (Fig. 10).
Additionally, LowCarb’s server type selection also helps the
state-of-the-art techniques in reducing service time.

Wild is agnostic of server heterogeneity and hence, Low-
Carb’s server type selection via DQN helps in reducing Wild’s
service time by 66%. IceBreaker schedules functions on high-
end/low-end servers based on individual functions’ compute
requirements and keep-alive cost. But it is unaware of the
interference caused by other co-located functions in a server,
which LowCarb takes into account in its state definition. This
is why, augmenting LowCarb with IceBreaker improves ser-
vice time by 49% over IceBreaker. Note that, augmenting Wild
and IceBreaker with LowCarb, directly improves LowCarb’s
effectiveness too – in a symbiotic fashion. Prior techniques
improve LowCarb’s carbon footprint as they help LowCarb to
achieve a lower carbon footprint during the keep-alive periods
due to their relatively more sophisticated function invocation
prediction schemes. Second, prior techniques also improve
LowCarb’s service time as it achieves a lesser number of cold
starts compared to its simple, fixed keep-alive time policy.
Note that the Oracle scheduling choice of a function varies
across invocations, depending on the current environment
state. LowCarb adjusts to the changing environment.

Comparison with relevant serverless solution, EcoLife [38].
Fig. 11 shows that EcoLife’s [38] average service time and
carbon footprint are both higher than LowCarb across the full
two-week Microsoft Azure trace, and this gap widens further
during sudden changes (defined here as a greater than 50%
increase in either carbon intensity or function load within
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Fig. 11: LowCarb outperforms state-of-the-art carbon-
aware serverless solution, EcoLife, in terms of carbon
footprint, service time, and decision-making overhead.
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Fig. 12: LowCarb’s double DQN stabilizes the training to
achieve lower service time and carbon footprint.

an hour). EcoLife’s particle-swarm approach processes each
function individually, causing it to miss opportunities for joint
optimization when multiple functions are contending for re-
sources. Additionally, EcoLife relies on a fixed-length history
window, which limits its ability to respond to rapidly changing
conditions – especially under high load or sudden spikes in
carbon intensity. In contrast, LowCarb continuously adapts via
its double DQN design that uses dynamic experience replay
and a shared scheduling framework. This allows LowCarb to
account for overall system state (e.g., all running and newly
arriving functions) and maintain near-optimal decisions even
when carbon intensity or invocation rates fluctuate abruptly.

EcoLife’s per-function optimization also inflates scheduling
overhead, particularly when function arrival rates suddenly
increase, which is common in production serverless plat-
forms. Each new invocation triggers a PSO-based decision,
so overhead scales linearly with the number of invocations
and hardware options. By contrast, LowCarb’s RL scheduler
decouples training from inference with double DQNs, so the
inference step remains light even as function load spikes.
Further, because LowCarb’s inference network is shared across
all functions, instead of spinning up a new optimizer per
function, its overhead remains small (less than 3% of total
service time in the worst case), whereas EcoLife’s overhead
grows significantly under sudden load increases. LowCarb
thus balances exploration and exploitation smoothly without
burdening the system, ensuring that short-lived high loads
or abrupt changes in carbon intensity do not impose large
scheduling delays.

The benefits of LowCarb’s double DQN-based design are
reflected in Fig. 12. Double DQNs almost always reduce
carbon footprint and service time until convergence. Single
DQN fails to continuously decrease carbon footprint and
service time, having more than five phases of a sudden increase
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Fig. 14: LowCarb’s function scheduling among various
types of servers matches with Oracle for most cases
(functions F1 (image recognition), F2 (DNA visualization)).

(by an average of 19%). Avoiding these fluctuations allows
LowCarb’s double DQNs to achieve a 21% overall less carbon
footprint and 18.3% less service time compared to an operation
with a single DQN. In Fig. 12, LowCarb starts with no history,
and hence it takes about three days for it to converge.

Next, we investigate the effect of experience replay. From
Fig. 13, we observe that LowCarb’s intelligent experience
replay helps LowCarb to improve carbon footprint and ser-
vice time by 36% and 32%, respectively (compared to no
experience replay). Also, choosing replay samples based on
the percentage of function changes helps LowCarb in im-
proving carbon footprint and service time by 22% and 23%,
respectively, over an experience replay strategy that uniformly
selects samples, independent of function changes. Recall from
Sec. III-A, LowCarb uses a fixed baseline server, to measure a
function’s characteristic during its first invocation. A baseline
server improves LowCarb’s performance by at least 28% and
35% in terms of carbon footprint and service time minimiza-
tion, respectively. Due to LowCarb’s DQN enhancements, we
experimentally observe that LowCarb’s scheduling choices
closely match with the Oracle, as shown for functions F1

(image recognition) & F2 (DNA visualization) in Fig. 14, for
more than 89% invocations.

LowCarb’s sensitivity analysis. Degree of server hetero-
geneity. All the previously presented results show LowCarb’s
effectiveness with 8 different types of heterogeneous server
types (details in Sec. IV). However, Fig. 15 shows that even
when the degree of heterogeneity is lower, LowCarb still
operates within 25% of the optimality. As the degree of
heterogeneity decreases (server types c5, and m6i when two
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Fig. 15: LowCarb is effective even when the degree of
heterogeneity is limited.
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Fig. 16: Discounted delayed reward and longer keep-alive
period of functions improve the performance.

heterogeneous server types are used; server types c5, r5, i3,
and m6i when four heterogeneous server types are used),
the number of scheduling choices decreases, resulting in an
increased carbon footprint and function service time.

DQN parameters. Recall that DQN employs a critical pa-
rameter, the discount factor (γ), that affects the training of
LowCarb’s DQN. The discount factor directly impacts the
delayed reward of an action corresponding to a state. From
Fig. 16 (top), we observe that LowCarb is effective as long
as γ is not configured to be too small (less than 0.3). This is
because a very small discount factor means delayed rewards
are not taken into account. Fortunately, in most typical settings
for DQN deployments, γ is configured to be higher than 0.5.
In LowCarb, it is important to consider delayed rewards as the
scheduling decision of a function changes the state, affecting
the scheduling of the subsequently invoked functions.

Keep-alive period. Recall that LowCarb employs a fixed ten-
minute keep-alive policy - which is widely used in production
systems [62], [26]. Fig. 16 (bottom) shows that LowCarb is
effective across a range of keep-alive periods. A diverging
trend in savings is observed: as the keep-alive period shortens,
functions experience more cold starts, leading to higher service
time. The carbon footprint reduces as the embodied carbon
reduces due to a lower keep-alive period.

LowCarb’s scalability analysis and overhead. Next, we
investigate LowCarb’s effectiveness in terms of scalability and
decision-making overhead. Fig. 17 shows that LowCarb’s per-
formance remains similar as the number of functions invoked
per day increases from 2 to 22 million. LowCarb can exploit
enough diversity among invoked functions, even at lower load,
to yield benefits. LowCarb’s DQN structure is kept the same
regardless of the number of invoked functions. This is why
the decision-making overhead does not observe a significant
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Fig. 17: LowCarb maintains performance without signifi-
cantly increasing decision-making overhead.

increase with the number of invoked functions (Fig. 17). The
decision overhead remains at less than 3% of total service
time even at high loads, but less than 2% at lower loads. For
lower function invocations, LowCarb’s inference DQN has to
perform fewer parallel inferences. For the entire Azure trace,
the decision overhead ranges from 0.03s to 0.13s. LowCarb’s
overhead scales sub-linearly: 1.8% for sub-second functions,
2.3% for 1-10s functions, and 2.7% for 10-30s functions. The
overhead primarily comes from DQN inference (65%) and
state construction (35%). LowCarb’s scheduler can also be
scaled by partitioning the server pool into systematic shards
(e.g., grouping servers by type), and running one LowCarb
instance per shard while a lightweight front-end dispatcher
routes each invocation to its shard. Since a single instance
already sustains ∼22M invocations/day, deploying 10 shards
scales to ∼ 2.2×108 invocations/day with per-decision latency
changing negligibly.

During the two-week-long serverless function invocation
trace that is used to evaluate LowCarb, the overall com-
putational overhead of LowCarb’s DQN model training and
inference was 0.071% and 0.074%, respectively, of the total
compute time needed to execute all functions. LowCarb’s
DQN model decouples the training and inference, and hence,
the training does not fall on the critical path. The overall
carbon footprint of LowCarb’s DQN model training for the
evaluation period is roughly 0.109% (embodied + operational)
of the total carbon footprint for serving all functions.

VI. RELATED WORKS

Reduction of carbon emissions. Computer systems and archi-
tecture research has focused on reducing energy consumption
– by designing energy-efficient applications, hardware, and
scheduling strategies to better match applications with differ-
ent hardware [8], [54], [30], [27], [2]. Sustainability research
has focused on reducing the carbon intensity of a datacenter’s
energy source [65], [50], [6], [44], [42], [24], [28], [43].
Solutions like Carbon Explorer developed frameworks with
parameterized solutions like demand response, energy storage,
investment in renewables, and optimal site selection to execute
workloads in regions of low carbon intensity [1].

Software systems like Ecovisor virtualize energy systems
within computing infrastructure, enabling applications to opti-
mize operational carbon footprint by handling the unreliability
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of clean energy sources through software-defined control [66].
Energy and carbon intensity reduction minimize the opera-
tional carbon footprint. However, most emissions of modern
computer systems and datacenter equipment originate from
hardware manufacturing and infrastructure, which results in
an embodied carbon footprint [33], [69].

Junkyard Computing introduces a new metric, Compu-
tational Carbon Intensity (CCI), and explores the potential
of repurposing old smartphones to reduce embodied carbon
footprint [70]. Most existing works do not jointly account
for embodied and operational carbon emissions and hence fall
short in optimizing the total carbon footprint [32].

Carbon footprint of serverless computing. Serverless is
now seeing mainstream adoption, with over 50 percent of
customers operating in major production cloud platforms using
serverless functions [22], [15], [16]. The adoption of serverless
computing is expected to increase in the future [39], [62], [45],
[60], [35]. This means that serverless computing contributes
to a major portion of cloud computing’s carbon footprint [53].

Some researchers have focused on scheduling in different
datacenter regions based on their carbon intensity variation
with time [68], [34]. However, changing datacenter regions
involves incurring high storage and I/O cost and time [78],
[52], [37], [79]. Also, several regional policies can prevent
region selection for scheduling. Some works have shown that
different serverless execution environments (e.g., firecracker
v/s Docker) have different energy consumption, leading to
operational energy variation [63]. However, these works do
not consider embodied carbon and often overlook other im-
portant serverless computing-specific metrics like keep-alive
and function service time [56].

VII. CONCLUSION

In this work, we demonstrate that serverless computing
model-specific characteristics (e.g., keeping alive a function
in memory in anticipation of future invocations of the same
function) significantly affect the carbon footprint of serverless
functions – a largely under-investigated area and opportunity.
Prior works have mostly focused on performance issues of
serverless functions, which is important, but overlooks the
environmental aspects of serverless computing. This paper
proposes, LowCarb, that recognizes the importance of co-
optimizing for performance and carbon footprint and exploits
this opportunity via a Deep-Q Network (DQN) based design.
An extensive experimental evaluation shows that LowCarb is
near-optimal, within 15% of optimality, in terms of optimizing
service time and carbon footprint, and LowCarb can augment
prior serverless schedulers symbiotically to make them carbon-
friendly, without intrusive changes.
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[12] André Bauer, Haochen Pan, Ryan Chard, Yadu Babuji, Josh Bryan,
Devesh Tiwari, Ian Foster, and Kyle Chard. The globus compute dataset:
An open function-as-a-service dataset from the edge to the cloud. Future
Generation Computer Systems, 153:558–574, 2024.

[13] Sarah B Boyd. Life-cycle assessment of semiconductors. Springer
Science & Business Media, 2011.

[14] Marc Brooker, Mike Danilov, Chris Greenwood, and Phil Piwonka. On-
demand container loading in {AWS} lambda. In 2023 USENIX Annual
Technical Conference (USENIX ATC 23), pages 315–328, 2023.

[15] Paul Castro, Vatche Ishakian, Vinod Muthusamy, and Aleksander
Slominski. The rise of serverless computing. Communications of the
ACM, 62(12):44–54, 2019.

[16] Paul Castro, Vatche Ishakian, Vinod Muthusamy, and Aleksander
Slominski. The server is dead, long live the server: Rise of serverless
computing, overview of current state and future trends in research and
industry. arXiv preprint arXiv:1906.02888, 2019.

[17] Olivier Chapelle and Lihong Li. An empirical evaluation of thompson
sampling. Advances in neural information processing systems, 24, 2011.

[18] Ryan Chard, Yadu Babuji, Zhuozhao Li, Tyler Skluzacek, Anna
Woodard, Ben Blaiszik, Ian Foster, and Kyle Chard. Funcx: A fed-
erated function serving fabric for science. In Proceedings of the 29th
International symposium on high-performance parallel and distributed
computing, pages 65–76, 2020.

[19] Kuldeep Chowhan. Hands-On Serverless Computing: Build, Run and
Orchestrate Serverless Applications Using AWS Lambda, Microsoft
Azure Functions, and Google Cloud Functions. Packt Publishing Ltd,
2018.

[20] Marcin Copik, Grzegorz Kwasniewski, Maciej Besta, Michal Pod-
stawski, and Torsten Hoefler. Sebs: A serverless benchmark suite for
function-as-a-service computing. In Proceedings of the 22nd Interna-
tional Middleware Conference, pages 64–78, 2021.

Authorized licensed use limited to: The University of Utah. Downloaded on March 09,2026 at 19:11:46 UTC from IEEE Xplore.  Restrictions apply. 



[21] Marcin Copik, Konstantin Taranov, Alexandru Calotoiu, and Torsten
Hoefler. rfaas: Enabling high performance serverless with rdma and
leases. In 2023 IEEE International Parallel and Distributed Processing
Symposium (IPDPS), pages 897–907. IEEE, 2023.

[22] Datadog. Datadog’s 2022 state of serverless report finds serverless
reaching mainstream adoption, 2022.

[23] Benjamin Davy. Building an aws ec2 carbon emissions dataset. Medium,
September, 2021.

[24] Jesse Dodge, Taylor Prewitt, Remi Tachet des Combes, Erika Odmark,
Roy Schwartz, Emma Strubell, Alexandra Sasha Luccioni, Noah A
Smith, Nicole DeCario, and Will Buchanan. Measuring the carbon
intensity of ai in cloud instances. In Proceedings of the 2022 ACM
Conference on Fairness, Accountability, and Transparency, pages 1877–
1894, 2022.

[25] National Grid ESO. Welcome to ESO, 2023.
[26] Alexander Fuerst and Prateek Sharma. Faascache: keeping serverless

computing alive with greedy-dual caching. In Proceedings of the 26th
ACM International Conference on Architectural Support for Program-
ming Languages and Operating Systems, pages 386–400, 2021.

[27] Jiechao Gao, Haoyu Wang, and Haiying Shen. Smartly handling
renewable energy instability in supporting a cloud datacenter. In
2020 IEEE international parallel and distributed processing symposium
(IPDPS), pages 769–778. IEEE, 2020.

[28] Sukhpal Singh Gill and Rajkumar Buyya. A taxonomy and future
directions for sustainable cloud computing: 360 degree view. ACM
Computing Surveys (CSUR), 51(5):1–33, 2018.

[29] Samuel Ginzburg and Michael J Freedman. Serverless isn’t server-less:
Measuring and exploiting resource variability on cloud faas platforms.
In Proceedings of the 2020 Sixth International Workshop on Serverless
Computing, pages 43–48, 2020.
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