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Figure 1: We present a method for aligning and comparing scalar fields of volumetric imaged data by synchronizing their Morse complex
hierarchies. The figure shows a typical application where a sample A of an energetic material is turned into sample B after being imaged,
removed from the imaging device, and thermally aged. When the sample is later re-imaged as sample B, acquisition conditions may have
varied, which compounds the intrinsic changes of the material with additional misalignments and significant topological shifts that make
direct comparison impractical. In the proposed approach, the Morse complex segmentations of samples A and B (middle-left and top-right)
are simplified to match each other in the number of segmented regions. The variations between the samples are reflected in structural and
geometric differences in the Morse complex segmentations and hierarchies. Our approach modifies the Morse complex hierarchy of sample B
(middle row, right) to match the original structure of sample A, enabling more meaningful comparisons. This synchronization of hierarchies
is achieved through an optimization that uses shape similarity to match corresponding regions, modifies parent-child relationships to match
their relationships in the hierarchy, and modifies the hierarchy to improve geometric coherence between matched regions. No pre-aligned
domains are required; geometric alignment is computed on-the-fly from the topological information.

Abstract
Scalar fields derived from 3D X-ray CT scans of samples undergoing ex situ processes, such as thermal aging, chemical etch-
ing, or mechanical stress, pose unique challenges for characterizing similarities and differences across acquisitions. Typically,
a sample A (source) is imaged, removed, and subjected to experimental conditions that alter its microstructure, and then re-
imaged as sample B (target) to study the resulting changes. Direct comparison between A and B is rendered impractical if
not impossible for current techniques because the challenges of physical and morphological changes are compounded by the
effects of geometric misalignment, differences in reconstruction parameters, discretization artifacts, and changes in acquisition
settings such as position, beam intensity, or exposure time (the acquisition for sample B often happens at a much later time
and the device may have been upgraded or changed). To overcome these challenges, we introduce a geometry-rich topologi-
cal representation that uses the hierarchical Morse complex to capture the structural relationships among regions segmented
within each sample and shape descriptors to characterize their metric properties. With this data structure, we cast the similar-
ity problem as a sequence of optimizations, each minimizing differences in structure and geometry at a given resolution. The
sequence of optimizations begins by aligning the fine-scale segmentations of the two samples. Following optimization minimizes
differences across incrementally coarser levels, producing a fully synchronized hierarchical representation of the two samples.
In addition, we introduce a visualization framework that enables interactive exploration and manual editing of the matched
hierarchies, thereby allowing an expert user to further improve the quality of the comparison. We apply our workflow to char-
acterize changes in grain structure for energetic materials undergoing aging, match segmentations for materials under different
stress conditions, and perform image registration that outperforms state-of-the-art techniques.

CCS Concepts
• Computing methodologies → Scalar field comparison; Morse complex; Hierarchy alignment; Image registration;
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1. Introduction
Topological structures such as the merge tree and the Morse com-
plex have been shown to be effective for comparing scalar fields, as
they facilitate structural comparisons while accounting for feature
evolution. Several distance metrics have been introduced to com-
pare topological structures intuitively [SN21, PVDT22, YMR∗22].
These methods have demonstrated effectiveness in comparing
structured datasets, particularly scalar fields arising from scien-
tific simulations [SN21, WLG22, YMR∗22]. Scalar fields derived
from volumetric imaged data, such as X-ray CT or synchrotron
radiation CT (SRCT) scans, pose unique challenges in character-
izing similarities and differences, as many common assumptions
may not hold. Typically, a sample is imaged, removed, and sub-
jected to experimental conditions that alter its microstructure, and
then re-imaged to study the resulting changes. A reliable compari-
son is often rendered impractical due to physical and morphologi-
cal changes in the sample that develop over time, compounded by
inconsistencies in grayscale values, geometric misalignment, and
acquisition differences. These factors reflect as structural and ge-
ometric differences in topological hierarchies and segmentations,
making direct comparison challenging.

Figure 6 illustrates the effect of one such factor: applying non-
linear transformations to scalar values introduces structural incon-
sistencies in topological hierarchies that cannot be reversed through
simple normalization. Consequently, even scalar fields with suf-
ficient similarity may appear topologically dissimilar when their
structures are compared directly. A segmentation-first approach to
comparison (where features are identified before being matched)
can also be problematic when the segmentation itself is uncertain or
unstable. Establishing correspondences between features between
scalar fields becomes difficult when small perturbations lead to
topological changes, especially in structures that are highly sen-
sitive to noise. To enable meaningful comparison, it is necessary to
synchronize topological hierarchies, minimizing structural differ-
ences by constraining geometric similarity.

We introduce a geometry-rich topological representation that
uses the hierarchical Morse complex to capture structural relation-
ships among regions segmented within each sample and shape de-
scriptors to characterize their metric properties. Leveraging this
data structure, we reformulate the similarity problem as a sequence
of optimizations, each minimizing differences in structural relation-
ships and geometry at multiple levels of detail, producing a fully
synchronized hierarchical representation. The synchronized hierar-
chies provide robust multi-scale feature correspondences, enabling
systematic comparison of similarities and differences through im-
age registration. A new visualization environment enables inter-
active exploration, validation, and manual editing of synchronized
hierarchies. A side-by-side comparison of matched segmented re-
gions is enabled by adaptively modifying the lifetime of nodes in
the target hierarchy, following the persistence of their correspon-
dences in the source hierarchy.

Our key technical contributions include:
• Improving traditional topological representations with a

geometry-rich representation that facilitates comparing and
editing imaged datasets concurrently in structure and shape.

• Solving the comparison problem as a sequence of optimizations
that align the shape and structure of two objects at multiple levels
of detail. Starting with fine-scale segmentations, the optimiza-

tion successively moves to coarser resolutions and achieves com-
plete synchronization of the two objects’ representations.

• Introducing a visualization framework that empowers domain
experts by enabling the use of the proposed algorithm, while
maintaining full control of the process through interactive ex-
ploration and manual editing of the samples being compared.

• Providing an empirical evaluation of the effectiveness of the
proposed algorithm and visualization environment, and demon-
strating its effectiveness in challenging cases that state-of-the-art
techniques cannot handle successfully.

2. Related Work
Direct numerical comparison of scalar fields can be challenging
due to changes in the underlying phenomena, sensitivity to noise,
or perturbations such as measurement errors or numerical precision
issues. However, in many cases, there is an expectation of large-
scale correlations: for instance, the same cells are being observed,
the same material is imaged, or the same atoms are being simu-
lated. These correlations suggest that while individual values may
fluctuate, meaningful structural similarities can persist over time.
Topological methods provide structural representations that enable
robust comparisons. Persistence-based approaches [EH08], such as
bottleneck and Wasserstein distances, quantify a dissimilarity be-
tween two persistence diagrams which encodes birth and death
of features [CSEH07], while tree-based structures, such as merge
trees [CW10] and contour trees [CSA03, CSvdP04], capture hier-
archical relationships within scalar fields. Reeb graphs [PSBM07,
SK91] and their variants further encode connectivity information,
offering additional insights into the evolution of features. These
methods have been studied across computational topology, vi-
sualization, and scientific computing to improve the robustness,
discriminative power, and scalability of scalar field comparisons.
Among these approaches, merge trees and Reeb graphs are particu-
larly relevant to our work, as they facilitate structural comparisons
while capturing feature evolution.

Prior methods to compare merge trees and Reeb graphs are
broadly classified into: theoretical distance metrics [MBW13,
BYM∗14, BGW14] and practical distance metrics [SMKN20,
YMR∗22, WG22, PVDT22]. Theoretical distance metrics, such as
the interleaving distance and functional distortion distance, empha-
size mathematical rigor and ensure stability under small perturba-
tions of the scalar field. Although these methods are both stable
and discriminative, they are often computationally expensive and
do not scale well to large datasets. In contrast, practical approaches
relax stability constraints to improve computational efficiency and
scalability. A recent survey by Yan et al. [YMS∗21] surveys the
different distance metrics for topological structures. We focus on
two approaches that are the most relevant to our work: the edit dis-
tance between merge trees [SMKN20] and the labeled interleaving
distance between leaf labeled merge trees [YMR∗22].

Sridharamurthy et al. [SMKN20] introduced edit distance be-
tween merge trees. The cost function uses proximity in the
birth/death space, where differences in function values between
corresponding critical points influence the cost. A dynamic pro-
gramming algorithm efficiently computes the global edit distance.
Instabilities in saddle points are addressed by merging simple sad-
dles into multi-saddles. However, when scalar fields share similar
structures but differ in value ranges, or when critical points with
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similar birth and death times are in disjoint subtrees, this approach
may not yield an optimal mapping. Yan et al. [YMR∗22] intro-
duced a geometry-aware merge tree comparison using interleaving
distance, which leverages the spatial proximity of critical points to
establish initial correspondences between merge tree leaves, while
intrinsic tree distance is used to capture local hierarchical struc-
ture. An alternative method computes forward and backward map-
pings between Morse complex segmented regions to label leaves,
which are then compared using the labeled interleaving distance.
Both spatial proximity-based correspondence and the Morse map-
ping method rely on the scalar fields being defined on spatially
aligned domains. Moreover, for scalar fields with large-scale differ-
ences in function values or significant perturbations, intrinsic tree
distance alone may not fully capture local hierarchical structure,
since changes in scalar magnitude or merge ordering can alter the
induced tree topology, and, consequently, the associated distance.

The Morse complex data structure has been used to track tempo-
ral features in time-varying data [SHC∗19], build correspondences
on non-rigidly deformed 3D surfaces [FHJB13], and detect sym-
metry [TN13]. Feng et al. [FHJB13] compute the Morse-Smale
complex of the Auto Diffusion Function and solve an assignment
problem constrained by the connectivity of critical points to es-
tablish feature correspondences on non-rigidly deformed 3D sur-
faces. Thomas and Natarajan [TN13] augment the 1-skeleton of the
Morse complex with the geodesic distance between the extrema to
identify symmetry. An experimental study utilizes this data struc-
ture to compare scientific simulation data [LSL∗23]. To the best
of our knowledge, our approach is the first to directly modify the
Morse complex hierarchy by constraining both geometric similar-
ity and structural tree relationships to synchronize Morse complex
hierarchies within an optimization framework. Our approach is ro-
bust to rescaling of the scalar range and value distributions, which
can significantly impact persistence diagram-based distance met-
rics and intrinsic tree distance-based methods. By synchronizing
the hierarchies, we minimize geometric differences and hierarchi-
cal inconsistencies, thereby enabling robust multi-scale feature cor-
respondences for image registration. Our approach does not re-
quire predefined spatial overlap, enabling comparisons even when
datasets lack direct alignment. An alignment is computed on the fly
using the topological information.

3. Background
3.1. Morse Complex
Formally, the Morse Complex is defined as follows. Given a com-
pact d-manifold M, a scalar function f : M→R is a Morse function
if its critical points are non-degenerate and have distinct values. A
critical point occurs where the gradient vanishes, ∇ f = 0, and is
non-degenerate if its Hessian is non-singular. For Morse functions,
the neighborhood of a critical point p takes on a quadratic form,
and can be written as fp = ±x2

1 ± x2
2 · · ·± x2

d , where the number of
minus signs defines the index of the critical point. For volumetric
functions, minima are index-0, 1-saddles are index-1, 2-saddles
are index-2, and maxima are index-3. An integral line in f is a path
in M whose tangent vector agrees with the gradient of f at every
point. An integral line begins and ends at the critical points of f ,
with f monotonically increasing along the path. Descending man-
ifolds are obtained as clusters of integral lines having a common

Figure 2: A 2D scalar field partitioned into disjoint 2-cells using
the Morse complex. (a) Blue disks represent local minima, and
green disks denote 1-saddles. (b) The merger hierarchy is con-
structed following the Morse complex cancellation sequence. The
vertical axis indicates the persistence at which nodes are merged.
Leaf nodes are marked with distinct colors and IDs, and internal
node inherits the ID and color of their more persistent child (i.e.,
the child with the lower function value).

destination. The descending manifolds of f form the cells of com-
plex that partitions M, known as the Morse complex.

3.2. Morse Complex Computation
Images and simulations typically produce sample values at ver-
tices of a grid X that discretizes M with a cell complex. To use
topological methods, either the function is extended to cover the
underlying domain M using interpolation, or Forman’s style dis-
crete Morse theory [For01] is adopted. Many methods exist for
computing the Morse or Morse-Smale complex using this latter ap-
proach [RWS11,SPN20,SN12,GBHP08,PMS∗21], and we use one
that computes accurate Morse cell boundaries by combining nu-
meric integral line calculation and combinatorial discrete gradient
assignment [GBP18, Gyu18]. This approach computes a discrete
gradient field linked to a 1-skeleton (critical points and arcs) of the
Morse-Smale complex, allowing on-demand extraction of the cells
of X that form a topological feature, such as the vertices that cover
a basin flowing to a local minimum. Furthermore, the 1-skeleton
encodes the connectivity and adjacency of features, allowing effi-
cient neighborhood queries. The cells forming individual elements
of the Morse complex can be recovered on-demand by tracing dis-
crete gradient paths from critical cells.

3.3. Morse Complex Hierarchies
Topological features are created and destroyed in a sweep of the
domain based on level-set value, and persistence measures the life-
span in function range of each feature [ELZ02]. Removing critical
points that are paired in this sweep in order of increasing persis-
tence corresponds to successive simplification of the scalar func-
tion. While several methods do this iterative smoothing explicitly
by modifying the scalar function, a purely symbolic simplification,
wherein the 1-skeleton of the Morse-Smale complex is pruned and
reconnected, can extract features as if smoothing had been em-
ployed. Major advantages of this latter approach include speed and
the ability to simultaneously maintain all levels of simplification in
a hierarchical data structure. A persistence-like simplification and
hierarchy is achieved in the MS complex by repeatedly canceling
critical point pairs that are connected by exactly one arc of the com-
plex in order of increasing function value difference, and keeping
track of the connectivity changes [GNP∗06]. Data structures intro-
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Figure 3: The figure shows the main stages of the proposed algorithm. The first stage (left) computes a similarity transformation that aligns
the source with the target and enables finding initial correspondences between regions in the Morse complexes, matching leaves of the
source tree with leaves of the target. The next stage (middle) improves synchronization between the hierarchies, lifting correspondences from
one level of resolution to the next –starting from the leaves– by recomputing correspondences and correcting structural inconsistencies. In
the figure, the first iteration corrects a structural inconsistency by reconnecting the arc highlighted in pink. Next, geometric coherence is
improved for the two matched regions, first in green and then in orange. The second iteration, at a coarser resolution, uses the updated
hierarchy to recompute correspondences, and since there are no structural violations, geometric coherence is improved for the matched
region highlighted in pale blue. The process terminates when there are no remaining nodes to match or no changes occur in T ′

2 . In the final
result (right), the target hierarchy T2 is restructured as T ′

2 , which is easily matched with T1.

duced for recording and reconstructing ascending and descending
manifolds of an MS complex [GKK∗12] encode the mergers in a
directed acyclic graph; in the special case of d-manifolds in a d-
dimensional domain, the mergers form a tree. Leaves of this tree
correspond to the finest scale segmentation, while internal nodes
are added for each merge of two regions.

4. Geometry-enriched Merger Hierarchy Tree
We refer to the data structure that records the merge of d-manifolds
in a persistence sequence as the merger hierarchy. In 3D, the leaf
nodes of the tree (Figure 2) correspond to 3-manifolds of the Morse
complex. The internal nodes correspond to the merged 3-manifolds
at a specific persistence threshold. A simplified Morse complex
is a cut of this tree. We enrich this data structure by augmenting
the nodes with geometric descriptors that characterize the shape
of their corresponding 3-manifold. The descriptor stores attributes
such as volume (in terms of the number of vertices in a region),
centroid of points that form the 3-manifold, axis-aligned bounding
box, eigenvalues, and eigenvectors of the boundary surface.

The boundary shape of a node is defined as a set of separating
surfaces. The number of separating surfaces equals the number of
neighboring 3-manifolds with which the node shares a boundary
(at a given persistence). A separating surface is created for each
neighboring 3-manifold by inserting unit quadrilaterals orthogonal
to each 1-cell on the shared boundary. The boundary surface area
of a node is the sum of the surface areas of its smoothed separating
surfaces. For internal nodes, the surface area is equivalent to the
sum of the surface areas of its children minus twice the area of the
separating surfaces at their intersections. An eigen-decomposition
of the boundary points computes the eigenvalues and eigenvectors
of the boundary shape. The eigenvalues indicate the scale of the
boundary shape, while the eigenvectors represent the principal di-
rections of variation in its geometry.

Discrete methods (including piecewise linear) for Morse com-
plexes represent geometry as collections of grid elements and can
suffer from severe staircase artifacts. For comparing geometry, we
create smoothed boundary surfaces by applying Laplacian smooth-

ing to the quadrilateral boundary surface mesh to mitigate overes-
timation of geometric descriptors, such as boundary surface area.

5. Approach
Assuming the two hierarchies, a source and a target, are suffi-
ciently similar, our goal is to compute a correspondence between
them while enforcing structural consistency and geometric co-
herence, thereby synchronizing the two hierarchies. Formally, let
T1 = (V1;E1) and T2 = (V2;E2) be a source and target merger hi-
erarchy with matching roots. Let each node u ∈ Vi carry a geo-
metric descriptor g(u) that characterizes the shape of its subtree.
The hierarchy alignment problem seeks to find a correspondence
f : V1 * V2 and local modifications to the target hierarchy T2, pro-
ducing an updated edge set bE2, and an updated target hierarchy T ′

2 ,
such that the alignment is both geometrically coherent and struc-
turally consistent with T1. Nodes u ∈V1 with no correspondence in
V2 are denoted as f(u) = ? . f is injective for matched nodes, i.e.,
f(u) = f(u′) ̸= ? ⇒ u = u′.

The main stages of the proposed algorithm are illustrated in Fig-
ure 3. A similarity transformation is computed to align the source
with the target using topological information (section 6). Lever-
aging the computed spatial alignment, hierarchical structure, and
geometric similarity, a correspondence is established between the
leaves of the merger hierarchies (subsection 5.4). The correspon-
dences are lifted from one level of resolution to the next, correct-
ing structural inconsistencies (subsection 5.2) and improving geo-
metric coherence between matches (subsection 5.3). At each level,
correspondences are recomputed using the updated hierarchy. The
algorithm terminates when there are no remaining nodes to match
or no changes occur in T ′

2 across several successive scales of per-
sistence.

5.1. Hierarchy Alignment as an Optimization
Formally, the hierarchy alignment problem is formulated as an op-
timization that minimizes the objective function:

E(f;T1;T ′
2 ) = Ehier(f;T1;T ′

2 ) +Egeom(f;T1;T ′
2 );
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Here, Ehier penalizes violations of parent–child relationships in T1,
while Egeom aggregates geometric dissimilarity between matched
nodes. Relaxing the geometric term reduces the problem to com-
puting a constrained unordered tree edit distance mapping, which
can be solved efficiently using dynamic programming [Zha96].
The geometric constraint evaluates for each correspondence u;v,
whether removing descendant subtrees of v or adding or merging
subtrees from spatial neighbors of v into v improves geometric co-
herence with respect to u. Such modifications are generally not lo-
cal to the subtree rooted at u. For example, moving the arc high-
lighted in green in Figure 4 requires relocating the orange node
across disjoint subtrees of the hierarchy. Allowing such modifica-
tions may violate ancestry relationships, and disjoint subtrees of the
source hierarchy may not map to disjoint subtrees of the target hi-
erarchy, making global minimization computationally intractable.

To maintain tractability, the number of geometric candidates that
can be merged with v should be bounded by a small parameter k,
and the structural modification decisions induced by these k candi-
dates should be deferred to their lowest common ancestor (LCA)
with v, where it is ensured that all structural changes remain local
within the subtree rooted at the LCA. However, exhaustive eval-
uation of candidate configurations for all node pairs is computa-
tionally expensive (even for small k), and selecting an appropriate
parameter k is non-trivial. We employ a practical alternative that
approximates the objective E by alternating between a hierarchical
consistency phase and a geometric alignment phase using a multi-
scale iterative optimization algorithm. Each phase reduces its cor-
responding energy term, and the modifications are accepted as long
as the overall objective decreases. The algorithm terminates when
no changes occur in the target hierarchy T2 over a few successive
iterations or the change in objective DE falls below a threshold ϵ.

5.2. Optimizing Ehier — Hierarchical Consistency Phase
The hierarchical consistency phase optimizes Ehier introducing in
T2 parent–child relationships derived by the source hierarchy T1.
Given a correspondence f, let (u;u′) ∈ E1 denote a parent-child
pair in T1, where u is the parent and u′ is the child. A hierarchical
violation occurs when (f(u);f(u′)) =∈ bE2. For each violating pair
(u;u′), we compute the LCA of f(u) and f(u′) in T2 and apply lo-
cal modifications to create the same parent-child relationship of T1,
while ensuring that T2 remains acyclic. After processing all violat-
ing pairs, T2 is updated to a new tree T ′

2 :

5.3. Optimizing Egeom — Geometric Alignment Phase
The geometric alignment phase optimizes Egeom by improving the
geometric coherence of matched node v = f(u) in the target hierar-
chy T ′

2 , with its corresponding match u in the source hierarchy T1.
Geometric coherence is measured using a dissimilarity cost func-
tion Dg(u;v):

Dg(u;v) = wv
|Vv −Vu|

Vu
+ wc

∥cv − cu∥2
Lscale

+ wa
|Sv −Su|

Su
+ weEuv;

(1)
where V and c denote the node volume and centroid, S is the bound-
ary surface area, Lscale is the average diagonal length of the axis-
aligned bounding boxes of u and v. Euv measures misalignment of
principal axes between the boundary shapes of u and v by compar-
ing corresponding eigenvalues and eigenvectors of the boundary

Figure 4: Geometric coherence of a match (nodes highlighted in
pale blue) is improved by i) pruning descendant subtrees (marked
d) of f(u) that do not intersect with the boundary shape of u (or-
ange dotted line), arc highlighted in pink, and ii) by moving sub-
trees from its current spatial neighbors (marked n) that pass the
intersection test (arc highlighted in green). The pruned nodes are
moved up in the hierarchy between f(u) and its parent.

shapes using L2 distance. The descriptors are normalized, and uni-
form weights are used in practice. For each node f(u), we compute
and set C(u) of candidate modifications that improve its geometric
coherence with u. Candidate modifications are applied incremen-
tally: each update is evaluated and applied only if it decreases or
preserves the global geometric energy Egeom. Conflicts among mul-
tiple updates are resolved using geometric dissimilarity: the modi-
fication with lower dissimilarity is retained, and conflicting earlier
modifications are reversed. A history of prior moves is maintained
in each node to enable reversals and ensure consistency throughout
conflict resolution.

Candidate Modifications are designed to improve the geometric
coherence of a node f(u) ∈ T2 with its corresponding match u ∈ T1.
Geometric coherence is improved in two ways. First, the descen-
dant subtrees of f(u) are recursively explored to identify and prune
nodes that do not intersect the boundary shape of u (B(u)). These
subtrees are likely incorrectly merged into f(u). Second, descen-
dant subtrees of current spatial neighbors of f(u) that intersect B(u)
are merged into f(u), as these are likely incorrectly merged with a
neighbor. The modifications are applied only if they decrease or
preserve the global geometric energy. Figure 4 illustrates an exam-
ple. The modifications are generated in two stages.

In the first stage, descendant subtrees of f(u) are recursively
examined. For each subtree, the centroid of its boundary shape
and additional boundary points, obtained by randomly rotating
the eigenvectors of its boundary shape and selecting the farthest
boundary point in each direction, are transformed into the source
domain via the precomputed inverse spatial transformation (sec-
tion 6). These points are tested for intersection with B(u) using
a ray-intersection test. A subtree is classified as non-intersecting if
the centroid and more than 50% of the sampled boundary points fail
the test. The majority-consensus criterion provides robustness to lo-
cal variations, as a few points may fail the test due to discretization,
shape irregularities, or numerical imprecision. By imposing a strict
majority, we minimize false negatives while suppressing false pos-
itives from partial or accidental overlaps, without introducing bias.
Subtrees failing the intersection test are added to C(u) and, after
conflict resolution, are moved upward in the hierarchy and inserted
between f(u) and its parent.

In the second stage, descendant subtrees of the current spatial
neighbors of f(u) and subtrees merged with ancestors of f(u) are
recursively examined. Subtrees intersecting B(u) are added to C(u)
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and, after con�ict resolution, are merged into f(u) in descending
order of their volumes. Merging stops once the total volume of the
merged subtrees is greater than or equal to the volume of u. Neigh-
bors of newly merged subtrees are also examined, since they are
likely to intersect B(u). While merging nodes, subtree inclusions
are performed in a bottom-up manner to ensure that only inter-
secting substructures are merged. This prevents over-merging en-
tire descendant subtrees when only a small portion of the geometry
intersects the query boundary shape. In practice, a queue of nodes
to be examined for intersection with the query boundary shape is
maintained and updated as additional candidates are identi�ed.

5.4. Node Correspondence
Given a source and a target merger hierarchy, T1 = (V 1;E1) and
T2 = (V 2;E2), a cut is applied to the source tree, and the nodes
that fall below the cut are pruned. The correspondence is estab-
lished for the leaves of the pruned tree. The mapping f : V1 * V 2
assigns each leaf node u 2 V1 in the pruned source hierarchy to a
unique node f(u) 2 V2 in the target hierarchy T2, such that the ge-
ometric dissimilarity between u and f(u) is minimized. Although
a minimum-cost bipartite matching with pairwise dissimilarities as
edge weights yields an optimal mapping under this objective, the
resulting assignment may not re�ect meaningful structural corre-
spondence. A cost function (Equation 1) based solely on geome-
try is locally discriminative. However, it may not be suf�ciently
discriminative for global optimization, especially when geomet-
ric shapes are highly similar. Incorporating neighborhood structure
can improve the discriminative power by requiring compatibility
between matched nodes and their local context. However, this in-
creases complexity.

Purely structural and function-value–based approaches, such as
encoding and comparing intrinsic tree distances [YMR� 22], may
also be insuf�cient because scalar ranges can be incompatible, and
simple renormalization may not be adequate to account for the
resulting structural differences. The central challenge is therefore
to enforce structural consistency while maintaining computational
tractability. Incorporating spatial alignment, hierarchical structure,
and geometric context yields meaningful correspondences while re-
maining computationally ef�cient. We compute spatial alignment
(section 6) and leverage volume overlap to restrict the search to
candidate nodes in T2 that overlap the query node u. The correspon-
dence f(u) is chosen as the candidate with the lowest dissimilarity.
The mapping f is enforced to be one-to-one, updating assignments
whenever a candidate with lower dissimilarity is found.

5.5. Multi-scale Hierarchy Alignment
We combine node correspondence, hierarchical consistency phase,
and geometric alignment phase, alternating between optimizing
structure and shape across multiple resolutions to produce a fully
synchronized hierarchical representation. Although reducing one
term may temporarily increase the other, updates are accepted only
when they reduce the overall objective. This ensures monotonic im-
provement of the global energy and prevents oscillatory behavior
between locally optimal but globally inconsistent con�gurations.
In principle, these phases could be computed for every node u 2 V1
that has a match f(u) 2V2. However, exhaustive evaluation is rarely
necessary in practice. Instead, we �rst align the �ne-scale seg-
mentations of the two samples. Following optimizations lift corre-

spondence from one resolution to the next, minimizing differences
across incrementally coarser levels, producing a fully synchronized
hierarchical representation. The algorithm terminates when there
are no remaining nodes to match or no changes occur in T0

2 across
several successive scales of persistence.

Since hierarchical violations are comparatively limited at �ner
scales, aligning �ne-scale segmentations �rst produces structurally
and geometrically coherent correspondences that can be reliably
lifted to coarser levels, reducing the propagation of hierarchical in-
consistencies. The algorithm inherently helps mitigate locally op-
timal but globally suboptimal decisions made by the individual
phases. At each iteration, as persistence is increased, the correspon-
dence f and previously applied modi�cations to T2 are re-evaluated
in the updated hierarchical context. This re-evaluation allows ear-
lier decisions that were locally favorable but inconsistent with the
global structure to be corrected.

6. Morse complex-based Image Alignment
A spatial alignment is computed leveraging the intrinsic geometry
of Morse complexes. The alignment maps points from the source
Morse complex to the target Morse complex using a hybrid ap-
proach composed of three components. First, a 2D alignment is
established by estimating a uniform scale factor and a 2D trans-
lation by aligning the container geometry in which the sample is
imaged [Bal81]. Second, a 3D rotation is estimated in a coarse-to-
�ne manner by minimizing distances between centroids of source
3-manifolds and the nearest rotated centroids of target 3-manifolds.
Finally, using the 2D alignment and 3D rotation as an initial align-
ment, a 3D translation is computed using a coarse-to-�ne template-
matching approach [VHG� 22] that minimizes normalized cross-
correlation to �nd an optimal translation. A new coarse-to-�ne
algorithm is introduced for estimating 3D rotation. Persistent lo-
cal structures within the hierarchies are ef�ciently identi�ed and
matched iteratively using a kd-tree to estimate rotation, enabling
robust alignment even in the presence of discretization artifacts or
partial mismatches between the hierarchies.

The coarse-to-�ne approach begins with a highly simpli�ed hier-
archy, typically containing 0.5–1% of the total �ne-scale features,
to estimate an initial rotation. Rotation estimates obtained from the
�rst few coarsest scales can be unreliable due to sparse sampling.
To address this, the rotation is �rst computed across multiple coarse
scales to identify a stable scale where the estimate remains consis-
tent; stability is de�ned as the change between successive coarse-
scale estimates falling below a small epsilon. Once a stable initial
rotation is established, subsequent re�nement iterations restrict the
search to the neighborhood of this rotation, gradually increasing
the resolution of the hierarchy and incorporating additional cen-
troids corresponding to smaller, more detailed features. At each re-
�nement step, the persistence of the target hierarchy is adjusted to
maintain the same number of segmented regions as the source, and
the rotation is re-optimized using the updated centroids.

At coarse iterations, rotation is estimated via an exhaustive
search over a discrete set of rotation axes and angles, sampled uni-
formly in 3D space and [0;2p], respectively. Only a few centroids
are involved at this stage, making the search computationally inex-
pensive. Each candidate rotation is applied to the target centroids,
and nearest-neighbor matches to the source centroids are ef�ciently
identi�ed using a kd-tree, enforcing one-to-one correspondences.
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Figure 5: The visualization system
presents, side by side, two equivalent
views of samples A and B to compare
their geometry and structure intuitively.
Each interface (zoomed at the right)
is based on a classical "linked-views"
model that involves the eight compo-
nents. (1) lists nodes within the hierarchy
and enables selection of those included
in the current active set. (2) �lters down
this selection based on some metric con-
straints. In the linked-view, (5) shows in
3D the selected part of the Morse com-
plex. (6) plots statistics or persistence di-
agrams. (8) provides a global view of the
hierarchy, with a con�gurable vertical
axis. The node colors match the corre-
sponding region colors in the segmenta-
tion. The user can drag and drop links to
modify the hierarchy. (7) displays match-
ing information. The local view of the hi-
erarchy in (3) enables detailed inspec-
tion of sub-structures. (4) provides ac-
cess to additional con�gurable options.

After several inexpensive coarse-scale alignments, a stable direc-
tion and angle for rotation are identi�ed. Re�nement iterations re-
strict the search to the neighborhood of the stable estimate, dou-
bling the sampling resolution at each �ner scale. The rotation yield-
ing the smallest residual error is selected as the �nal estimate.

7. Visualization Framework to Explore and Edit Matching
The visualization framework (Figure 5) enables interactive explo-
ration and manual editing of matched hierarchies, providing users
with a �exible environment to inspect, verify, and re�ne automated
matches. It initializes with a traditional view of the Morse com-
plex segmentation and its merger hierarchy, along with a persis-
tence slider that lets users explore the hierarchy at different levels of
detail. This familiar starting point helps users understand the struc-
ture of the data while giving them immediate control over various
aspects of the visualization for �exible customization. The frame-
work removes constraints on how the segmentation or hierarchy
can be displayed or interacted with, replacing them with �exible
options that allow users to modify the hierarchy and change the
lifetime of segmented regions using graphical interfaces to enhance
automated matching. Users can decide what the visualization em-
phasizes—for example, a side-by-side view of matched segmenta-
tions provides direct comparison, while �ltering matches based on
similarity or other shape attributes enables more targeted analysis.
Together, these capabilities empower users to fully explore, interact
with, and re�ne hierarchical segmentations.

To facilitate comparison, the source and target views are aligned
through a transformation that links their cameras, ensuring seam-
less structural comparison. Each viewer presents a side-by-side dis-
play of the merger hierarchy and Morse complex segmentation,
with interaction supported in both: selecting a hierarchy node high-
lights its corresponding segmented region, while selecting a region
in the segmentation navigates to its associated graph node. Consis-

tent color-coding between hierarchy nodes and segmented regions
reinforces the visual correspondence, providing an intuitive way
to explore and validate the matching. The visualization provides a
comprehensive view, combining global and local perspectives that
can be explored simultaneously. The global view (Figure 5 (8))
presents an overview of the entire structure, while the local view
(Figure 5 (3)) enables detailed inspection of sub-structures. In both
views, the vertical axis can be customized to display attributes such
as persistence, depth, or other relevant metrics. Cameras across
views are linked, facilitating smooth exploration and editing.

Several visual cues enhance hierarchy exploration. Nodes rep-
resenting merged regions at the selected persistence threshold are
highlighted with a thick silver border, while nodes whose life-
time is adaptively modi�ed appear with a thick red border. When
a user drags and holds a link from a node, nodes sharing a com-
mon boundary surface are highlighted with a thick yellow border,
helping to identify relevant nodes during hierarchy editing. Arcs are
also color-coded by modi�cation type, providing additional context
for editing structural relationships. For visual veri�cation, users can
display only a subset of the nodes with �lters and sub-selections en-
abling exploration of individual or groups of matches (Figure 5 (1,
2)). A high-resolution version of Figure 5 is available in the sup-
plementary material.

Matching Segmentations and Manual Editing A side-by-side
comparison of matched segmented regions is enabled by adaptively
modifying the lifetime of nodes in the target hierarchy, following
the persistence of their correspondences in the source hierarchy.
The lifetime of a node is stored as a separate node attribute and ini-
tialized to the node's persistence value. The hierarchy can be edited
in two simple ways. Users can drag and drop links to change the as-
sociation to different nodes; user-modi�ed links are highlighted in
color for easy identi�cation. Moreover, nodes or groups of nodes
can have their lifetime modi�ed to fall above or below the cho-
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Figure 6: Impact of applying non-linear transformations to scalar values on topological hierarchies. The persistence diagram (bottom left)
shows a major shift in birth/death times. Despite clear geometric similarity between the scalar �elds, the same shift is observed as structural
differences in the topological hierarchy (top and middle right). The modi�cations that synchronized the hierarchy are highlighted in pink
(bottom right), with the most improved regions circled. The node color matches the color of its corresponding region in the segmentation.

Figure 7: (Left) Our approach estimates the optimal rotation by
aligning the centroids of source and target Morse complex 3-
manifolds. Each line shows coarse-to-�ne (label is feature count)
evaluation of the RMSE for varying rotation angles. For �ner
segmentations, only subsets of the possible angles are evaluated.
(Right) For scalar �elds under non-linear perturbations, our ap-
proach signi�cantly reduces pairwise dissimilarity among matched
pairs, demonstrating enhanced geometric coherence.

sen threshold, enabling local merging or splitting without changing
the global hierarchy. User-modi�ed corrections are automatically
incorporated into the automated matching in subsequent iterations.

8. Validation
We performed a leave-one-out ablation study to evaluate the con-
tribution of individual weights in the geometric descriptor. The
baseline model used uniform weighting. Model performance was
evaluated by measuring the percentage of mismatched correspon-
dences, structural changes in the hierarchy, and Spearman corre-
lation [Spe04]. Spearman correlation provides a measure of struc-
tural stability by assessing whether the relative ordering of pair-
wise dissimilarities was preserved. The model demonstrated strong
robustness to weight perturbations, with only a small increase in
mismatched correspondences of 1–4%. Strong Spearman correla-
tions were consistently observed (0.87–0.92 at coarse scales and
0.95–0.97 at �ne scales), indicating that the relative ranking of pair-
wise matches was largely preserved, particularly at �ner persistence
scales. Subsequent results are reported using the baseline model.

We evaluated the effectiveness of our approach under non-linear
transformations. First, we assessed the ability of our approach to

recover random similarity transformations applied to CT images
of high-energetic materials (Figure 7 (left)). Rotation angles were
uniformly sampled from [0;2p). Translations along each axial di-
rection were independently sampled from [�10;10], and isotropic
scale factors were drawn from [0:8;1:2]. To simulate a small tilt
(which is common in CT images), rotation axes were generated by
independently sampling their components, with x and y 2 [0;0:1]
and z from [0:9;1]. The resulting vector was normalized. In Figure 7
(left), residual RMSE between source and matched target centroids
is plotted against rotation angle for the optimal rotation direction.
Each curve corresponds to a different persistence scale. Across all
scales, the correct rotation angle was recovered, indicated by the
global minimum. RMSE decreases substantially at coarser scales,
while slightly increasing at �ner scales due to outliers. The maxi-
mum relative error in the estimated rotation angle was 1.5% with
respect to the ground-truth rotation angle.

The impact of applying non-linear transformations to scalar val-
ues is investigated in Figure 6. A major shift was observed in
the persistence diagram, with the same shift re�ected as struc-
tural and geometric differences in the Morse complex hierar-
chies and segmentations (Figure 6 top and middle-right). As a re-
sult, although the scalar �elds represent the same underlying phe-
nomenon, they appear topologically dissimilar when compared di-
rectly. Approaches that rely on matching subtrees based on function
value difference may not �nd the optimal correspondences in such
cases. We report average pairwise dissimilarities between matched
regions in both synchronized and original hierarchies at multiple
persistence thresholds to demonstrate improvements in geometric
coherence. At �ne-persistence scales, both hierarchies exhibit com-
parable mean pairwise dissimilarity (Figure 7 (right)), suggesting
that local topology was largely preserved. In contrast, as persis-
tence increased, the synchronized hierarchy exhibited substantially
lower dissimilarity, showcasing improved structural and geometric
coherence. On the contrary, the original hierarchy exhibited signif-
icant geometric distortion (2-5x), especially at coarser scales.

9. Results
We report results from synchronizing Morse complex hierarchies
of energetic materials subject to aging and porous materials under
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