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Abstract

Monitoring HPC systems yields valuable insights into user behavior,
aiding resource management, collaborative research, and software
design. However, privacy concerns raise the barrier for real-world
HPC trace sharing between HPC facilities and researchers. Tradi-
tional anonymization methods fall short as user behavior remains
identifiable. To address this, we propose a robust toolset for pri-
vacy protection of HPC traces using Differential Privacy (DP). Our
toolset offers a set of DP algorithms, metrics, and visualizations
to empower HPC operators to protect users’ sensitive information
under a privacy protection guarantee. We evaluated our toolset
over real HPC systems traces for different parameters and data
aggregations. Moreover, we show that machine learning models
trained on privacy-preserved logs maintain accuracy compared
to real data, which supports data publishing and sharing across
different computing facilities.
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1 Introduction

High-Performance Computing (HPC) systems generate massive
volumes of data collected by system monitoring tools. Users from
academia, government, or industry, access these systems every day
and run their applications on shared or exclusive nodes. Collecting
and analyzing users traces and resources utilization is essential for
research advancement, enhancing operational practices, and opti-
mizing systems performance [33, 43, 52, 56, 65]. However, access to
these traces face barriers to be publicly released so access is limited
to the institution hosting the system.

One of the major roadblocks to sharing HPC traces is the fear
of “unintentional” exposure of private information (e.g., malicious
analysts inferring the usage pattern of a particular high-profile user,
etc.) [53, 59]. To preserve the utility of the logs while safeguarding
user information, data owners traditionally apply anonymization
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techniques, such as hashing and encoding, to obscure explicitly
sensitive information (e.g., user name and file paths) before datasets
are released. Still, such techniques may not fully hide the occurrence
patterns and their correlations, and therefore, certain users may
still be exposed [30, 38]. Another way to anonymize the logs is
to arbitrarily randomize the dataset (e.g., randomize the memory
usage of different jobs in the data collected from LDMS or Cray RUR
tools) [2, 7]. However, arbitrary randomization does not provide
any theoretical guarantee of user privacy and there is no way to
control the effect of randomization on the accuracy of the queries
performed. This is why we propose to leverage differential privacy,
which provides a theoretical guarantee of privacy and accuracy, and
bring this field’s advances to help improve HPC system log analysis
and sharing.

Differential privacy (DP) has emerged as an established mathe-
matical model for privacy-preserving algorithms [19, 20, 39]. Using
DP algorithms, data owners can safeguard Personal Identifiable
Information (PII) by making an informed decision about the pri-
vacy guarantees of shared data and statistics. It has been widely
adopted to add a new layer of privacy by technology companies and
organizations dealing with significant amounts of user information,
such as Google [23], Microsoft [15], Uber [34], LinkedIn [54], and
the U. S. Census Bureau [1]. More specifically, it was adopted in
the End-to-End Census Test conducted by the U.S. Census Bureau,
and to protect healthcare data used for recruiting patients for clini-
cal trials [1, 12]. This data protection relies on adding controllable
noise as a function of a privacy budget (¢) parameter, which is
determined by the data owner. DP mechanisms adjust the amount
of noise inversely proportional to the value of €, so higher values
preserve data utility but weaken privacy protection.

Implementing a reliable and efficient privacy-preserving mecha-
nism can substantially impact research progress and cross-computing-
facility collaboration in the HPC community, as privacy concerns
may delay the release of traces from modern HPC systems. But, no
prior work explored the usage of differential privacy in the context
of HPC traces. This paper bridges this gap — by introducing a new
open-source toolset for HPC users and system practitioners.

Contributions. Our goal is to support HPC facilities to bene-
fit from differential privacy for system usage analysis and traces
sharing. Moreover, we aim to facilitate decisions on the amount of
noise added to achieve a DP guarantee by providing quantitative
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measurements of privacy and accuracy. The main contributions
and key insights of this paper are:

o We designed and implemented the first tool to apply differen-
tial privacy on HPC system traces. Our tool was designed to
apply DP mechanisms to aggregated and raw data and facili-
tate the setup of the amount of noise added, or in exploring
a range of different privacy budgets.

e We proposed metrics for quantifying the utility and privacy
loss of the results after transformations. The tool outputs a
detailed report of the impact of the parameters in the results,
and provides visualizations to support the decisions on the
desired trade-off between privacy and accuracy.

e We evaluated our tool for four traces collected from real
leadership-class systems. We explored different parameter
configurations and compared the impact of different data
aggregations and the level of noise added. We showed that
peak seasons of system usage need to be considered for
tuning the amount of noise added in temporal aggregations.
We also evaluated the computational cost of adding this new
privacy layer and showed that DP statistics can be measured
monthly under a 2.5-minutes overhead.

e We demonstrated that our tool can support sharing traces
across facilities with a privacy-preserving guarantee. We se-
lected regression and classification machine learning models
to evaluate the utility of the DP data. We demonstrated that
the quality of the models using privacy-preserving traces is
similar to the model with raw (privacy-unprotected) traces.

Future work and areas of improvement. We also describe
limitations and scope for improvement of the proposed approach:

o Outliers removal can enhance the quality of DP results [37,
61]. However, detecting bottlenecks is valuable information
in HPC. We avoid modifying the traces when applying DP
to not impact the data utility.

e Our tool supports noise addition in a limited set of data statis-
tics over single or multi-dimension attributes. Further work
is needed to support more complex and specific aggregations.

e The current implementation of the toolset considered public
data collected with specific job schedulers, so it handles
inputs following the format provided by these traces, but the
future works can enhance the input format as needed.

We open-sourced our toolset code and results presented in this
paper so users can adapt it for their needs. Available in: https:
//doi.org/10.5281/zenodo.15320082.

Other results, challenges, and opportunities in applying DP in
HPC are presented in the following sections. Section 2 presents
the background. Section 3 details the implementation details of
our tool and methodology. Sections 4 and 5 present the evaluation
results for applying DP to analysis outputs and the original datasets.
Finally, Section 6 concludes this work.

2 Background

This section defines the foundational terminology used in this paper,
presents DP and its mathematical proof, and motivates the usage
of DP for HPC system traces.
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2.1 Related Work

HPC traces are constantly collected and used to evaluate the system
access trends and characterize users’ behavior [33, 43, 52, 56, 65].
Developers without access to HPC systems frequently propose new
algorithms and operational practices optimizations, but they rely
on limited published logs or publications of open sourced data [53].
Large-scale systems traces are not largely shared mainly due to
privacy concerns, so most of the works evaluating these traces
are by authors from institutions hosting these systems. Our work
proposes a toolset to support HPC facilities in adding a new privacy
protection layer in systems traces for advancing data sharing.

Current privacy protection approaches in HPC traces include
anonymization methods like encryption, randomization, and obfus-
cation [5, 14, 17]. Obfuscation techniques, such as hashing, are also
employed by job schedulers such as Slurm and profilers such as Dar-
shan to protect data. However, hashing may inadvertently expose
personally identifiable information (PII), while encryption incurs
computational overhead, key exchange complexities or risk of los-
ing private-key-shares [11, 14, 64]. Previous approaches used hash-
ing encoding and pseudonymization to replace identifiers, which
preserves the data utility for failure detection but maintains indi-
viduals’ behavior patterns [28, 60]. Sharing only statistics rather
than raw data is another strategy to prevent data leakage, although
aggregated data can still reveal sensitive information [6, 16]. More
recently, Paul et al. [53] proposed a machine learning tool for gen-
erating synthetic and anonymized I/O traces, yet, such solution
does not provide a privacy guarantee of such anonymization or
controllable noise addition. Differential privacy is emerging rapidly
as a solution for privacy-preserving statistical data analysis [18, 19].
Still, no work explored DP in the HPC context.

Google deployed RAPPOR, an open-source Python API used
by the company to collect information in Google’s Chrome Web
Browsers [23]. Users define one € and a set of parameters to con-
trol the randomized response of the queries using their technique
and get a final report with histograms comparing the original and
the DP results distribution. Microsoft launched the PINQ platform
for privacy-preserving data analysis using DP, where users can
program analysis using a SQL declarative language [46]. DP Cre-
ator is an open-source web-based application from OpenDP that
provides a high-level interface for DP, with step-by-step guidance
for the general public [49]. It outputs a textual report about the
statistics calculated and visualizations. In practice, using DP is very
application-specific, since a privacy budget that preserves high
data accuracy with less privacy is not necessarily the same need
of another application. Although these tools present an a way of
applying DP mechanisms, they cannot capture the impact of several
privacy budgets and provide measurements that support a more
intuitive interpretation of how the noise is impacting the utility
and privacy trade-off in HPC settings.

2.2 Terminology

Raw data: system traces containing information about jobs sub-
mitted with anonymous user Id and file paths. Sensitive values:
any value in the dataset that contains PII. Data points: the number
of distinct rows in the dataset identifying an individual. Query: a
statistical aggregation over one or more attributes in the dataset,
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such as the mean or sum. Analyst: a trustworthy or untrustwor-
thy individual who performs statistical analysis on the data. Data
owner: a trusted individual who has access to the raw data and is
responsible for applying privacy-preserving techniques to protect
PIL Privacy budget (¢): a controllable parameter defined by the
data owner or trusted analyst and shared alongside the DP dataset.
It determines the privacy level applied to the data, which reflects
the amount of noise added to the real outcome of a process.

2.3 Differential Privacy

Differential privacy (DP) is a formal definition of privacy that en-
sures that PII cannot be identified in a protected dataset [18, 21, 22].
It has become a leading privacy-preserving approach among com-
panies, academia, and organizations with centralized control over
large datasets, such as medical records, crowdsourcing, commuting
patterns, social networks, and web traffic data [23, 31, 34, 41, 42, 57].
The core idea of DP is that the removal or addition of a single indi-
vidual in a dataset preserves the outcome of the analysis and the
privacy of individuals, regardless of other sources of information
a malicious analyst possesses. The mathematical definition of DP
was proposed by Dwork et al. [21, 22] as follows:

Definition 1 (e-differential privacy). Let D be a dataset where
each data point represents one individual with multiple attributes.
Neighbor datasets are defined as any pair of datasets that differ on
at most one element: |D — D’| = 1. Let € > 0. Q is a randomized
function applied over the datasets. Therefore, e-differential privacy
is achieved if for all neighboring datasets and outputs in S, with
VS C Range(Q) we have:

P[Q(D) =S] < e“P[Q(D’) = ] (Y]
In the above equation, e€ is the exponential function applied to
the parameter e chosen by the data owners. If € is closer to zero, the
subsets of possible outputs of Q will be very similar, resulting in
more privacy since a malicious analyst cannot determine whether
an individual belongs to the dataset. The magnitude of the random
noise is determined by the maximum impact that a single individual
could cause on the output, which represents the sensitivity of a
function. For a function Af, the sensitivity can be defined as:

Definition 2 (I -norm sensitivity). For f : D — R? and all neighbor
datasets of D, the l;-norm sensitivity of f is:

Af = max
D and D’ e
neighboring datasets

£ (D) - £ @

In practice, the noise is modeled by a distribution function based
on the concept of [y -norm sensitivity. The Laplace mechanism is one
of the most commonly used methods to model this noise. Consid-
ering a Laplace distribution with parameter b, denoted as Lap(b).
Taking b = ATf we have a density distribution proportional to
the privacy budget. The lower the ¢, the flatter the distribution
is, which means a higher noise is added to the process, so better
privacy is achieved. Noise addition in DP comes with the trade-off
of reduced accuracy. Given a function f and a privacy budget e,
noise is drawn from the Laplace distribution and added to the true
output as follows:

HPDC ’25, July 20-23, 2025, Notre Dame, IN, USA

Qprivacy mechanism = f (D) + LaP(A?f (3)
Figure 1 presents the two models for applying DP. In Global DP,
also known as Central DP, a trusted analyst possesses the original
data and is responsible for adding noise to statistics about this data.
In Local DP, the analyst holds the perturbed data, with noise added
to all data points, so statistics are applied on the DP dataset. Global
DP typically results in more accurate outcomes since the analyst can
inject enough noise to preserve the confidentiality of the outcomes
while maximizing the accuracy. For Local DP, any process applied to
the data is unpredictable, so adding more noise (lower €) to protect
the data comes at the cost of lowering the utility [62]. HPC facilities
can benefit from the Global model to release system usage statistics,
and from the Local model to share privacy-preserving logs with
collaborators or with the HPC community.

Raw @ Aggregations DP [ )
Global DP — - statistics| —— , M=
Data | pata owner Analyst

[ A ti [ )
Raw DP ggregations
Local DP —-|-|-|-—>-—>—>-

——— Data owner Analyst

Figure 1. In Global DP, analysts have access to DP statistics about
the raw data. In Local DP, analysts have access to the DP data. Both
apply a DP mechanism with a privacy budget (e).

2.4 Challenges and Opportunities in HPC

Differential privacy has been show to be a powerful mechansim
for privacy-preserving [8, 9, 13, 35, 55, 63]. For example, Zheng et
al. [8] discusses the potential use of differential privacy for feder-
ated learning at the client-level, where each client could determine
their privacy budget and the noise is added according to the im-
pact of other clients in the local learning. Although prior related
works [35, 55, 63] bring benefits and highlight a few implementa-
tion challenges, none of these works explored differential privacy
methods in practice within the HPC context.

There is an opportunity for the HPC community to benefit
from DP to democratize and facilitate data sharing. Access to HPC
traces is important for improving data-driven decisions on sys-
tems operations and validating new techniques, but open and eq-
uitable access to this data is often delayed due to privacy con-
cerns [36, 45, 47, 53, 58]. Recent initiatives proposed a collaborative
archive of I/O traces for several applications running in different
systems, and a platform for open data such as usage and exper-
iments traces, for equitable access by communities with limited
access to modern HPC systems [47, 51]. DP mechanisms can em-
power data owners to make an informed decision about the privacy
and utility levels of publicly released data according to their privacy
guardrails or the characteristics of their systems.

A major concern when adding noise to statistics is how it will
impact the utility of the results. Therefore, we will present two
examples of how DP can preserve individuals’ privacy in aggre-
gated statistics with no further impact on the utility of HPC system



HPDC ’25, July 20-23, 2025, Notre Dame, IN, USA

usage analysis. The basic idea is that by applying a randomization
algorithm to a dataset D containing information about a population,
and later applying the same algorithm to the dataset D without
the information of one individual, the difference in the results rep-
resents the impact of the missing individual. An e-DP algorithm
guarantees that the maximum impact any individual can have on
the data cannot be determined with certainty by a malicious analyst.
To achieve this, enough noise needs to be added.

Considering the real dataset presented in Table 1 for the 2020
Mira log from the Argonne Leadership Computing Facility (ALCF).
If we request two queries: (Q1) How many users run jobs during the
day from 10 am until 7 pm? Results in 11 distinct users, and (Q2)
How many users run jobs during the middle of the night from 2 am
until 8 am? Results in 9 distinct users, where 8 of them also run jobs
during the day. Having the results of Q1 and Q2 expose a unique
user with id 12851169292280, who only runs jobs in the middle of
the night, probably located in a distinct time zone than the Mira
system. Exposing this user behavior (nodes requested, queue used,
jobs runtime, etc.) makes them vulnerable to malicious analysts or
users of the same system.

Table 2 shows a snippet of the Titan supercomputer log collected
in 2015 at the Oak Ridge Leadership Computing Facility (OLCF),
and Table 3 shows the same log when we remove information
about one user (User118), D and D’ respectively. Figure 2 shows the
results of requesting the same query Q for both datasets about the
maximum CPU resident memory used per hour of the day. On the
left plot, the results show that the maximum memory was achieved
at 9 pm, and lower at noon, but they also expose that the removed
user was the only one launching jobs at 12 pm and 6 pm. Using DP
queries, as shown in the right plot, adds enough noise to prevent
disclosure risks about the result, while preserving the major trends
of the analysis.

] em) [ om) ] o_pp®) [ Q_DPD)

DP preserves
. the privacy of
individual
. contributions
12

21 218 21
Hour of the day

=)

o~
W
'

Max. CPU
memory (MB)

l_l_l —=
23

Hour of the day

Figure 2. Queries about neighbor datasets (left plot) can expose indi-
vidual contributions, and leave users sensitive to malicious analysts
in the system. DP queries (right) protect sensitive information and
useful insights can still be drawn from the data.

Another example considered the Mira dataset (Table 1) for cal-
culating the relationship between job queue time and job runtime,
a common query used for job scheduling management. Figure
3 shows the results of applying the query Q over two neighbor
datasets Q and Q’, where longer jobs tend to have longer wait
times. The constant release of these results can allow malicious an-
alysts to identify individual users’ contributions. With two queries
Q1 and Q2, they can reconstruct the mean calculation using the
results of the neighbor datasets, and identify the missing user. Using
DP, the results trend and the privacy are preserved, as presented
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in Figure 4. In this case, when releasing a private query under a
privacy guarantee € a malicious analyst cannot determine with
certainty the presence of a target individual. In fact, a malicious
analyst can filter and identify an incorrect user. These examples
suggest that DP is a promising approach for protecting sensitive
data while maintaining data utility for HPC traces.

Q(D) Q(D)

Mean Queue
Time (Hours)

,1HEHHHHHH

1 0 1
Job Runtlme
(Hours)

DDHHH@

Job Runtime
(Hours)

o
o
a
v10]31.26

Q1: SELECT NumberUsers,MeanQueueTime FROM Da
WHERE Runtime == 10

Result: [473, 31.26]

Q2: SELECT NumberUsers,MeanQueueTime FROM D'a
WHERE Runtime == 10

Result: [472, 31.08]

# Reconstruct the mean queue time for the missing user
Target = (473%31.26) - (472%31.08)
Q3:SELECT UserID FROM Da

WHERE Runtime == 10 & MeanQueueTime == Target
Result: UserID[94435408522577]

Figure 3. Query to calculate the mean queue time based on the job
runtime for Q(D) and Q(D’). A malicious analyst could use the
inverse of the mean function to reconstruct the mean queue time spent
by the missing user.

3 Differential Privacy for HPC

With our toolset, system administrators can release statistics about
system usage without the risk of exposing PII by following the
Global DP model. Opposite to restricting information to maintain
privacy, data owners will be able to release useful information
with a strong privacy guarantee. In the following subsections, we
describe the tool design and implementation, and the proposed
metrics to measure the accuracy and privacy trade-off.

3.1 Datasets and Metrics

HPC systems collect information about user behavior, such as jobs
submitted and resources requested and used. We use HPC traces
from leadership-class systems with public data available from the
Argonne Leadership Computing Facility (ALCF) and the Oak Ridge
Computing Facility (OLCF) [4, 48]. Table 4 presents the four traces
selected from ALCF (Cooley, Theta, and Mira) that are collected
with the Cobalt job scheduler, and the OLCF (Titan) collected using
TORQUE/MOAB, showing that they were collected during different
time ranges and have different number of distinct individuals. Since
DP mechanisms can have unpredictable behavior with empty values
identifying an individual, we remove entries with empty user IDs
(NaN), which account for up to 13% of jobs.
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Table 1. Snippet of the ALCF Mira log from 2020. ALCF used an integer value in place of the real user name.

JOBID USER_ID NODES_REQ | CORES_REQ | QUEUED_TIMESTAMP | QUEUED_WAIT | RUNTIME
1992814 | 55029654575059 49152 786432 2019-12-30 22:08:48 93661 1239
1992812 | 55029654575059 32768 524288 2019-12-30 22:06:26 95140 1107
1990675 | 98965977178405 32768 524288 2019-12-27 15:28:16 379428 47984
Table 2. Dataset D: Snippet of the OLCF Titan log collected during 2015.
user_id | start time end_time max_rss | node_count stime utime | alps_exit
User118 | 2015-03-26 18:38:16 | 2015-03-26 23:42:40 716264 16 | 15985276000 | 31379744128 0
User118 | 2015-03-26 18:38:16 | 2015-03-26 23:42:40 712680 16 | 16121952000 | 31251792128 0
User235 | 2015-03-26 23:42:09 | 2015-03-26 23:43:01 930680 10 22916000 484540000 0

Table 3. Dataset D’ : Snippet of the OLCF Titan log collected during 2015 with one user less, so D’ and D are neighbors.

user_id | start time end_time max_rss | node_count stime utime | alps_exit
User235 | 2015-03-26 23:42:09 | 2015-03-26 23:43:01 930680 10 | 22916000 | 484540000 0
200 Q_DP(D) Q_DP(D") the analysis when adding noise. In our model, data owners (e.g. sys-
03 Noise is added to all tem administrators) have access to the raw data and can compare
3 5 150+ | Queries-DP under a : d original 1 d al h li £
g3 S private and original results, and also measure the real impact o
g £ 100 ° © each user in the overall trace. We propose two metrics to support
g g o s measuring the quality of the results and the privacy loss. We per-
S5 01 & & . - .
= Dl:ll:l |—||_||_| form min-max normalization on the results to guide data owners
o JHEIE ! ! ! A LI ' ! ! ' on finding the “sweet spot” when tuning the € for their needs
0 2 4 6 8 100 2 4 6 8§ 10 € P & :

Job Runtime Job Runtime
(Hours) (Hours)

Q_DP1: SELECT NumberUsers, MeanQueueTime FROM Da
WHERE Runtime == 10

Result: [473, 31.20]

Q_DP2: SELECT NumberUsers,MeanQueueTime FROM D'a
WHERE Runtime == 10

Result: [472, 30.96]

Target = (473%31.20) - (472%30.9)
Q_DP3:SELECT UserID FROM Da

WHERE Runtime == 10 & MeanQueueTime == Target
Result: UserID[62703213683656]

Figure 4. The same example from Figure 3, but using a DP query

for the mean. DP results can confuse the malicious analyst since they
identify one inaccurate target user.

Table 4. Datasets used in this study.

System | Years Size # Users | # Jobs % NaN
Cooley | 2015 -2023 | 83.9 MB | 1,890 687,380 4.66
Theta 2017 - 2023 | 70.3 MB | 2,586 466,344 13.06
Mira 2013 - 2020 | 69.5 MB | 2,671 452,747 0
Titan 2015 - 2019 | 2.8 GB 3,656 12,981,186 | 0

Performing statistics on these traces reveal several opportunities
for improving the systems usage and management based on jobs
characteristics. Therefore, it is important to maintain the quality of

Accuracy: Measures how close the DP result is from the actual
result. It is calculated as the absolute difference between the noised
DP query Qpp output and the original output Q over the dataset D:

Accuracy = ||Q(D) — Qpp (D) || (O]

Privacy: The privacy loss of a published data is defined as sensi-
tive information that can be learned by an adversary [40]. Following
the premise that in a DP dataset a malicious analyst cannot iden-
tify the contributions of a specific individual, the measurement of
privacy is calculated as the distance among the results for the DP
query Qpp and the real query Q for all neighbor datasets. Thus,
higher the distance higher the privacy due to more perturbation in
the result.

Privacy = JZ (Q(Ds) - Opp(D1)*  +(Q(D) - Qpp(D)?  (5)
i=1

3.2 Implementation Details

Despite the benefits of achieving DP guarantees, measuring the
gains and impact of applying DP algorithms in practice can be
challenging. We developed a toolset where administrators of large-
scale systems can simply input system traces in CSV format, define
the desired e parameter, or explore a range of distinct values, and
obtain accuracy and privacy measurements in a visual way that is
intuitive to understand.

Algorithm 1 presents the main code implemented in our tool
to compute DP queries and evaluate the privacy and accuracy of
the results. To facilitate generating several DP aggregations, our



HPDC ’25, July 20-23, 2025, Notre Dame, IN, USA

tool supports single or multidimensional application of DP over
multiple columns of the trace file. It uses the PyDP [50] and the
IBM-diffpriv [32] packages to compute the Laplacian mechanisms
for each query. The Laplacian method receives the data and the
value for € and calculates the query adding noise based on the
function sensitivity. The algorithm runs N repetitions for the € or
for a range of € values defined by the user. In practical applications,
€ takes a small value, such as 0.01, 0.1, 1 for all aggregations over
the data [24, 31, 57]. It can perform the following queries: mean,
sum, variance, standard deviation, median, count, max, and min.

Algorithm 1 Our toolset applies Global DP to HPC traces and
returns the privacy and the accuracy for each e.

Ensure: E < list of € values > 0, a dataset D containing M samples
of users jobs, and a query function Q.
fore € Edo
Compute the sensitivity of Q(D) as Af
for D’ € neighbors(D) do
EuD « 3 (Q(D’) = Qpp(D’))* + (Q(D) - Qop(D))*
end for
Privacy <« VEuD
Accuracy « [|Q(D) - Qpp (D)l
Repeat for N iterations of the same €
Repeat for each column if using multidimensional Q
end for

The amount of noise added to the privacy-preserving aggre-
gation directly impacts the accuracy and privacy metrics. With a
higher privacy budget €, more noise is added to the query calcu-
lation, so lower is the accuracy of the result compared to original
one, but higher the privacy since the result is very noised. Figure 5
(a) illustrates the impact of €, where an optimal trade-off preserves
the accuracy and maximizes the privacy. Our tool facilitates explor-
ing different privacy budgets and supports informed decisions by
showing privacy and accuracy in the same visualization.

Trade-off

3 SO

% § N @ Less data
€ g = points
IS <]

<} 5 >

- 0 : & = 0

O >
0 € N €a Eb
More noise  Less noise
Privacy budget Privacy budget

(a) Privacy and Accuracy (b) Impact of data points
Figure 5. Higher the values of the privacy budget (¢) less noise is
added to the data, so results will be closer to the original. The number
of data points in the dataset can impact the trade-off convergence
between privacy and accuracy.

Another factor that can impact the results is the size of the input
data. Smaller datasets have fewer data points, so more individuals
tend to greatly impact the results. Higher noise needs to be added
to protect each individuals’ privacy, resulting in lower accuracy
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and potentially delaying the trade-off convergence when exploring
a range of € values. Figure 5 (b) illustrates the impact of the dataset
size on the privacy guarantees. Larger datasets can mitigate the
influence of individual entries, resulting in a more robust DP analy-
sis since less noise needs to be added to achieve high privacy and
preserve accuracy.

In the case of HPC systems traces, most users tend to run faster
and smaller jobs [52]. Figure 6 shows this tendance for the traces
used in this work, where all present a skewed distribution for nodes
requested meaning that a few users requested more nodes and
most users requested one node. The maximum number of nodes
requested for each system (figure annotation - e.g. 313 for Cooley
and 55,579 for Mira) gives an idea of the sensitivity of the queries.
Higher sensitivity requires more noise to maintain the privacy,
which reduces the utility.

Mira Theta Titan
0.002 0.05
0.00201 Max.: 0041 Max.: 0.009 Max.:
000151 55579 | 003 2109 0.006 55579
0.00104 0.02
0.0005 0.01 0.003
: 0 = 0.00 0.000
0 4 8 0 10002000 0 100 200 0 1500 300!
# Nodes Re # Nodes Re.  # Nodes Re # Nodes Rec
(thousands (thousands (thousands (thousands)

Figure 6. Distribution of nodes requested for each system.

We exemplify the usage of the privacy and accuracy metrics
for a query to calculate the total number of nodes requested for
the ALCF and OLCF traces. Figure 7 shows the results for privacy
budgets from 0.1 to 1 scaling as 0.1. As we increase the value of
€, less noise is added to the query result, so higher accuracy is
achieved at the cost of decreasing the privacy. In Figure 6, we show
that Cooley has the lower number of maximum nodes requested
compared to the other systems. This results in a lower sensitivity for
the sum query, which justifies its higher accuracy with lower values
of €, as it requires less noise to provide a strong privacy guarantee.
Traces with a wider distributions and higher query sensitivity, such
as Mira, will require more noise to be added to the results, so its
accuracy goes only up to 50% when using € = 0.2 but it guarantees
a stronger privacy of 50%, compared to 40% for Cooley.
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Q > .
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Figure 7. The measurements of privacy and the accuracy for a query
to calculate the total number of nodes requested for each system.

As output of our tool, users get a report with an execution sum-
mary for the selected parameters and a CSV file with the original
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query result, the DP query result, the accuracy, and the privacy for
each repetition of e. Optionally, users can output a visualization of
the privacy and accuracy measurements and the e that achieved the
best trade-off. The toolset code, and all the scripts to pre-process
the data and generate other visualizations presented in this paper,
are open-sourced.

3.3 Computational Cost

Calculating the privacy for each neighbor dataset in traces with
hundreds of users submitting thousands of jobs can be computa-
tionally challenging. Considering that public HPC trace releases
encompass a time frame of collected data, we evaluate the compu-
tational cost imposed by our toolset in terms of execution time for
different time ranges. We run our experiments in an Intel ®i7-7700
CPU, with 4 physical cores, base frequency 3.6 GHz, and 16 GB of
RAM, for three values of € repeated 150 times each for the same
query. Table 5 presents the results for the Titan logs. As expected,
the dataset size impacts the execution time, since our tool evalu-
ates the privacy for all neighbor datasets. Still, within 3 minutes,
users can explore DP in a year-long HPC system log. Users can
also just get the result for one specific € with the cost of calculating
the query, about 0.14 seconds, which adds a small overhead from
0.1 to 0.9 milliseconds compared with usual Python queries. The
experiments use 210 MB of memory, and each execution generates
an output file of size *60kB. The number of rows in this file is
defined as {Ve} X N, where Ve € {x1,x3, ..., ;. }, where N is the
number of repetitions of each €. The columns in the output file
are: Iteration, Query, Epsilon, Sensitive Column, Q(D),
Q(D’), Opp(D), Opp(D’), Accuracy, Privacy.

Table 5. Computational cost of our toolset execution for subsets of
the 2015 OLCF Titan data.

Time range | Size | Data points | Distinct users | Execution
(MB) Time (sec.)
One year 328.1 1,529,922 748 185.3
Six months | 141.9 797,095 631 146.83
One month | 18.9 110,036 310 71.07
One week 44 25,484 187 50.8

4 Evaluation

This section presents experiments to evaluate our toolset. Our anal-
ysis focuses on showing the impact of using our DP mechanisms
on HPC systems traces, how our toolset can be used in practice
to release statistics about systems usage, and what is its impact
on the utility of the DP results. We explore the impact of distinct
privacy budgets in different DP aggregations and how well the
same € value preserves the utility of the traces over time. We tested
all supported queries for the numerical fields, and present some of
the results in this section. We average the DP mechanism results
for 150 iterations of each € for better stability and robust results,
as used in previous works [3, 26]. We show that the visualizations
help data owners on determining the appropriate trade-off between
accuracy and privacy for their system traces.
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4.1 Exploring Execution Parameters

A major challenge when using DP algorithms is establishing the
best value for e. Having a visual analysis tool and metrics can
support understanding the privacy-accuracy impact that result
from different epsilon values. For example, the Census Bureau’s
Data Stewardship Executive Policy committee, has chosen the best
value based on a set of internal graphs showing the privacy and
accuracy trade-off [25]. However, using separate visualizations can
still confuse decisions about this trade-off - how much accuracy to
maintain without compromising the privacy. Our tool allows users
to visualize the effects of varying the e for the privacy and accuracy
metrics normalized to be in the same visualization. It also indicates
the value of € that results in the optimal trade-off and the DP query
result using this value.

Figure 8 shows the visualizations generated by our toolset for a
query to calculate the average number of jobs per user for privacy
budgets in a range(€) = seq(0.04, 0.2, 0.02). The figure generates an
annotation showing the value of € that achieved the best trade-off
with higher accuracy and privacy and a vertical red line indicating
where is this result in the range of privacy budgets evaluated (Figure
8 (a)). The other visualization shows the results for the DP query
for different € and multiple iterations (Figure 8 (b)). We notice that
the DP query results converge to a value closer to ~220, which
is more than 3.5 lower than the real value of 733.6. This means
that to preserve the privacy of all users in this dataset, more noise
calibrated to the sensitivity of the e-DP query needs to be added.
Using the output CSV file generated by our tool, users can leverage
more insights about their outputs and keep track of the impact of
each privacy budget.
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Figure 8. Our tool enables the calculation of differentially private
queries for a range of € values and supports the user’s decision on the
desired privacy budget before the data release.

The dataset size can significantly impact the results for the pri-
vacy and accuracy metrics under the same e-differential privacy
guarantee. Figure 9 shows the results for different queries for the
ALCEF logs using 10 data points in the left plots, 100 in the center,
and 1,000 in the right. We selected the top N data points for each
dataset to preserve the temporal order of the events. The amount
of noise introduced by the DP mechanism for different € is influ-
enced by individual contributions to the result of the query. Smaller
datasets suffer from both weaker privacy protection per individual
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and lower accuracy due to noise and this is why the accuracy and
privacy lines are more perturbed compared to having more data
points. Regarding the DP-queries, the count aggregation adds noise
with sensitivity 1 since the maximum impact an additional user can
make in the result is 1. Therefore, the trade-off remains similar for
different dataset sizes. The sensitivity of max and min aggregations
depends on the data values. In the max plot we show that more
data points can provide more utility for the same level of privacy,
making it harder for one individual contribution to be singled out,
as noticed by the smoothing effect in the privacy/accuracy curves
for 100 data points compared to 10 data points. However, in the
min plot for the Theta subset we show the impact that having out-
liers can have on the instability of the privacy metric. With 10 data
points, this data has a standard deviation of WALLTIME_SECONDS
of 2.7x higher than with 100 data points, which impacted the calcu-
lation of the privacy. Adding more individuals’ contributions with
100 and 1,000 data points contributes to the variability of the data,
achieving smoother curves and faster trade-offs for this e range.
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Figure 9. Impact of the dataset size on the privacy and accuracy
for different data points: 10 (left), 10? (center), 10 (right), queries
(count, max and min), and HPC system logs (Cooley, Mira and Theta).

Table 6 shows the execution time for the experiments presented
in Figure 9. The performance of the toolset algorithm is directly
impacted by the dataset size, the number of privacy budgets, and
especially by the repetitions of each privacy budget. A small dataset
with 1,000 data points can take almost 25 minutes to evaluate a
range of 20 values of € repeated 150 times for all neighbor datasets.
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Using wider ranges of € values in subsets of data is useful for
exploring DP over new datasets and having a sense on how the e
should be set. In practice, with complete HPC traces, we recommend
evaluating a smaller range of privacy budgets for faster execution
time, as presented in Table 5 for three privacy budgets.

Table 6. Execution time in minutes for different e evaluated for 150
iterations of each value.

Data points | range(e)=20 | range(e)=40 | range(e)= 60
10 2.71 5.12 7.32
100 4.34 9.39 12.8
1000 24.97 67.42 92.3

A powerful property of DP is its robustness under composition,
which ensures that multiple independent DP mechanisms applied
to the same dataset still provide a well-defined privacy guarantee.
The sequential composition theorem states that if each individual
mechanism satisfies DP with a given privacy budget, the cumulative
privacy loss is bounded by the sum of these parameters [46]. This
means that if a dataset is queried multiple times with different DP
mechanisms, the overall privacy budget € is defined as total privacy
cost of 3; €;.

THEOREM 4.1. If a mechanism M;(x) provides €;-differential pri-
vacy, the sequence of M;(X) provides (3; €;)-differential privacy.

With our tool, HPC system administrators can explore the impact
of different e values for different aggregations before choosing the
privacy budget to release their results. Figure 10 shows the trade-off
for different queries about the CPU memory usage for OLCF Titan
logs. With composition, the DP privacy guarantee of the results for
all queries could be preserved using an overall value of €=0.12.
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Figure 10. Distinct DP-queries about the CPU memory usage. Data
owners can measure the overall € for preserving the privacy guarantee
of the results.

4.2 Updating € for More Data Collected

HPC traces are continuously updated with new job submissions,
so the privacy budget may not provide the same level of privacy
guarantees after changes in the usage trends, such as periods of
higher or lower utilization. Following the sequential composition
theorem, if a DP aggregation is applied over disjoint subsets of the
input domain, then the overall privacy guarantee is bounded by the
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most privacy-sensitive analysis in the sequence, instead of the sum
[22, 46]. Let D; be a subset of the input domain D. The sequence of
M; (X N D;) provides e-differential privacy.
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Figure 11. Data owners can release statistics while ensuring a robust
level of privacy governed by the selected €.

We explored the impact of DP on sub-samples of HPC logs to
understand how to recommend updates to the privacy budget when
more data is collected. Figure 11 presents, at the top, the mean
squared error (MSE) for each quarter of the year and for the full
year of the OLCF Titan dataset for 2018 using DP for different e
values. In the bottom, the bars represent the total jobs launched
per day in that year. We notice a temporal change in the usage
of the system, with spikes in July and August when more jobs
were submitted. Overall, smaller € results in more noise added
by the perturbation function leading to higher MSE compared to
larger € values. Focusing on the spikes, the top figure shows this
trend impacted the amount of perturbation added using the same
€ compared to other months, and the impact of these spikes also
resulted in wider ranges of random noise to preserve the privacy, as
noticed by the larger variation. Therefore, the privacy budget with
higher privacy guarantees will be bounded by the most sensitive
trend in this data sequence.

4.3 Using DP Results

After selecting the desired value of €, data owners can share statis-
tics about the traces. We run our tool for arange(e) = seq(0.1, 1.5,0.2)
for two queries and present in Figure 12 the results for queries about
the HPC system usage, the DP query that achieved the best balance
between privacy and accuracy (e = 0.4; € = 0.02), and the DP query
with higher accuracy (e = 1.2; € = 0.06).

The top Figure 12 shows the average number of jobs submitted
per day of the week in the ALCF Cooley logs from 2023. Both DP
results preserve the major trend of jobs submitted per day of the
week, with more jobs submitted on Tuesdays and fewer jobs on
Fridays. However, adding more noise to preserve privacy can come
at the cost of impacting some results, as we notice for Wednesday,
where the number of jobs is higher than Sunday using € = 0.4,
while for the real result, they are similar. The degree of randomness,
indicated by the error bars for the 150 repetitions of the same e,
exemplifies the controlled random noise added.

HPDC ’25, July 20-23, 2025, Notre Dame, IN, USA

- DP-Query (0.4)| DP-Query (1.2)J] Real

%)
2

o

™ 1204 o

#* L

© 801 =z Nz

g = g::‘:‘::: g»’v' g FZ]
s 0 0 1=

g s g

E 0 S / == X e

Mon Tue Wed 'Il'hu IFri Sat ISun
Day of the week

\
]

. m DP-Query (0.02)~ DP-Query (0.06)~ Real
§ 2 3000
© 2 2500- —~
£ 34 P i
=2 20004 - ~
= - S 4
£ § 15001 s W =
A g 1000-% T . : : T : : ' ' ' '
= 2 4 6 8 10 12 14 16 18 20 22

Hour of the day

Figure 12. Data owners can release statistics while ensuring a robust
level of privacy governed by the selected €.

The bottom Figure 12 shows the sum of the maximum memory
used during the day for the OLCF Titan log from 2015. Focusing
on the real query behavior, we observe an increase from 2 pm
until 10 pm, which can be used to prioritize memory-intensive
jobs scheduling during this time range, for example. Releasing DP
results with privacy budget € = 0.02 or € = 0.06 preserves this
finding while safeguarding all individuals’ information.

5 Local Privacy

In Global DP, data owners or trusted analysts apply a privacy-
preserving mechanism to a dataset statistics, and share the results.
In many cases, data owners want to share their raw dataset with
other parties independently of the future aggregations performed
over the data. Local DP can be used to add noise to each value
of a sensitive attribute and enable sharing private data. Figure 13
exemplifies the impact of Global DP and Local DP for the same
query and privacy budget. While both mechanisms preserve the
underlying trend, the results from Local DP present more noise.
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Figure 13. Global DP and Local DP preserve the results trend for the
same €=0.4, while Global DP results are closer to real.

We extended our tool to offer local privacy solutions so system
administrators can release the entire HPC log with noised values
for the sensitive attributes selected. This approach also enables data
sharing with other parties while ensuring the privacy of sensitive
information. However, it should be noted that local DP comes at
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the cost of reducing the accuracy of statistics about the data, and
therefore the new best privacy budget needs to be carefully selected.

A previous work proposed a local DP solution to enhance data
utility, termed as “profile-based privacy” [27]. It assumes that data
owners only need to obfuscate the most sensitive values of the
dataset, thus leading to a decrease in the amount of noise added to
make each element indistinguishable while still ensuring privacy
guarantees. It does that by modeling the problem into a profile-graph
representing the data distribution, where edges connect sensitive
pairs of distributions that need to be made indistinguishable, instead
of making all pairs in the domain private as done by usual local-
DP methods. Their privacy guarantees are mathematically defined
using the notion of DP.

Definition 3 (e-local differential privacy). Let D be a dataset where
each data point represents one individual’s private record, and A
a randomized mechanism A : d — Y. The e-local DP is satisfied if
for every pair of values in D (d, d’) and for all outputs of A, with
y € Y, we have:

P[A(d) = y] < e“P[A(d) = y] ()

Definition 4 (Profile-based Differential Privacy). Assume a graph
G = (P, E) with P profiles of data distributions over the space X
and edges E. A random process A : X X P — Y achieves (G, ¢)-
profile-based DP if for every edge connecting the profiles P; and P;,
with random variables d; ~ P; and dj ~ Pj, and all inputs y € Y:

P[A(d;, P;) = y] < e“P[A(d}, Pj) = y] ™

5.1 Implementation Details

Local privacy algorithms are more complex to implement and usu-
ally target the specifics of the anonymized log attributes, as pre-
sented by emerging techniques to optimize the noise injection for
data usefulness and accuracy [27, 35, 44]. Our flipping probability
method presents a solution to optimize the balance between data
utility and privacy preservation for releasing raw system logs.

Algorithm 2 presents the pseudo-code used in our toolset. We
implement a flipping mechanism that obfuscates only the most
sensitive values in the dataset by flipping them to other values in the
attribute of interest with a certain probability. It encompasses three
major processing steps: (1) Calculate the occurrences of each value
in the column to be made private and filter the sensitive values based
on an upper-bound defined by the user; (2) Calculate the distance
between the sensitive values and all other values and attribute
a flipping probability to each pair. (3) For each sensitive value,
flip to another value, including itself, with a certain probability. A
benefit of this approach is that it adds noise by flipping to values
profiled from the original distribution. A limitation is the intense
processing since it considers all distinct points as potential flipping
values. For this implementation, the upper-bound processing of data
regarding one hour, one day, and one week of ALCF logs take 0.31s,
31.97s, and 452.2s, respectively in an Intel-i7-7700 CPU, 3.60GHz (4
cores/16GB).
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Algorithm 2 Our toolset method to offer local privacy.

1: Get value occurrences and filter lower than an upper-bound

Occurrences = W F « Occurrences < fpound
2: Calculate distances between the sensitive value
fors € Fdo
forv € D do
Distances < |s — Voccurrences
end for

for d € Distances do
DistFlip = Y, Distances — d
end for
// Get cumulative distance of each sensitive value and others
DistCum « Y., DistFlip
end for
3: Flip sensitive values
forov e D do
if v € F then
flip_prob = U(0, DistCum)
// Find the value with nearest probability to flip to
v = DistCum.find(U)
end if
end for

5.2 Case Study for Collaborative Research

Current data obfuscation in HPC logs hides the most sensitive infor-
mation, such as username and file path. However, other attributes
called “quasi-identifiers” are preserved and can reveal users’ behav-
ior in the system when applying data transformations [29, 44]. The
privacy of these sensitive attributes can be protected with a mathe-
matically proven guarantee when using local privacy mechanisms.

Consider two computing facilities located geographically distant
from each other (Figure 14). A research team with access to one
system in “Computing Facility 1” collected system logs about the
execution of a secret application. Due to some issues faced by their
application, the team wants to investigate error bottlenecks. They
are interested in utilizing a machine learning model in “Computing
Facility 2”, which processes system log attributes such as memory,
network, and power usage and returns insights about the execu-
tion. The research team knows that their system is shared among
distinct users, and the public release of the CPU memory usage
attribute exposes their application to cache side-channel attacks.
The team also assumes that no entity in another computing facility
is trustworthy, including the controller who will manage the data.
Therefore, encryption methods cannot be employed to secure the
data. Local DP can be used to ensure that all neighbor values in
the sensitive attribute are indistinguishable, thus preventing side-
channel attacks [10]. With our toolset, data owners can apply local
DP using the Laplace mechanism and the flipping mechanism to
make only the most sensitive values indistinguishable.

For our experiments, we assume that “Computing Facility 2”
has two machine learning algorithms: a classification model to
predict if a job will fail based on the job’s characteristics, and a
regression model to show correlations between the selected label
and other features. We used the binary cross-entropy method for
the classification, and for the regression, we used three hidden
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Figure 14. Different computing facilities can collaborate if the data
owner can exchange locally private datasets.

layers with relu activation and a layer using sigmoid function, for
100 epochs with a learning rate of 0.01 and batch size 124, using the
scikit-learn in Python to implement the models. We considered a
snippet of the Titan OLCF log for the classification model defining
the maximum memory usage as our quasi-identifier, and a snippet
of the Mira ALCF log for the regression model with the number
of nodes requested as our quasi-identifier. We apply the flipping
probability method and the Laplace mechanism with our toolset.
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Figure 15. The local privacy method applied by our tool with Laplace
and the flipping probability algorithm preserves the accuracy of the
predictions while protecting sensitive values.

Figure 15 presents the results for the classification model using
Laplace for privacy budgets 0.1 and 0.9 (a), and flipping different
percentages of the total data points (b). The flipping maintained
a similar accuracy than training over the raw data throughout
the epochs, with results closer to the original when flipping 5% of
the data since they remain more similar. The Laplace mechanism
achieved lower accuracy during the training, but both mechanisms
resulted in a model that can correctly predict if a job will fail 94% of
the time. Flipping more data points during training can impact the
process, yet over sufficient epochs, prediction quality remains intact.
Laplace offers a quicker method to introduce noise to sensitive data,
but the noise generated is entirely random. Conversely, flipping to
an existing value in the dataset helps maintain result consistency.

For the regression model, we show the correlation between the
noised label #NodesRequested and the number of cores requested
#CoresRequested, which tend to be linearly correlated in users
jobs requests, as noticed by the Real trend points in Figure 16,
showing results for the flipping method for 5% and 25% of flipped
values, and in Figure 17 with results for the Laplace method using e
5 and 10. For both cases, the linear correlation was preserved until
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Figure 16. The flipping mechanism preserves the real dataset corre-
lations but can be vulnerable to outliers.

the 40 cores requested, but after, only the case with values closer
to the original, Flip 5%, preserves a similar result as the original. In
this example, we notice the benefit of flipping sensitive values to
existing values in the distribution rather than adding random noise
with Laplace. However, the existence of outliers can become more
prominent, as we notice for more than 40 cores requested flipping
25% of data points. In this sense, using local DP mechanisms can
benefit research collaboration but the characteristics of the quasi-
identifiers and models need to be considered in machine learning
scenarios.
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Figure 17. The Laplace mechanism has a greater impact on the
correlation and dimension of the results.

6 Conclusion

Public release of HPC traces from leadership computing facilities
face privacy concerns. Current obfuscation methods to protect
users identity can still reveal sensitive information about users
behavior in the system. Differential Privacy (DP) mechanisms offer
a new layer of individual’s privacy protection while maintaining
the utility of the dataset. Moreover, DP gives more control to data
owners, since they can define a specific privacy budget to model
the amount of perturbation added to the data. This is the first work
that introduces DP to the HPC setting and explores its application
for data analysis and sharing. We design and implement a toolset
with metrics and visualizations to support application of DP over
statistics or the original data. We explored our toolset over real
HPC systems traces for different parameters and data aggregations
that can serve real HPC monitoring. Experimental results showed
that the utility of privacy-preserving traces is preserved so it can
be shared across computing facilities — by enabling this sharing,
more useful machine learning models can be trained.

In our work, we consider a typical scenario where the institution
hosting the HPC system owns the data collected and administra-
tors define the sensitive attributes that need to be protected before
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release, as well as the privacy budget. As future work, we plan to
explore implementing the local model in a context where users
have autonomy to decide the amount of noise protecting their in-
teractions within the system, e.g. in a private cloud or container
workflow. This way, the data is protected from any other entity
regardless of their accesses privileges, which will impose admin-
istrative challenges, such as coordinating the data utility among
users that prefer more or less noise.
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